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Yafit Lev-Aretz 
Assistant Professor of Law, Zicklin School of 
Business, Baruch College, CUNY 

Yafit Lev-Aretz is an assistant professor of law 
at Zicklin School of Business, Baruch College, 
City University of New York.  She is also a 
research fellow at the TOW center at Columbia 
Journalism School.  As the digital environment 
constantly evolves, Yafit studies self-regulatory 
regimes set by private entities and the legal 
vacuum they create. She is especially interested 
in the growing use of algorithmic decision-
making, intrusive means of news dissemination, 
choice architecture in the age of big data, and 
the ethical challenges posed by machine learning 
and artificially intelligent systems. Her research 
also highlights the legal treatment of beneficial 
uses of data, such as data philanthropy and the 
data for good movement, striving to strike a 
delicate balance between solid privacy 
protection and competing values. Previously, 
Yafit was a research fellow at the Information 
Law Institute at NYU, and an intellectual 
property fellow at the Kernochan Center for the 
Law, Media, and the Arts at Columbia 
University. Yafit holds an SJD from the 
University of Pennsylvania Law School, an 
LLM from Columbia Law School, and an LLB 
from Bar-Ilan University in Israel. 

Paula J. Bruening 
Counsel, Sequel Technology and IP Law 

Paula J. Bruening is Counsel for Sequel 
Technology and IP Law, LLC and Founder and 
Principal of Casentino Strategies LLC, a privacy 
and information policy consulting firm. She 
works with clients on emerging issues related to 
artificial intelligence and machine learning and 
advises companies about compliance with new 
privacy regulation and on establishing privacy 
governance programs within their organizations. 
Most recently, she served as Director of Global 
Privacy Policy at Intel Corporation, where she 
developed and coordinated privacy policy across 
the company and was a key influencer for the 
company in Brussels during the negotiations on 

the European Union’s General Data Protection 
Directive. She also worked closely with Intel 
Labs to propose an approach to applying 
information governance principles in new data 
eco-systems such as the Internet of Things. 

Ms. Bruening brings to her work extensive 
experience in government, advocacy and 
international organizations, including APEC and 
the Organization for Economic Cooperation and 
Development. Her work has been published in 
academic and policy journals and she has spoken 
on privacy issues in Asia, Europe and the 
Americas. Ms. Bruening holds a B.A. from John 
Carroll University and a J.D. from Case Western 
Reserve University School of Law. 

Anthony Ford 
Senior Data Privacy Counsel, Medidata 
Solutions 

Anthony is responsible for supporting Medi-
data’s global data privacy and data governance 
programs; Anthony also focuses on related data 
security and emergent technology-driven issues. 
Prior to joining Medidata in January 2018, 
Anthony was an associate in the IP, Tech and 
Data Group at Reed Smith, where he focused on 
information governance, privacy, and data 
security issues impacting large organizations. 
Prior to becoming an attorney, Anthony was a 
computer scientist for six years with the U.S. Air 
Force Research Laboratory where he studied 
artificial intelligence and machine learning. His 
areas of specialty included genetic algorithms, 
computational epistemology, and dynamic 
human-machine teaming. 

 

Andrew Kopelman 
Vice President, Assistant General Counsel, 
and Chief Privacy Counsel 
Medidata Solutions  

Andrew leads the strategy and management of 
Medidata’s global data privacy and data 
governance programs; he also focuses on 
Medidata’s Intellectual Property strategy and 
management. Prior to joining Medidata in 2012, 



Andrew was an associate in the patent group at 
Jenner & Block, where he focused on patent 
litigation and client counseling for 
pharmaceutical and computer patents. 
Previously, he was an associate at Frommer, 
Lawrence & Haug, where he focused on Hatch-
Waxman pharmaceutical litigation. Before law 
school, he was a computer programmer for 
startups including Weidlinger Associates. He is 
a registered patent attorney and is a Certified 
Information Privacy Professional (CIPP/US). 

Ron Lazebnik 
Clinical Associate Professor of Law, 
Fordham Law School  

Ron Lazebnik primarily teaches the Samuelson-
Glushko Intellectual Property and Information 
Law Clinic. He has assisted clinic students with 
a number of significant legal matters, including 
the filing of amicus briefs in important IP cases 
before the U.S. Court of Appeals for the Second 
Circuit. In 2012, under his leadership, the clinic 
became a part of the U.S. Patent and Trademark 
Office pilot programs to allow students to 
practice before patent and trademark examiners. 
His academic and scholarly interests include IP 
law, information law, and Internet law.  

Before joining Fordham Law, he was in private 
practice, where he helped represent clients in 
various matters involving patents, copyrights, 
trademarks, trade secrets, and general 
commercial litigation. He has also assisted in the 
defense of corporations and government 
agencies being investigated by the SEC, the 
Public Company Accounting Oversight Board, 
and the U.S. Department of Justice. Professor 
Lazebnik is a graduate of Harvard Law School, 
where he spent time as a Massachusetts SJC 
Rule 3:03 student attorney and as the Director of 
Research and Technology for the Harvard Legal 
Aid Bureau. He also served on the staff of the 
Harvard Journal of Law and Technology and 
contributed to GartnerG2’s and the Berkman 
Center for Internet & Society’s 2005 white paper 
“Copyright and Digital Media in a Post-Napster 
World.” Prior to law school, he received an MS 

in electrical engineering from Case Western 
Reserve University. 

Nizan Geslevich Packin  
Assistant Professor of Law 
Zicklin School of Business, Baruch College, 
CUNY 

Nizan Geslevich Packin joined the Law 
Department at the Zicklin School of Business in 
2013. She researches and writes about financial 
regulation, business law, corporate governance, 
consumer protection, and information policy, 
including cybersecurity. Before joining Zicklin, 
she practiced law in the New York office of 
Skadden, Arps, Slate, Meagher & Flom LLP, in 
the Banking and Corporate Restructuring 
groups. At Skadden she represented clients in 
complex Chapter 11 cases, as well as with 
international business transactions and credit 
facilities. Prior to Skadden, Professor Packin 
served as a law clerk in the Israeli Supreme 
Court. She also interned at the Federal Trade 
Commission. 

Her scholarship has appeared in journals such as 
the Washington University Law Review, Indiana 
Law Journal, Houston Law Review, William 
and Mary Law Review, Chicago Kent Law 
Review, Berkeley Business Law 
Journal, Columbia Business Law Review, 
Harvard Law School Corporate Governance 
Forum, Oxford Business Law Blog, and 
Columbia Blue Sky Blog. Professor Packin 
earned her law degrees  from Columbia Law 
School, the University of Pennsylvania Law 
School, and Haifa University. She has externed 
for Judge Jack B. Weinstein in the Eastern 
District Federal Court of New York. Professor 
Packin’s most recent publications and working 
papers may be found on the Social Science 
Research Network. 

Boris Segalis 
Partner and Global Vice Chair, 
Cyber/Data/Privacy, Cooley LLP 

Boris Segalis, vice chair of Cooley’s 
cyber/data/privacy practice, has focused his 



practice exclusively on privacy, data protection 
and cybersecurity for more than 10 years.  

He counsels clients on a range of privacy, 
cybersecurity and information management 
issues in the context of compliance, business 
strategy, technology transactions, breach 
preparedness and response, disputes and 
regulatory investigations and legislative and 
regulatory strategy. He advises clients on 
information law issues within data-based 
products and services, big data programs, smart 
grid operations, marketing and advertising, 
corporate transactions (including M&A, private 
equity, buyouts, public offerings and 
bankruptcy), state and federal investigations and 
regulatory actions, cross-border data transfer, 
vendor management, cloud computing, 
technology transactions, incident and breach 
response and pre-response planning. 

Boris represents clients in a variety of industries, 
ranging from startups to Fortune 100 companies. 
His clients include companies in the consumer 
products and services areas, online retailers and 
ecommerce, fintech, blockchain, media and 
entertainment, pharmaceutical, utilities, travel-
related businesses, B2B SaaS technology, 
payment processing, and non-profit 
organizations. 

For four consecutive years, Boris has been 
individually recognized by Chambers USA in 
the Privacy and Data Security category. He was 
also previously recognized by Crains NY 40 
under 40. Boris is a Certified Information 
Privacy Professional (CIPP/US) through the 
International Association of Privacy 
Professionals, has served as co-chair of NYC 
IAPP KnowledgeNet and served on the IAPP’s 
Research Board. 

Andrew Selbst 
Postdoctoral Scholar, Data & Society 
Research Institute 

Andrew Selbst is a Postdoctoral Scholar at Data 
& Society and Visiting Fellow at Yale Law 
School’s Information Society Project. Selbst 

studies the effects of technological change on 
legal institutions and structures, with a particular 
focus on how technology disrupts society’s 
traditional understandings of civil rights and 
civil liberties. His current research examines 
how certain standard legal concepts that serve as 
underlying bases for accountability, such as 
explanations, fault, and liability, may need to be 
reexamined as applied to machine learning 
systems. 

Before joining Data & Society, Selbst was a 
Visiting Researcher at Georgetown University 
Law Center and a scholar in residence at the 
Electronic Privacy Information Center. Prior to 
that, he has been a senior associate at Hogan 
Lovells, a Supreme Court Assistance Project 
Fellow at Public Citizen, and a Privacy Research 
Fellow at NYU’s Information Law Institute. He 
clerked for Hon. Jane R. Roth of the U.S. Court 
of Appeals for Third Circuit, and Hon. Dolly M. 
Gee of the U.S. District Court of the Central 
District of California. Selbst earned his J.D. at 
the University of Michigan Law School and 
holds M.Eng. and S.B. degrees in Electrical 
Engineering and Computer Science from the 
Massachusetts Institute of Technology. He is 
licensed to practice law in New York, New 
Jersey, and Washington, D.C. 

Wendy Seltzer 
Strategy Lead and Counsel, 
World Wide Web Consortium (W3C) 

Wendy Seltzer is Strategy Lead and Counsel to 
the World Wide Web Consortium (W3C) at 
MIT, improving the Web›s security, availability, 
and interoperability through standards. As a 
Fellow with Harvard›s Berkman Klein Center 
for Internet & Society, Wendy founded 
the Lumen Project (formerly Chilling Effects 
Clearinghouse), helping to measure the impact 
of legal takedown demands on the Internet. She 
seeks to improve technology policy in support of 
user-driven innovation and secure 
communication. 

She serves on the Advisory Board of Simply 
Secure; served on the founding boards of the Tor 



Project and the Open Source Hardware 
Association, and on the boards of ICANN and 
the World Wide Web Foundation. 

Wendy has been researching openness in 
intellectual property, innovation, privacy, and 
free expression online as a Fellow with 
Harvard’s Berkman Klein Center for Internet & 
Society,  

Yale Law School’s Information Society Project, 
Princeton University’s Center for Information 
Technology Policy and the University of 
Colorado›s Silicon Flatirons Center for Law, 
Technology, and Entrepreneurship in Boulder. 
She has taught Intellectual Property, Internet 
Law, Antitrust, Copyright, and Information 
Privacy at American University Washington 
College of Law, Northeastern Law School, and 
Brooklyn Law School and was a Visiting Fellow 
with the Oxford Internet Institute, teaching a 
joint course with the Said Business 
School, Media Strategies for a Networked 
World. Previously, she was a staff attorney with 
online civil liberties group Electronic Frontier 
Foundation, specializing in intellectual property 
and First Amendment issues, and a litigator with 
Kramer Levin Naftalis & Frankel. 

Wendy speaks and writes on copyright, trade-
mark, patent, open source, privacy and the 
public interest online. She has an A.B. from 
Harvard College and J.D. from Harvard Law 
School, and occasionally takes a break from 
legal code to program (Perl and MythTV). 

Lisa J. Sotto 
Partner and Chair, Privacy and 
Cybersecurity Practice, 
Hunton Andrews Kurth LLP 

Named among The National Law Journal’s “100 
Most Influential Lawyers,” Lisa Sotto chairs the 
firm’s top ranked Global Privacy and 
Cybersecurity practice and is the managing 
partner of the firm’s New York office. She also 
serves on the firm’s Executive Committee. Lisa 
was voted the world’s leading privacy advisor in 
all surveys by Computerworld magazine and 

was recognized by Chambers and Partners as the 
only “Star” performer in the U.S. (the highest 
honor) for privacy and data security. Lisa also is 
recognized as a “leading lawyer” by The Legal 
500 United States for cyber crime and privacy 
and data security. She serves as the Chairperson 
of the Department of Homeland Security’s Data 
Privacy and Integrity Advisory Committee. 

Featured as “The Queen of Breach” in an article 
by New York Super Lawyers Magazine, Lisa 
provides extensive advice on cybersecurity risks, 
incidents and policy issues, including proactive 
cyber incident readiness. Since 2005, she has 
advised clients on more than 1,600 cybersecurity 
and data breach incidents in the U.S. and abroad 
(extending to over 200 countries), including 
many of the world’s seminal incidents. A 
number of these breaches were watershed events 
that garnered headlines across the globe, 
including cyber incidents at Yahoo!, Under 
Armour, Hudson’s Bay Companies, JPMorgan 
Chase, Morgan Stanley, RBS WorldPay, 
Michaels and TJX. 

Olivier Sylvain 
Professor of Law, Fordham Law School  

Olivier Sylvain is a Professor of Law at 
Fordham University School of Law. His 
academic interests are chiefly in information and 
communications law and policy. He has written 
a variety of law review articles, symposium 
pieces, essays, policy papers, news articles, op-
eds, and blog posts on current controversies in 
communications policy, online intermediary 
liability, privacy, and copyright. Olivier has 
been on the local NPR station and an invited 
speaker at universities and conferences around 
the world. He is part of a team of legal scholars, 
research engineers, and social entrepreneurs to 
whom The National Science Foundation in fall 
2017 awarded a three-year one-million-dollar 
grant to prototype an “edge-cloud” network that 
is to be owned and operated as a “commons 
resource” for Harlem residents.  

At Fordham, Olivier teaches Legislation & 
Regulation, Administrative Law, Information 



Law, and information law related courses. He is 
the Director of the McGannon Center for 
Communications Research. He is also affiliated 
with the Center for Law and Information Policy 
and the Center on Race, Law, and Justice. 
Before entering academia, Olivier was a 
Karpatkin Fellow in the National Legal Office of 
the American Civil Liberties Union in New 
York City and a litigation associate at Jenner & 
Block, LLC, in Washington, D.C. He is on the 
board of directors for the New York affiliate of 
the American Civil Liberties Union and teaches 
a class on modern American literature for local 
incarcerated men.  

Omer Tene 
Vice President and Chief Knowledge Officer, 
IAPP 

Omer Tene is Vice President and Chief 
Knowledge Officer at the IAPP, leading the 
creation and distribution of content, research, 
programming and knowledge for the privacy 
community. He is a consultant to governments, 
regulatory agencies and businesses on privacy, 
cybersecurity and data management. He is an 
Affiliate Scholar at the Stanford Center for 
Internet and Society; and a Senior Fellow at the 
Future of Privacy Forum. He was appointed to 
the Arbitration Panel under the U.S.-EU Privacy 
Shield Agreement and served as rapporteur for 
the 30-year review of the OECD Privacy 
Guidelines. With Jules Polonetsky and Evan 
Selinger, he edited the Cambridge University 
Press book Consumer Privacy. He’s authored 
dozens of articles on privacy and data protection 
appearing in law and technology reviews of 
Yale, Stanford, Northwestern, Vanderbilt, 
George Mason, University of North Carolina, 
Fordham, Ohio State and more. 

Maya Uppaluru 
Associate, Crowell & Moring 

Maya Uppaluru is an associate in Crowell & 
Moring’s Washington, D.C. office with the 
Digital Health Practice and Health Care Group 
and provides strategic, legal, and regulatory 
advice to a range of organizations at the 

forefront of health innovation, including 
providers, plans, large tech companies, startups, 
and venture capital. 

Maya joined the White House in 2015, in the 
Office of Science and Technology Policy, 
launching President Obama’s Precision 
Medicine Initiative and serving as a policy 
advisor to  

the U.S. Chief Technology Officer, where she 
helped to shape national policies around health 
data interoperability and led public-private 
collaborations to facilitate better access to health 
data for medical research. Maya has a track 
record of helping technologists successfully 
navigate complex regulations to achieve their 
design and product goals. Most recently, she was 
on the healthcare team at the United States 
Digital Service, which aims to improve the way 
government delivers services to the American 
people through better technology and user-
centered design. Maya worked directly with 
engineers, data scientists, designers, and product 
managers on the launch of the All of Us 
Research Program at the National Institutes of 
Health. She also worked with the Centers for 
Medicare and Medicaid Services to improve 
data sharing with physicians participating in 
the Quality Payment Program, and transition 
Medicare from fee for service to value-based 
care under the Medicare Access and CHIP 
Reauthorization Act.  

Previously, Maya served as a policy advisor at 
the Office of the National Coordinator for 
Health IT, where she drafted regulations 
pertaining to patient access to health data and 
application programming interfaces and created 
the first program to link health IT policymakers 
directly with digital health startups and the 
venture capital community. Maya also served as 
an attorney advisor for the Healthcare Connect 
Fund at the Federal Communications 
Commission, working to expand access to 
broadband for rural health care providers to gain 
access to technology, including telemedicine and 
electronic health records. 



Ari Ezra Waldman 
Professor of Law and Director of the 
Innovation Center for Law and Technology, 
New York Law School  

Ari Ezra Waldman is the Professor of Law and 
Founding Director of the Innovation Center for 
Law and Technology at New York Law School. 
His research is interdisciplinary, focusing on the 
ways law and technology influence social life, 
privacy and the design of new technologies, and 
the people and structures on the ground that 
implement privacy laws on the book. In 2018, 
Ari published his book, Privacy As Trust: 
Information Privacy for an Information Age 
(Cambridge University Press), arguing that 
because trust is a primary factor in our decision 
to share personal information online, privacy 
law should be focused on protecting 
relationships of trust. Ari has been honored as 
the Deirdre G. Martin Memorial Lecturer on 
Privacy at the University of Ottawa and his 
scholarship won the Best Paper Award at the 
Privacy Law Scholars Conference in 2017 and 
the Otto L. Walter Distinguished Writing Award 
in 2016. His scholarship has been or will soon 
be published in leading law reviews and peer-
reviewed academic journals, including Law and 
Social Inquiry (peer-reviewed), the Washington 
University Law Review, Cornell Law Review 
Online, the Notre Dame Law Review Online, the 
Iowa Law Review, the Indiana Law Journal, the 
Houston Law Review, the Maryland Law 
Review, and many others. He holds a Ph.D. in 
sociology from Columbia University, a J.D. 
from Harvard Law School, and a B.A. from 
Harvard College. 

Liz Woolery 
Senior Policy Analyst, Center for Democracy 
and Technology 

Liz Woolery is a senior policy analyst at the 
Center for Democracy and Technology, where 
her work focuses on the intersection of free 
expression and the digital world. Prior to CDT, 
she was with New America’s Open Technology 
Institute (OTI) as a senior policy analyst on the 

secure internet team, where her work addressed 
free speech, privacy, and transparency online. 

Previously she was a Google Policy Fellow at 
OTI, interned with the Berkman Center for 
Internet and Society’s Chilling Effects 
Clearinghouse (now Lumen Database), and 
worked with the University of North Carolina-
Chapel Hill Center for Media Law and Policy as 
a blogger and outreach coordinator. She received 
her M.A. in media studies from Syracuse 
University’s S.I. Newhouse School of Public 
Communications and her B.A. from Beloit 
College in Beloit, Wisconsin. 
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PHOTO: Information law experts warn of potential
dangers in big-data, artificial intelligence and
algorithmic decision-making. (ABC News: Simon Elvery)

AUDIO: Dr Julia Powles and Professor Frank Pasquale
discuss big-data with Phillip Adams (Late Night Live)

RELATED STORY: Did you know computers now make
important government decisions?

RELATED STORY: Chart of the day: People are happier
to take advice from machines than other humans

Key points:
Algorithms are used in everything
from hiring or firing, to what news you
see
The fairness of automated decisions
depends on assumptions of the
algorithm's creators
Experts worry about people being
alienated by algorithmic systems

Which algorithms affect your
life?

Do you fit the algorithms' mould? If not, they might
'screw' you
Interactive Digital Storytelling team  By Simon Elvery

Updated Tue 21 Aug 2018, 1:11am

Are you average in every way, or do you sometimes stand out from
the crowd? Your answer might have big implications for how you're
treated by the algorithms that governments and corporations are
deploying to make important decisions affecting your life.

"What algorithms?" you might ask. The ones that decide whether you get
hired or fired, whether you're targeted for debt recovery and what news
you see, for starters.

Automated decisions made using statistical processes "will screw [some]
people by default, because that's how statistics works," said Dr Julia
Powles, an Australian lawyer currently based at New York University's
Information Law Institute.

This is because many algorithms rely on a statistical process such as
averaging, resulting in:

some decisions that are fair: those about people who fit the
assumptions made by the algorithm's creators; but
other decisions that are unfair: those about people who don't fit the
assumptions, people who are statistical outliers.

Dr Powles and Professor Frank Pasquale, an expert in big data and
information law at University of Maryland, have been travelling around
Australia discussing the topic of algorithmic accountability and highlighting
the dangers of a future where use of big data and automated algorithmic
decision-making goes unchecked.

Centrelink's robo-debt system was a clear example where automated
algorithmic decisions are causing real harm, Dr Powles said.

"It's so bizarre to me that we're in a state where
there's no requirement to prove the benefits of

automation in the face of proven harms."

Automated algorithmic decisions rely on the data that goes into them. If that data is incorrect or out of date bad decisions
will result — a problem Ibrahim Diallo discovered first hand when he found out he had been fired by an automated
computer system that had incorrect data about him.

"The key thing to know about data-driven decisions is when you say you're making a decision on the basis of the data,
you're also cutting off everything else," Professor Pasquale said.

Dr Powles thinks part of our fascination with algorithms is they sound
"exotic". But they also seem removed from our personal concerns.
Professor Pasquale worries about the sense of alienation that people may
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This story is part of a series ABC News is working on
looking at the algorithms that affect our lives. Tell us
about an algorithm you'd like to know more about.

feel when they're subjected to algorithmic decisions that cannot be
adequately explained.

Many advocates for algorithmic transparency "would say that there are
some ways that human beings should not be classified and affected by
computerised systems that they cannot understand or that cannot be
explained to them in a narrative manner", Professor Pasquale said.

A common example of this is consumer credit scores. Whether you get
that mortgage depends, in part at least, on secret algorithms used to
assess how credit worthy you are.

Even though businesses using this type of algorithm choose to keep it a
secret, they likely could explain how it works if forced to. However, that's
not the case for all algorithms.

Dr Powles points out that "a very small fraction of computerised systems are so complicated that even their designers
don't know how they work".

So why even use algorithms?
Given all these issues, it's tempting to wonder why we're using these systems at all. Professor Pasquale thinks that
understanding the motivations for using these systems — what makes algorithms so compelling — is vital to
understanding how we can minimise problems.

It might seem obvious at face value, but Professor Pasquale points out that "in many instances there's a desire to interact
with a computer instead of a person".

And even in the context of something like the automation of Centrelink processes — which has been highly controversial
— he says there is often demand "on the claimant's side to say, 'we're sick of dealing with uncaring or unfeeling
bureaucrats, we want to deal with a streamlined computerised system'."

"Many of us are, especially I think the younger generation, getting more and more accustomed to and even enjoying
interaction with computers as opposed to other human beings. It's seamless, it's frictionless, et cetera."

Coupled with this demand is the speed and scale that algorithms and computerised processing allow.

"They allow you to do things very fast, and they allow you to scale them to over tens of thousands of people," he said. So,
in theory at least, we get to avoid the queues.

Do you know more about important decisions being automated by government? Contact us.

Efforts to push the use of big data and AI forward are often framed in terms of efficiency or productivity. Just this month
Australia got its first National Data Commissioner, Deborah Anton, a role which ultimately evolved out of a review by the
Productivity Commission.

Part of the commissioner's remit is to enable "greater sharing and re-use of data" and while that might help enable "better
services for citizens", as claimed, it will also enable more systems like robo-debt, which continues to operate and is being
expanded in the face of well-documented problems.

Dr Powles and Professor Pasquale both expressed concerns that in our rush to adopt these technologies, we must tread
carefully.

Is it inevitable that algorithms will rule our lives?
It's tempting to think that the adoption of new technologies like facial recognition are all but inevitable — that their utility is
so great that we must be content to take the bad with the good.
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The 'digital poorhouse'

 
When automated tools target disadvantage, a lot can
go wrong.

But Professor Pasquale doesn't think so.

"The choice to use data and algorithms is not all or nothing," he says.

"If there's a problem and someone says, 'well you know, we could fix your
problem but then we'd have to scrap the whole thing,' be very sceptical."

He also thinks there are some technologies governments should think
seriously about banning — or at least banning particular uses of them.

Dr Powles suggests there are three key measures to help avoid many of
the potential problems in automated decision-making:

Accountability;
Contestability; and
Remedy.

"I think then we get those other things like fairness and transparency by default."

Throughout our discussion, Professor Pasquale and Dr Powles continue to return to the question of who is accountable
for automated decisions and who are they accountable to? They suggest that algorithms ultimately need to be
accountable to the people about whom they're making decisions.

Professor Pasquale says automated decisions that cannot be explained — simply — to the people they affect will be
alienating.

Is Australia ready?
Ultimately, many of the solutions to ensuring algorithmic accountability come down to having better regulation. Australia
may not be well prepared for the challenges that government and corporate use of big data and algorithmic decision
making pose for society.

"I do think the media landscape in Australia is less robust than many parts of the world," Dr Powles says.

"The legal structure is also not very promising right," Professor Pasquale adds, "because there's not a really strong
privacy law. And there's not strong enforcement."

They're not alone in thinking Australia lacks the right regulatory framework to deal with our algorithmic future.

University of New South Wales academic Professor Greg Austin has recently written about what he sees as a lack of
accountability, poor privacy regulations and missing oversight on these issues.

Where should we look to for a model on how to regulate in this space? The most promising example right now, they think,
is Europe with legal frameworks like the General Data Protection Regulation (GDPR).

More specifically, Professor Pasquale points to the way Europe has looked to combine data and privacy policy with
competition policy.

Professor Pasquale suggests we should think about automation and AI differently and utilise them primarily to
complement humans in a way that makes us more competent rather than taking over from human decision-making.

"Ultimately, making a decision, that's a human capacity, I think.

"One thing these processes of AI and automation are often very good at is reducing data, or the facts that would underlie
a judgement; they are often very bad at the judgement itself," he said.

Topics:  information-technology, government-and-politics, computers-and-technology, regulation, australia
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Here’s why tech companies abuse our data:
because we let them
Brett Frischmann
In the pursuit of ever�faster online transactions, we have facilitated surveillance capitalism � it’s
time to create some friction
Tue 10 Apr 2018 01.00 EDT

W e live in an e-commerce utopia. I can call out orders and my demands are satisfied
through an automated, seamless transaction. I just have to ask Alexa, or Siri, or one
of the other digital assistants developed by Silicon Valley firms, who await the
commands and manage the affairs of their human bosses.

We’re building a world of frictionless consumerism. To see the problems with it requires you to
stop and think, which itself runs against the grain of this technology. Utopia is in the eye of the
beholder. One person’s utopia is another’s dystopia. Take the obese humans in Pixar’s Wall-E:
never having to move from their mobile chairs with screens they use to get their food delivered to

https://www.theguardian.com/profile/brett-frischmann
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them. The point is not that Alexa will make us obese. Rather, it’s that intelligent technology can
manage much more than isolated purchase orders of books, or the devices and systems in our
homes. It can manage our lives, who we are and are capable of being, for better or worse.

Silicon Valley’s pursuit of frictionless transactions in our modern digital networked environment
is relentless. It has given rise to surveillance capitalism – the extraction and monetisation of our
data – and the creeping use of such data to “scientifically” manage most facets of our lives, in
order to efficiently deliver cheap bliss and convenience.

Yet there is much more to being human than the pursuit of such shallow forms of happiness.
Flourishing human beings need some friction in their decision-making. Friction is resistance; it
slows things down. And in our hyper-rich, fast-paced, attention-deprived world, we need
opportunities to stop and think, to deliberate and even second-guess ourselves and others. This is
how we develop the capacity for self-reflection; how we experiment, learn and develop our own
beliefs, tastes and preferences; how we exercise self-determination. This is our free will in action.

We don’t want too much friction, either: it is, after all, costly. Paralysis by analysis is a frightening
prospect. It’s easier to abandon such deliberations and accept defaults, often set by others. The
insights from behavioural economics tell us we choose not to choose. This convenient “choice” is
only made easier in our modern data-rich economy.

Consider, for example, Facebook users’ relationship with Facebook. The relationship begins when
users click through to Facebook’s sign-up page, which forms a binding legal contract and
authorises Facebook’s extensive data collection and sharing practices. The transaction costs are
minimal. Trust is essential. Yet it is and has been unwarranted. As the recent Cambridge Analytica
debacle highlights, Facebook has enabled third parties – and there are many – to use Facebook
users’ data to develop sophisticated psychological profiling and personalisation algorithms, to
influence their beliefs and votes. In the end, the debacle is merely a symptom of a diseased digital
networked environment optimised for frictionless data flows, advertising and e-commerce.

Some digital tech cheerleaders like to describe data as “the new oil”, the raw material that will
drive economic growth. But data is oil-like in more than one way: it eliminates friction and has the
potential to re-engineer the environments within which we live – our workplaces, schools,
hospitals and homes – so we risk becoming increasingly predictable and programmable.

Consider a simple example. Modern electronic contracting often depends on a seamlessly
designed human-computer interface that creates a binding contract through the simple act of
clicking or tapping a virtual button. Some economists celebrate this mechanism for minimising
transaction costs and eliminating friction in the formation of a contract.

This view is dangerously myopic. It focuses on efficiency gains and ignores subtle but powerful
impacts on human autonomy. It makes it rational for a user to blindly accept terms of use. To read
the terms would be a waste of time, an irrational and futile exercise. Even if you’re a glutton for
punishment, how would you choose which e-contract is worth the time and effort? After all, you
enter into so many of them, and they’re spreading like wildfire, from apps and smart TVs to all the
devices in your workplace, car and home that are destined – according to e-commerce gurus – to
be integrated into the Internet of Things. So people just default to clicking “I agree”. This is not
only a predictable response, it is arguably a programmed one.

https://link.springer.com/article/10.1057%2Fjit.2015.5
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Frictionless e-contracting makes a mockery of contracting, which is premised on parties
genuinely exercising their autonomy when deciding to enter into a binding legal relationship. At
best, it generates the illusion of consent through automatic and even programmed behaviour.
Repeat interactions with this and other similar mechanisms risk habituation to mindless clicking.

One response to this social dilemma is to deliberately engineer friction into modern consumer
choices – to design transaction costs into technology. How should we do this? Too much would
probably cause the digital economy to grind to a halt. It needs to be more a case of introducing
some digital speed bumps that prompt consumers to slow down and think about the transaction
they’re about to undertake in a way that preserves their autonomy. Ways of doing this include
courts refusing to enforce automatic contracts and requiring evidence of actual deliberation by
consumers about the most important substantive terms of a contract. Software could require a
user to scroll over the most important terms and conditions before clicking the “I agree”, or it
could even require consumers to answer substantive questions about the contract.

Technology enthusiasts celebrate the idea of frictionless commerce in the home with no trace of
second thoughts. Consumers like instant gratification and convenience. And, of course, it’s super-
exciting for the marketing folks just waiting to nudge people to make purchases.

But how will such seemingly perfect transactional efficiency affect how we behave in our own
homes? How might it impact our willpower? Psychologists have shown that if we anticipate
feelings of regret, that can moderate our behaviour in the face of temptation. But to what degree
does anticipated regret depend upon the opportunity to reflect upon one’s preferences? As
convenient as it may be, we should worry about technology creating a consumer world without
friction.

Since you’re here …
… we have a small favour to ask. More people are reading the Guardian than ever but advertising
revenues across the media are falling fast. And unlike many news organisations, we haven’t put
up a paywall – we want to keep our journalism as open as we can. So you can see why we need to
ask for your help. The Guardian’s independent, investigative journalism takes a lot of time, money
and hard work to produce. But we do it because we believe our perspective matters – because it
might well be your perspective, too.

The Guardian is editorially independent, meaning we set our own agenda. Our journalism is free
from commercial bias and not influenced by billionaire owners, politicians or shareholders. No
one edits our Editor. No one steers our opinion. This is important because it enables us to give a
voice to the voiceless, challenge the powerful and hold them to account. It’s what makes us
different to so many others in the media, at a time when factual, honest reporting is critical.

If everyone who reads our reporting, who likes it, helps to support it, our future would be much
more secure. For as little as $1, you can support the Guardian – and it only takes a minute. Thank
you.

Support The Guardian

Brett Frischmann is the Charles Widger endowed university professor in law, business and
economics at Villanova University, Pennsylvania, US, and an affiliated scholar of the Center for
Internet and Society at Stanford Law School. His book, Re-Engineering Humanity, will be
published on19 April 
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MEANINGFUL INFORMATION AND THE RIGHT TO 
EXPLANATION 

Andrew D. Selbst* and Julia Powles** 

Summary 
 

• There is no single, neat statutory provision labeled the “right to 
explanation” in Europe’s new General Data Protection Regulation 
(GDPR). But nor is such a right illusory.  

• Responding to two prominent papers that, in turn, conjure and 
critique the right to explanation in the context of automated decision-
making, we advocate a return to the text of the GDPR. 

• Articles 13–15 provide rights to “meaningful information about the 
logic involved” in automated decisions. This is a right to explanation, 
whether one uses the phrase or not.  

• The right to explanation should be interpreted functionally, flexibly, 
and should, at a minimum, enable a data subject to exercise his or her 
rights under the GDPR and human rights law. 

 
Keywords 
 
automated decisions, data processing, data protection law, explanation, 
interpretability, machine learning  
 

I. INTRODUCTION 

In May 2018, Europe’s new General Data Protection Regulation 
(GDPR) will apply across all European Union member states.1 The GDPR is 
an ambitious, complicated, contested law aimed at making Europe “fit for the 
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digital age.”2 Among the law’s many provisions are several related to 
automated decision-making, notably, Article 22 and certain provisions of 
Articles 13–15.  

These provisions, which restrict automated decisions and require 
associated safeguards, are causing consternation among researchers, lawyers, 
and others concerned with decisions made by machine learning (ML) or 
artificial intelligence (AI). ML or AI systems are, among possible modes of 
decision-making, uniquely in danger of defying any human understanding.3 
Automated decisions without any human intervention or understanding 
would seem to flout European ideas of autonomy and personhood.4 
Therefore, these provisions exist to provide some meaningful information to 
data subjects about how their data is used. There is a fierce disagreement over 
whether these provisions create a data subject’s “right to explanation.” This 
article seeks to reorient that debate by showing that the plain text of the 
GDPR supports such a right. 

The “right to explanation” debate has, in part, so captured 
imaginations because it is knotty, complex, and a nontrivial technical 
challenge to harness the full power of ML or AI systems while operating with 
logic interpretable to humans. This issue has drawn immense interest from 
the technical community.5 There is also rapidly increasing interest from a 
legal perspective, with a number of scholars beginning to explore both the 

                                                                                                                       
2 European Commission, Reform of EU Data Protection Rules (2017) 

http://ec.europa.eu/justice/data-protection/reform/ index_en.htm. 
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Algorithms’ (2016) 3 Big Data & Society 1; C Kuner, DJB Svantesson, FH Cate, O Lynskey, 
and C Millard, ‘Machine Learning With Personal Data: Is Data Protection Law Smart 
Enough to Meet the Challenge?’ (2017) 7 International Data Privacy Law 1.  

4 M Hildebrandt, ‘The Dawn of a Critical Transparency Right for the Profiling Era’ in 
J Bus, M Crompton, M Hildebrandt, and G Metakided (eds), Digital Enlightenment 
Yearbook (IOS Press, 2012); ML Jones, ‘Right to a Human in the Loop: Political 
Constructions of Computer Automation and Personhood’ (2017) 47 Social Studies of Science 
216. 

5 See e.g., R Caruana, Y Lou, J Gehrke, et al., ‘Intelligible Models for Healthcare: 
Predicting Pneumonia Risk and Hospital 30-Day Readmission’ (2015) Proceedings of the 
21st ACM SIGKDD International Conference on Knowledge Discovery and Data Mining 
(KDD ’15) 1721; D Bamman, ‘Interpretability in Human-Centered Data Science’ (2016) 
CSCW Workshop on Human-Centered Data Science; M Gleicher, ‘A Framework for 
Considering Comprehensibility in Modeling’ (2016) 4 Big Data 4, 75; D Finale and B Kim, 
‘A Roadmap for a Rigorous Science of Interpretability’ (2017) preprint, arXiv:1702.08608; 
E Horvitz, ‘On the Meaningful Understanding of the Logic of Automated Decision Making’, 
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content/uploads/2017/03/BCLT_Eric_Horvitz_March_ 2017.pdf. 
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importance of explanation as a normative value within the ML or AI context,6 
as well as whether there is a requirement for explanation as a matter of 
positive law.7  

The legal debate so far has concerned a conception of the right oddly 
divorced from the legislative text that best seems to support it. The most 
prominent contributions are two explosive papers out of Oxford, which 
immediately shaped the public debate.8 The first paper, by Bryce Goodman 
and Seth Flaxman, asserts that the GDPR creates a “right to explanation,” 
but does not elaborate much beyond that point.9 The second paper, from 
                                                                                                                       

6 See e.g., F Pasquale, Black Box Society: The Secret Algorithms That Control Money 
and Information (Harvard University Press, 2015); M Hildebrandt, ‘The New Imbroglio: 
Living with Machine Algorithms’ in L Janssens (ed), The Art of Ethics in the Information 
Society (Amsterdam University Press, 2016); K Brennan-Marquez, ‘“Plausible Cause”: 
Explanatory Standards in the Age of Powerful Machines’ (2017) 70 Vanderbilt Law Review 
1249; AD Selbst, ‘A Mild Defense of Our New Machine Overlords’ (2017) 70 Vanderbilt 
Law Review En Banc 87; R Binns, ‘Algorithmic Accountability and Public Reason’ (2017) 
Philosophy & Technology, forthcoming; KJ Strandburg, ‘Decision-Making, Machine 
Learning and the Value of Explanation’, The Human Use of Machine Learning: An 
Interdisciplinary Workshop, 16 December 2016, 
http://www.dsi.unive.it/HUML2016/assets/Slides/Talk%202.pdf. 

7 See e.g., Hildebrandt, supra n 4; D Kamarinou, C Millard, and J Singh, ‘Machine 
Learning with Personal Data’ (2016) preprint, ssrn:2865811; forthcoming in R Leenes, R 
van Brakel, S Gutwirth, and P De Hert (eds), Data Protection and Privacy: The Age of 
Intelligent Machines (Hart 2017); I Mendoza and LA Bygrave, ‘The Right Not to Be Subject 
to Automated Decisions Based on Profiling’ in T Synodinou, P Jougleux, C Markou, and T 
Prastitou (eds), EU Internet Law: Regulation and Enforcement (Springer, 2017) 77; A 
Rantanen, ‘A Yleinen Tietosuoja – Asetus ja Oikeus Selitykseen Algoritmien Päätöksenteon 
Logiikasta’ (2017) Working Paper, 
https://makingmydatareal.files.wordpress.com/2017/03/mmdr_1_20172.pdf; L Edwards 
and M Veale, ‘Slave to the Algorithm? Why a “Right to an Explanation” is Probably Not 
the Remedy You Are Looking For’ (2017) 15 Duke Law & Technology Review, forthcoming. 

8 See e.g., E. Chiel, ‘EU Citizens Might Get a “Right to Explanation” About the Decisions 
Algorithms Make’, Fusion, July 5, 2016, http://fusion.kinja.com/eu-citizens-might-get-a-
right-to-explanation-about-the-1793859992; C Metz, ‘Artificial Intelligence is Setting Up the 
Internet for a Huge Clash with Europe’, Wired, 11 July 2016, 
https://www.wired.com/2016/07/artificial-intelligence-setting-internet-huge-clash-
europe/; I. Sample, ‘AI Watchdog Needed to Regulate Automated Decision-making, Say 
Experts’, The Guardian, January 27, 2017, https://www.theguardian.com/technology/ 
2017/jan/27/ai-artificial-intelligence-watchdog-needed-to-prevent-discriminatory-
automated-decisions; M Burgess, ‘Watching Them, Watching Us: Can We Trust Big Tech 
to Regulate Itself?’, Creative Review, April 2017, 
https://www.creativereview.co.uk/watching-watching-us/. 

9 B Goodman and S Flaxman, ‘European Union Regulations on Algorithmic Decision-
Making and a “Right to Explanation”’ (2016) ICML Workshop on Human Interpretability 
in Machine Learning, arXiv:1606.08813 (v3); (2017) 38 AI Magazine 50. 
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Sandra Wachter, Brent Mittelstadt, and Luciano Floridi, asserts that no such 
right presently exists.10 It does so by unnecessarily constraining the idea of the 
“right to explanation,” while conceiving of a different “right to be informed” 
that amounts to a right to a particular type of explanation. We believe that 
Wachter, et al.’s response is an overreaction to Goodman and Flaxman that 
distorts the debate, and that neither paper meaningfully addresses the most 
relevant provisions supporting such a right—specifically those that create 
rights to “meaningful information about the logic involved” in automated 
decision-making. 

 This debate appears headed in the wrong direction because it is 
missing such a major piece. Whether one uses the phrase “right to 
explanation” or not, more attention must be paid to the GDPR’s express 
requirements and how they relate to its background goals, and more thought 
must be given to determining what the legislative text actually means. This 
article offers a positive conception of the right, located in the text and purpose 
of the GDPR. 

II. BACKGROUND 

A. Legislative Provisions at Issue 

Articles 13(2)(f), 14(2)(g), and 15(1)(h) of the GDPR require data 
controllers to provide data subjects with information about “the existence of 
automated decision-making, including profiling, referred to in Article 22(1) 
and (4) and, at least in those cases, meaningful information about the logic 
involved, as well as the significance and the envisaged consequences of such 
processing for the data subject.” Articles 13 and 14 are notification duties 
imposed on data controllers and Article 15 provides a right to access 
information throughout processing.  

Article 22(1), in turn, elaborates that data subjects “have the right not 
to be subject to a decision based solely on automated processing, including 
profiling, which produces legal effects concerning him or her or similarly 
significantly affects him or her.” Article 22(2)–(4) specifies limited 
circumstances where automated decision-making is permitted, and provides 
for different safeguards so that data subjects can effectively exercise their 
“rights and freedoms and legitimate interests.” Most important for this 
discussion, Article 22(3) provides that where automated decision-making is 
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Decision-Making Does Not Exist in the General Data Protection Regulation' (2017) 7 
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contractually necessary or consensual, certain safeguards for data subjects 
must apply, including “at least the right to obtain human intervention on the 
part of the controller, to express his or her point of view and to contest the 
decision.” 

Nonbinding Recital 71 includes a tweak on the safeguards in Article 
22(3), by specifying that safeguards for data subjects “should include specific 
information to the data subject and the right to obtain human intervention, 
to express his or her point of view, [and] to obtain an explanation of the decision 
reached after such assessment and to challenge the decision” (emphasis added). The 
omission of the italicized part from Article 22 actually accounts for most of 
the conflict between Goodman and Flaxman and Wachter, et al., and is a 
point to which we will return. For now, it is sufficient to note that Recital 71 
is not meaningless, and has a clear role in assisting interpretation and co-
determining positive law. While not enforceable as such, it gives clear support 
to the effective exercise of data subject rights under Articles 13–15 and 22.  

B. Two Caveats 

Before getting into the substantive arguments, we want to introduce 
two caveats to our discussion regarding what this article does not address. 
First, the practical effect of Article 22(1) and, by association, the referring 
provisions in Articles 13–15, are a lively matter of dispute. As Wachter, et al. 
identify, if the condition “solely” in “decisions made solely by automation” is 
interpreted narrowly, the safeguards and associated requirements of 
meaningful information will have limited applicability. In particular, 
Wachter, et al. suggest even a trivial degree of human involvement could 
render Article 22(1) inapplicable.11 As such a reading would render the 
written provisions nearly purposeless, however, it seems wise to question it.12 
Though these provisions share some language with their predecessors in 
Articles 12(a) and 15(1) of the Data Protection Directive,13 there is very little 
determinative guidance about how they should be interpreted and applied in 
practice.14 Moreover, new draft guidelines from the Article 29 Working Party 
                                                                                                                       

11 Ibid, 92.  
12 Kamarinou, Millard, and Singh, supra n 7, 11–12; Mendoza and Bygrave, supra n 7, 

87–88; and LA Bygrave, ‘Minding the Machine: Article 15 of the EC Data Protection 
Directive and Automated Profiling’ (2001) 17 Computer Law & Security Review 17, 20. 

13 Directive 95/46/EC of the European Parliament and of the Council of 24 October 
1995 on the Protection of Individuals with Regard to the Processing of Personal Data and 
on the Free Movement of Such Data [1995] OJ L 281/31. 

14 Mendoza and Bygrave, supra n 7; T Zarsky, ‘Incompatible: The GDPR in the Age of 
Big Data’ (2017) 47 Seton Hall Law Review 995, 1016. 
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(on behalf of all European data protection authorities) take the position that 
trivial human involvement will not suffice.15 Beyond “solely,” Article 22(1) is 
further conditioned by the requirement that automated decision-making 
“produces legal effects concerning [the data subject] or similarly significantly 
affects him or her.” Given these issues go to the applicability of the right 
rather than the shape of the right,16 and will be a matter for future 
interpretation by legislators, data protection authorities, and courts, we do 
not consider them further here. 

A second important caveat is that our concern here is with the legal 
requirements, not the technical feasibility of meeting those requirements. If it 
turns out that the law asks something that certain technologies cannot 
provide, then those technologies cannot be used without changing or violating 
the law.17 That is a possibility that must be accepted in this discussion. 

III. A RIGHT TO EXPLANATION IN THE GDPR 

We believe that a plain reading of Articles 13(2)(f), 14(2)(g), 15(1)(h), 
and 22 supports a right to explanation. Accordingly, before engaging with the 
existing scholarly debate, we offer here our interpretation of the text. 

A. Articles 13–15 

When an individual is subject to “a decision based solely on 
automated processing” that “produces legal effects … or similarly 
significantly affects him or her,” the GDPR creates rights to “meaningful 
information about the logic involved.” While it will eventually fall to 
legislators, data protection authorities, and courts to interpret when particular 
information may or may not be “meaningful,” we make four observations 
here. The first we believe must be true, while the remaining three points are 

                                                                                                                       
15 Article 29 Working Party, Guidelines on Automated Individual Decision-Making and 

Profiling for the Purposes of Regulation 2016/679 (2017) 
http://ec.europa.eu/newsroom/just/document.cfm?doc_id=47963 (‘Draft Guidelines’), 
10: “To qualify as human intervention, the [data] controller must ensure that any oversight 
of the decision is meaningful, rather than just a token gesture. It should be carried out by 
someone who has the authority and competence to change the decision. As part of the 
analysis, they should consider all the available input and output data.” Note that these 
guidelines were issued while this paper was in press, so their content and pagination may 
change.  

16 See further Bygrave, supra n 12, 19–20; Mendoza and Bygrave, supra n 7, 88–91; 
Edwards and Veale, supra n 7, 19–20; Draft Guidelines, supra n 15, 10–12. 

17 Hildebrandt, supra n 6, 58. 
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clearly open to interpretation. We offer them as arguments for how the right 
should be treated if it is to have the impact that is suggested by the GDPR’s 
overall trend toward strengthening data protection as a fundamental right.18 
We conclude with our interpretation of the second half of Articles 13(2)(f), 
14(2)(g), and 15(1)(h)—“the significance and the envisaged consequences of 
such processing for the data subject.” 

First, because Articles 13–15 all relate to the rights of the data subject, 
“meaningful information” should be interpreted in relation to the data 
subject.19 That is, the information about the logic must be meaningful to her, 
notably, a human and presumably without particular technical expertise.  

Second, the test for whether information is meaningful should be 
functional, pegged to some action the explanation enables in the data subject, 
such as the right to contest a decision as provided by Article 22(3).20 Broadly 
considered, there are two ways of understanding the value of explanation in 
this context: as an instrumental value or an intrinsic one—a fundamental 
aspect of autonomy and personhood.21 Both are important, but the 
instrumental focus offers a more concrete way to measure whether the 
explanation is meaningful enough. The intrinsic value of explanations tracks 
a person’s need for free will and control, most familiarly expressed in the 
desire to avoid living out the plot of a Franz Kafka novel.22 But under such 
an approach, it is difficult to even have a discussion about how much or what 
kind of explanation is required, and the answers will likely be different for 
different people. A focus on explanation’s intrinsic value therefore risks 
weakening the right to explanation as the amorphous concept of autonomy 
comes into opposition with well-established, fiercely defended, and concrete 
interests in, for example, trade secrecy.23 

Third, and relatedly, there should be a minimum threshold of 
functionality for the information provided. That is, the information should be 
                                                                                                                       

18 O Lynskey, The Foundations of EU Data Protection Law (Oxford University Press, 
2015). 

19 Kamarinou, Millard, and Singh, supra n 7, 20. 
20 See Draft Guidelines, supra n 15, 16: “The [data] controller must provide a simple way 

for the data subject to exercise these rights,” and “The data subject will only be able to 
challenge a decision or express their view if they fully understand how it has been made and 
on what basis.” 

21 T Lombrozo, ‘The Instrumental Value of Explanations’ (2011) 6 Philosophy Compass 
539. We consider intrinsically valuable explanations, described above, as an aspect of 
autonomy and personhood, distinct from explanations that allow a person to achieve 
autonomy and personhood, which would make the autonomy concern instrumental. 

22 DJ Solove, 'Privacy and Power: Computer Databases and Metaphors for Information 
Privacy’ (2001) 53 Stanford Law Review 1393, 1421. 

23 See generally, G Malgieri, ‘Trade Secrets v Personal Data: A Possible Solution for 
Balancing Rights’ (2016) 6 International Data Privacy Law 102. 
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at least meaningful enough to facilitate the data subject’s exercise of her rights 
guaranteed by the GDPR and human rights law. As one example, if an 
individual receives an explanation of an automated decision, she needs to 
understand the decision well enough to determine whether she has an 
actionable discrimination claim. This interpretation is supported by 
Article 5’s requirement that data processing be lawful, fair, and transparent 
to the data subject, as well as Article 12’s emphasis on intelligibility and 
requirement that “[t]he controller shall facilitate the exercise of data subject 
rights.” 

Fourth, the requirement should be interpreted flexibly. Specific rules 
defining the right methodologically may be too rigid, unnecessarily 
constraining research and development. For example, one might think that 
“meaningful information” should include an explanation of the principal 
factors that led to a decision.24 But such a rigid rule may prevent beneficial 
uses of more complex ML systems such as neural nets, even if they can be 
usefully explained another way. As we discuss below, Wachter, et al. are 
primarily concerned with refereeing between different rigid versions of the 
right—specifically, whether it refers to explanation of specific decisions or the 
logic of the system, and whether it applies ex ante or ex post. We believe such 
ironclad separations miss the point. Rather, a flexible approach, guided by 
the functional requirements discussed above, can best effectuate this right 
while preserving the ability of technologists to innovate in ML and AI. 
Additional support for a flexible interpretation comes from the different 
translations of the phrase “meaningful information.” The German text of the 
GDPR uses the word “aussagekräftige,” the French text refers to 
“informations utiles,” and the Dutch version uses “nuttige informative.” 

                                                                                                                       
24 See e.g., J Grimmelmann and D Westreich, ‘Incomprehensible Discrimination’ (2017) 

7 California Law Review Online 164, 173. The Draft Guidelines, supra n 15, at 15, provide 
other typical examples, but stop short of being prescriptive, noting that meaningful 
information “will in most cases” require details such as: “the information used in the 
automated decision-making process, including the categories of data used in a profile; the 
source of that information; how any profile used in the automated decision-making process 
is built, including any statistics used in the analysis; why this profile is relevant to the 
automated decision-making process; and how it is used for a decision concerning the data 
subject.” The Draft Guidelines later offer further support for flexible interpretation: 
“information about the categories of data that have been or will be used in the profiling or 
decision making process and why these are considered pertinent will generally be more 
relevant than providing a complex mathematical explanation about how algorithms or 
machine-learning work, although the latter should also be provided if this is necessary to 
allow experts to further verify how the decision-making process works.” Ibid., 29. 
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These formulations variously invoke notions of utility, reliability, and 
understandability. These are related, but not identical concepts, suggesting 
that a flexible, functional approach will be most appropriate.25  

Articles 13–15 require that, in addition to meaningful information, 
the data subject be told the “significance and the envisaged consequences of 
such processing for the data subject.” We can see two ways to think about 
that additional text, both of which bolster the analysis above, but in different 
ways. One interpretation is that the significance and envisaged consequences 
constitute information about how the results of the automated processing get 
used. For example, a data controller that is using automated processing to 
determine loan provision would first offer “meaningful information” about 
the decision-making process itself, and then the “significance and envisaged 
consequences” would be the resulting downstream effects—that a loan will or 
will not be granted and at a certain interest rate.  

An alternative interpretation is that the second half of the phrase 
conditions the first, further refining the right to explanation. This position 
would hold that it is not meaningful information about the logic of the system 
in general that is required, but specifically the logic of how the system treats 
the data subject.26 That is to say that the meaningful information would be 
responding to the input data and the processing, rather than laying out an 
explanation of processing that can apply to any input data, and determining 
the consequences later. 

Between these two interpretations, we are agnostic, and due to space 
limitations, cannot investigate further. Importantly, though, we believe that 
the former interpretation would make the envisaged consequences a separate 
requirement from the right to explanation, and the latter interpretation would 
incorporate the language. As a result, we make no claims about the ultimate 
extent of the right to explanation, other than to tie it primarily to “meaningful 
information” and to offer the above proposed inferences based on the text 
and purpose. 

B. Article 22 

Our primary focus in reorienting the right to explanation debate is to 

                                                                                                                       
25 See LM Solan, ‘Interpreting Multilingual Laws: Some Costs and Benefits’ in J 

Jemielniak and AL Kjaer (eds.), Language and Legal Interpretation in International Law 
(Oxford University Press, forthcoming). 

26 This is slightly different from the point above that the information must be meaningful 
to the data subject. The point above allows for general information as long as the data subject 
can make use of it, whereas this interpretation would require a tailored explanation every 
time. 
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call attention to the phrase “meaningful information about the logic involved” 
in Articles 13–15. Much of the debate to now has glided over these articles, 
instead seeking to locate or debunk the right in Article 22(3). We flip this 
approach, and in doing so, observe that Article 22 and Recital 71 support the 
reading of Articles 13–15 as an independent source of the right. 

Under Article 22, all cases of permissible automated decision-making 
must include “suitable measures to safeguard the data subject’s rights and 
freedoms and legitimate interests.” Where Article 22(3) applies, it provides a 
non-exhaustive list of possible safeguards, including “the right to obtain 
human intervention on the part of the controller, to express his or her point 
of view and to contest the decision.” Articles 22(2) and 22(4), which make up 
the other cases, include no list of examples. Recital 71, which supplements 
Article 22 as a whole, proposes additional safeguards, including “specific 
information to the data subject” and a “right to … obtain an explanation of 
the decision reached after such assessment.”  

A right to explanation is therefore neither endorsed nor limited by the 
discussion of safeguards in the text. The only concrete description of the 
safeguards in the text is their purpose—to safeguard rights, freedoms, and 
legitimate interests. This is the very same purpose we ascribe to Articles 13–
15 under the separate analysis above. This suggests that though a right to 
explanation cannot be derived from Article 22 itself, Article 22 nonetheless 
supports the existence of that right derived from Articles 13–15.  

IV. THE “RIGHT TO EXPLANATION” DEBATE 

We believe the discourse about the right to explanation has gone in 
an unproductive direction so far. Here we offer a critique of the two most 
prominent papers in the debate. 

A. The Original Claim 

Goodman and Flaxman’s paper, an explainer for a technical 
audience, reads the provisions cited in section II.A. as creating a right to 
explanation. The section of the paper making this argument is rather short 
and the argument is not fleshed out. In the original conference version of their 
paper,27 Goodman and Flaxman based their argument of the existence of a 
                                                                                                                       

27 B Goodman and S Flaxman, ‘European Union Regulations on Algorithmic Decision-
Making and a “Right to Explanation”’ (2016) ICML Workshop on Human Interpretability 
in Machine Learning 26, arXiv:1606.08813 (v1). 
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right on Recital 71: “Although [Article 22] does not elaborate … beyond ‘the 
right to obtain human intervention,’ the GDPR recitals state that a data 
subject has the right to ‘an explanation of the decision reached after 
[algorithmic] assessment.’”28 Goodman and Flaxman later changed the 
argument, omitting Recital 71 entirely, and deriving the right from Articles 
13–14, presumably because recitals are inherently nonbinding and therefore 
cannot impose a “requirement.”29 But they did not clearly express how the 
right would work, and they do not discuss Article 15’s identical language at 
all. 

Notably, though Goodman and Flaxman seem to envision a fairly 
narrow version of the right, which would provide for explanations of a specific 
decision about a person, they do not expressly argue—outside the abstract, at 
least—that the right is actually that narrow. They argue that explanation 
means the “trained model can be articulated and understood by a human” 
and state that “any adequate explanation would, at a minimum, provide an 
account of how input features relate to predictions …” (emphasis added).30 
While Goodman and Flaxman do not do nearly enough to defend their claim 
of a right to explanation, they also do not make strong claims about the scope 
of such a right. 

B. The Response 

Wachter, et al. were ready with a response. But as we elaborate in the 
following discussion, the cure is arguably worse than the disease. Wachter, et 
al.’s paper is problematic for two broad reasons. First, the paper makes 
irresponsible rhetorical moves regarding the “right to explanation.” It gives 
the impression of a strong argument against a right to explanation, while in 
reality it defines the right to explanation down, attempts (and fails) to debunk 
the narrowed version, and offers a new “right” that should have been 
included in any fair definition of a “right to explanation” in the first place. It 
is pushing back on a proxy, an envisioned phrase that the authors see as 
meaning something different than its ordinary meaning. As a result, it claims 
to debunk something it does not actually try to fairly interpret. This is not 
only disingenuous but dangerous, as it invites less scrupulous or more time-
pressed advocates to cite the paper for the proposition that there is no right 
to explanation, which is not even what the paper argues in substance. 

                                                                                                                       
28 Ibid, 28. 
29 Goodman and Flaxman, AI Magazine, supra n 9, 50, 55. 
30 Ibid 55; supra n 27, 29. 
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Second, the argument itself, limited though it is, relies on an artificial 
analytical framework, which in turn relies on unstated legal and technical 
assumptions. The conclusions Wachter, et al. reach almost entirely fall out of 
the framework they create. Worryingly, Wachter, et al. treat the framework 
as fact and other scholars have begun relying on it as well.31 But this 
framework is merely an intellectual abstraction, not a necessary part of either 
the law or technology. And it does not work. 

Wachter, et al.’s analytical construct includes two distinctions. One is 
system functionality versus specific decisions. They define the former as the “logic, 
significance, envisaged consequences and general functionality” of a system 
and the latter as reasons for a specific outcome, “e.g. the weighting of features, 
machine-defined case-specific decision rules, information about reference or 
profile groups.” The other distinction is ex ante versus ex post explanations—
that is, explanations provided before or after automated decision-making. 
When analyzed carefully, this strict construct leads to certain conclusions 
about the scope of data controllers’ duties under Articles 13–15 that render 
them much weaker, and conflict with our interpretation discussed above. We 
do not believe the drafters of the GDPR intended such a result, but whether 
one agrees or not, we aim here to illustrate the unfounded assumptions and 
unsettling implications of such an analytical frame. 

1. The proxy “right to explanation” 

The paper makes a number of conflicting assertions about the “right 
to explanation.” The title makes the sweeping claim that the “right to 
explanation of automated decision-making does not exist.” In the 
introduction, the paper tempers that claim, instead arguing against a “right 
to explanation of specific automated decisions of the type currently imagined 
elsewhere in public discourse.”32 Whether they intend to challenge the 
concept of the right itself or a more limited version “imagined elsewhere” is 
not always clear. Where they explain their analytical frame, Wachter, et al. 
argue that the four states—an ex ante or ex post explanation of system functionality 
or specific decisions—are the full scope of “what one may mean by an 
‘explanation’ of automated decision-making.”33 It would therefore seem to 
follow logically that a “right to explanation” could encompass any or all of 
them. Thus, as they consistently argue that a “right to explanation” does not 

                                                                                                                       
31 See, e.g., Edwards and Veale, supra n 7. 
32 Wachter, et al., supra n 10, 78. 
33 Ibid, 78. 
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exist, it would seem they are making a quite broad claim indeed. 

But they are not. Wachter, et al. introduce a proposed “right to be 
informed,” “a limited right to explanation of the functionality of automated 
decision-making systems” (emphasis added).34 They find in the law a right to 
a particular kind of explanation in the very same paper that argues—
repeatedly—that a “right to explanation” does not exist. They can only do 
this because they equate the “right to explanation … elsewhere in public 
discourse,” or “as popularly proposed,” with a right to ex post explanations of 
specific decisions. But if those two ideas were conflated in the public discourse, 
then the right thing is to suggest that explanation is more complicated than 
that, not to artificially narrow the concept into a straw man to knock down. 

This rhetorical gamesmanship is irresponsible and could have 
disastrous real-world effects. As described above, the GDPR clearly mandates 
“meaningful information about the logic” of decisions to which Article 22 
applies. If “meaningful” is to have any substance, that appears on its face to 
be a move in the direction of explanation of some type—and all parties in this 
debate, including Wachter, et al., seem to agree on that point. But it is almost 
impossible to imagine that the brief filed by the defendant in the first case to 
construe this provision will not immediately cite an article titled “Why a Right 
to Explanation of Automated Decision-Making Does Not Exist in the 
General Data Protection Regulation” to try to evade or dilute that 
requirement. Moreover, “a right to be informed” sounds weaker than “a right 
to explanation” or even “a right to be meaningfully informed”—even though 
the authors expressly argue that it is a right to explanation (of system 
functionality). That is to say, Wachter, et al. go out of their way to name their 
proposed right in a way that happens to downplay its significance even on 
their own terms. There is no good reason to do so.  

As we analyze the substance of Wachter, et al.’s argument in the next 
section, we treat their paper as arguing for a “right to explanation” of system 
functionality, but not specific decisions. 

2. The consequences of the analytical frame 

a. The system functionality—specific decision distinction 

Almost all of Wachter, et al.’s conclusions come from their analytical 
frame. But the framework collapses upon examination. Start with the system 
functionality—specific decision distinction. The idea is broadly useful, but they 
build the argument on the idea that requiring explanation of a specific decision 
is a heavier burden than an explanation of system functionality. This is not 
                                                                                                                       

34 Ibid, 96. 
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obviously true in all or even most cases, and appears to be based on a 
misunderstanding of the technology.  

Machine learning systems find patterns in training data, and build 
models based on those patterns. New inputs are then shown to the model, 
and the model returns a result.35 That result can take a number of forms, 
including, among other things, a classification of the input or the probability 
that the inputs are classified a certain way. Though some models output 
probability distributions, the system itself is generally36 deterministic; that is, 
given the same inputs to the same model, the same output will result, unless 
the model changes. 

As a result, in many systems, a complete system-level explanation tells 
you everything about specific cases.37 Even though ML models are complex 
and often inscrutable, and probability may be involved in the creation of a 
model, the determinism makes them predictable. Therefore, where it is 
possible to generate an explanation for system functionality, it should be possible 
to generate a meaningful explanation of specific decisions given the input data. 
Wachter, et al. seem to treat ML systems as inherently probabilistic, 
suggesting that “the use of complex probabilistic analytics” is a hindrance to 
explanation of specific decisions, even where it does not similarly hinder 
explanations of system functionality. There is no reason in general for this to be 
so. 

Moreover, the items that they list in their definitions betray a 
misunderstanding of the realistic separation of the categories. As they define 
it, explanations of system functionality include among other things, “the system’s 
requirements specification, decision trees, pre-defined models, criteria, and 
classification structures” and specific decisions include “the weighting of 
features, machine-defined case-specific decision rules, information about 
reference or profile groups.” But there is no such thing as “case-specific 
decision rules”—the model is the model, and the rules that constitute the 
model decide all cases. The same for the weighting of features. It is true that 
the input data is needed to determine the specific decision, but once the model 

                                                                                                                       
35 P Flach, Machine Learning: The Art and Science of Algorithms that Make Sense of 

Data (Cambridge University Press, 2012), 11. 
36 We use the word “generally” here not to be loose with our claims, but rather to be 

more precise. We cannot be sure this is true for every system. As far as we know, current 
machine learning systems create models that are deterministic in the end, but the field is 
rapidly developing, and it is conceivable that there might be a use case that develops for 
which randomized outputs are useful. 

37 Horvitz, supra n 5. 
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is built and the input data is known, the logic determines the outcome.  

Now, Wachter, et al. do not argue that the GDPR requires a complete 
explanation of system functionality, and neither do we. But the GDPR does 
require “meaningful information about the logic involved.” Given that 
Wachter, et al.’s analysis states that the GDPR requires explanation of system 
functionality but not specific decisions, it also implies that it is possible to provide 
“meaningful information” about system functionality that does not give the data 
subject “meaningful information” about specific decisions.38  

What would such a distinction look like? Is it possible to construct a 
meaningful explanation that includes information from the first list and not 
the second? That is hard to say, but it clearly depends on one’s definition of 
“meaningful.” Would it be meaningful to provide a list of all the features in 
the model, without enough information about how they’re weighted to make 
an individual determination? It would perhaps allow a data subject to know 
what features were examined and enable a degree of error-checking, but it is 
not much of an explanation. How about the system’s “decision trees?” It is 
hard to see how a decision tree could be meaningful to the average person 
but fail to inform about a specific decision.  

Wachter, et al. might instead be thinking of outliers. But this still does 
not solve their problem. One possible type of system functionality explanation is 
black-box testing to determine the average importance of individual feature 
types to the output.39 Whether this would be meaningful information depends 
on the data subject it is given to. Such an analysis explains a good amount to 
the typical data subject, but nothing at all to outliers. That is, the same 

                                                                                                                       
38 We want to be clear here, that ML systems as currently built are often not explainable 

from either a specific decision or system functionality standpoint. Developing tools for explanation 
is an active area of computer science research. See ZC Lipton, ‘The Mythos of Model 
Interpretability’ (2016) ICML Workshop on Human Interpretability in Machine Learning, 
arXiv:1606.0490; MT Ribeiro, S Singh, and C Guestrin, ‘Why Should I Trust You?: 
Explaining the Predictions of Any Classifier’ (2016) Proceedings of the 22nd ACM SIGKDD 
International Conference on Knowledge Discovery and Data Mining 1135; A Henelius, K 
Puolamäki, H Boström, et al., ‘A Peek Into the Black Box: Exploring Classifiers by 
Randomization’ (2014) 28 Data Mining and Knowledge Discovery 1503; A Datta, S Sen, 
and Y Zick, ‘Algorithmic Transparency via Quantitative Input Influence: Theory and 
Experiments with Learning Systems’ (2016) Proceedings of the 2016 IEEE Symposium on 
Security and Privacy 598; P Adler, C Falk, SA Friedler, et al., ‘Auditing Black-Box Models 
for Indirect Influence’ (2016) Proceedings of the 2016 IEEE 16th International Conference 
on Data Mining (ICDM) 1. Under any version of a right to explanation, including Wachter, 
et al.’s “right to be informed,” these systems as designed will likely run into legal trouble. But 
in this discussion, we are interested only in whether Wachter, et al.’s treatment of the difference 
between system functionality and specific decisions is justified. To analyze that, we must assume a 
case in which explanation is possible for one and not the other. 

39 See Datta, Sen, and Zick, and Adler, Falk, Friedler, et al., supra n 38 .   
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explanation might be meaningful to some data subjects but not others. 
Ultimately, however, this still does not cleave system functionality from specific 
decisions, because the right to meaningful information is held by the individual 
data subject.  

The only other instance we can imagine of a system that is able to 
provide an explanation of system functionality but not specific decisions is one that 
has a randomized output. Given Wachter, et al.’s discussion of probability, 
that appears to be their model. Putting aside the atypicality of such a model, 
in such a case specific decisions are not explainable because there is nothing to 
explain. The system functionality sets up a random number, then a virtual die is 
rolled. That the ultimate outcome is the result of a random process does not 
add anything to the meaningful information provided by the explanation of 
system functionality. If it was meaningful as we have defined it, it remains so; if 
it was not, it remains so. The takeaway from this discussion is that if one 
accepts the instrumental definition of “meaningful” we put forth in Section 
III, it is hard to see how to construct a meaningful explanation of system 
functionality that fails to offer meaningful information about specific decisions, 
because by the definition, a data subject would need enough explanation to 
vindicate her rights. 

We consider one other possibility. Perhaps their understanding 
corresponds to a thin understanding of “meaningful,” akin to an autonomy 
placebo. This is why we distinguish between the autonomy rationale for 
explanation and the instrumental one. If “meaningful” just means “enough 
information so that people do not feel like they entirely lack control,” then it 
is conceivable that Wachter, et al.’s separation can exist and comply with the 
GDPR because people differ wildly on such a subjective metric. In this case 
a basic explanation of the system functionality akin to “we examine features 
X, Y, and Z and determine an outcome” could, in theory, suffice. But neither 
an instrumental nor a more robust autonomy rationale would permit the 
distinction they draw. And such an interpretation seems to go against the 
purpose of the GDPR to ensure more robust rights for data subjects. 

b. The timing distinction 

The ex ante—ex post distinction similarly falls apart. Wachter, et al.’s 
main purpose in making this distinction is to state that ex ante explanations of 
specific decisions are impossible because a decision must be reached before it 
can be explained. But the discussion above demonstrates the falsity of that 
claim. As soon as system functionality can be explained, specific decisions can be as 
well. Again, this is because most models are deterministic once created. To 
determine the outcome, it is true that input data must be run through the 
model, which means that data is processed. But the ex ante—ex post distinction 
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the authors draw is not before and after processing, but rather before and 
after a decision. Because specific decisions can be revealed following data 
processing, without requiring an ultimate decision, the timing distinction does 
not make sense; explanations of both specific decisions and system functionality are 
available before issuing an ultimate decision. 

Even worse, because the explanation right is derived from Articles 13–
15, the person with a right to the explanation is the data subject herself, and 
she has the input data (or has access to it via the very same Articles). 
Therefore, it would be theoretically possible to provide a system explanation 
to the data subject whereby she herself could process her data and determine 
her answer, so even if processing were the timing touchstone, this distinction 
would not work. (Though, such a feat would likely require disclosing the 
overall model, and trade secrecy could get in the way. More on that later.) 

Finally, there is only a limited legal basis for the timing distinction that 
Wachter, et al. seek to draw. None of the relevant Articles refer to decision 
timing explicitly. Articles 13–14 refer to notification duties of data controllers 
and Article 15 speaks to the access rights of the data subject. The only 
reference to a pre- or post-decision timing element comes from Recital 71, 
which informs Article 22, not Articles 13–15. Article 13 does require 
notification “at the time when personal data are obtained” but once a data 
controller has the personal data, if they are able to comply with Article 13(2)(f) 
with an explanation of system functionality then they can also comply with a 
specific decision, as discussed above. This conclusion is reinforced by the Draft 
Guidelines, which state that information to be provided under Article 15(1)(h) 
should already have been provided under Articles 13(2)(f) and 14(2)(g).40  

c. The resulting legal analysis 

With that background, we can evaluate Wachter, et al.’s legal 
arguments. First, responding to their narrow (ex post, specific decision) reading of 
the “right to explanation,” they note that such a right is articulated only in 
Recital 71, but not Article 22, making it nonbinding. They further argue that 
such a configuration was an intentional choice to remove the right to 
                                                                                                                       

40 Draft Guidelines, supra n 15, 15. The Draft Guidelines later offer some support for 
Wachter, et al.’s analysis separating specific decisions from system functionality: “Article 15 implies 
a more general form of oversight, rather than a right to an explanation of a particular 
decision.” Ibid, 24. As we have discussed above, however, we do not believe that explanations 
of system functionality are so easily separable from specific decisions, and that ultimately, the 
touchstone for the type of explanation required will revert to the meaningfulness 
requirement. See ibid, 29; supra note 24.  
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explanation from Article 22(3), seeking support in the inconclusive41 drafting 
history of various versions of the GDPR text. Regardless of the merits of this 
argument, it is not an argument against a right to explanation in general, but 
only their cramped version of it. Moreover, both Wachter, et al., and 
Goodman and Flaxman, ignore the positive value of Recital 71. 

Next, Wachter, et al. turn to Articles 13–14. They argue that because 
Articles 13–14 impose notification duties at the time data is collected, they 
cannot possibly require ex post explanation, and thus cannot require 
explanations of specific decisions. Again, this is an argument only against their 
proxy right, and they concede that an explanation of system functionality might 
be required. The discussion above also demonstrates both that their timing 
argument is incorrect and meaningful explanation of system functionality 
enables the necessary inferences about specific decisions. 

Finally, Wachter, et al. turn to Article 15. They note that because 
Article 15 relates to requests for information during or after data processing, 
it lacks the timing problem they have ascribed to Articles 13–14. Nonetheless, 
they argue that because the relevant language is identical in all three Articles, 
there is no substantive difference, and Article 15 cannot require explanations 
(of specific decisions) either. But the timing problem drove their initial analysis 
of what “meaningful information” is in Articles 13–14, so bootstrapping that 
analysis to Article 15 because the language is the same makes little sense. 
Wachter, et al. then turn to an extended analysis of German and Austrian 
data protection law under the Directive, which contained a similar, but not 
quite equivalent right. But this analysis, though informative and welcome for 
its civil law focus, is not conclusive, as it relies on non-binding interpretations 
by just two member states of underutilized provisions of the Directive, now 
replaced with a law designed to enhance data subject rights. 

Crucially, because Wachter, et al. are so wedded to their analytic 
framework, at no point in their legal discussion do they ever engage with the 
text of Articles 13(2)(f), 14(2)(g), and 15(1)(h) on its own terms. While in its 
previous incarnation, Article 12(a) of the Directive required that data subjects 
                                                                                                                       

41 Wachter, et al.’s argument on this point centers on a mid-negotiation proposal that 
would have expressly included “the right to . . . an explanation of the decision reached after 
[human] assessment” in Article 22(3), and which was subsequently rejected: supra n 10, 81. 
In general, many proposals were made and rejected during the negotiations (see, e.g., M 
Vermeulen, ‘Regulating Profiling in the European Data Protection Regulation: An Interim 
Insight into the Drafting of Article 20’ (2013) EMSOC Working Paper, ssrn:2382787), and 
we must be careful drawing too much inference from them. The GDPR’s starting point is 
the Directive, so it is inconclusive in itself if the negotiators failed to reach a consensus in 
adding to the Directive text. It is also conceivable that the lack of direct correspondence 
between Article 22(3) and Recital 71 is because certain of those rights—in particular, to 
information and to explanation—were replicated elsewhere, such as in Articles 12–15. 
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have access to “knowledge of the logic involved in any automatic processing” 
(emphasis added), Articles 13–15 require information on “the existence of 
automated decision-making [and] meaningful information about the logic involved, as 
well as the significance and the envisaged consequences of such processing for the data 
subject” (emphasis added). The difference is clear—the GDPR specifically 
added a requirement of “meaningful information,” as well as information 
about the significance and consequences for an individual. At no point do 
Wachter, et al. substantively analyze what “meaningful information about the 
logic” means. 

Wachter, et al. also fail to consider the context provided by other 
substantive changes that broadly enhance data subject rights against 
automated decisions. For example, there is no equivalent in the Directive to 
the GDPR’s requirement in Article 22(3) of “the right to obtain human 
intervention on the part of the controller… and to contest the decision.”42 
There is a new focus on profiling,43 as a subset of the broader issue of 
automated decision-making, in order to improve data subjects’ ability to deal 
with these activities. Enhancements to Articles 5 and 12 reinforce the GDPR’s 
emphasis on meaningful transparency and accountability, in a way that is 
useful, intelligible, and actionable to the data subject. Wachter, et al.’s 
analysis omits any substantive discussion of these textual changes and shifts in 
emphasis, which will bear on the interpretations of the text. At one point in 
their paper, Wachter, et al. claim that “[t]he GDPR appears to offer less 
protection to data subjects concerning explanations” than the Directive.44 
That is simply an unfathomable reading, and any analysis that leads to it 
should be considered suspect. 

The last point worth discussing relates to Wachter, et al.’s analysis of 
trade secrecy and their right to explanation of system functionality. They argue 
that the right they propose “could be heavily curtailed to protect the 
controller’s interests (e.g. trade secrets, intellectual property).”45 But the 
argument is unpersuasive. The precedents that Wachter, et al. rely on are 
member state interpretations of the Directive. Not only was the Directive 
expressly repealed by the GDPR, but in considering the relationship between 
explanation and trade secrets, the textual changes in the GDPR alter the 
balance in favor of explanation. And given Wachter, et al.’s dismissal of 
Recital 71 as a decisive feature in rejecting the right to explanation, it is 
striking that, in the absence of any supporting Articles in the GDPR, they 
draw on Recitals 47 and 63 in making such a claim. Recitals 47 and 63 merely 

                                                                                                                       
42 Mendoza and Bygrave, supra n 7, contra Bygrave, supra n 12. 
43 See Hildebrandt, supra n 4; Mendoza and Bygrave, supra n 7. 
44 Wachter, et al., supra n 10, 89. 
45 Ibid, 90. 
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recognize that data controllers may have relevant rights and interests, but 
they also expressly provide for the overriding rights of data subjects, especially 
in relation to information to be provided by the data controller. There is no 
justification for treating trade secret restrictions as axiomatic under an 
entirely new law with a new emphasis. 

V. CONCLUSION 

Articles 13–15 provide rights to “meaningful information about the 
logic involved” in automated decisions. We think it makes sense to call this a 
right to explanation, but that point is less important than the substance of the 
right itself. We believe that the right to explanation should be interpreted 
functionally, flexibly, and should, at a minimum, enable a data subject to 
exercise his or her rights under the GDPR and human rights law.  
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b) in a manner which unduly limits the freedom of expression. 

4. Exceptions to these Guidelines, including those relating to national 
sovereignty, national security and public policy (“ordre public”), should be: 

a) as few as possible, and 

b) made known to the public. 

5. In the particular case of federal countries the observance of these 
Guidelines may be affected by the division of powers in the federation. 

6. These Guidelines should be regarded as minimum standards which can 
be supplemented by additional measures for the protection of privacy and 
individual liberties, which may impact transborder flows of personal data. 

PART TWO. BASIC PRINCIPLES OF NATIONAL APPLICATION 

Collection Limitation Principle  

7. There should be limits to the collection of personal data and any such 
data should be obtained by lawful and fair means and, where appropriate, 
with the knowledge or consent of the data subject. 

Data Quality Principle 

8. Personal data should be relevant to the purposes for which they are to 
be used, and, to the extent necessary for those purposes, should be accurate, 
complete and kept up-to-date. 

Purpose Specification Principle  

9. The purposes for which personal data are collected should be specified 
not later than at the time of data collection and the subsequent use limited to 
the fulfilment of those purposes or such others as are not incompatible with 
those purposes and as are specified on each occasion of change of purpose. 

Use Limitation Principle  

10. Personal data should not be disclosed, made available or otherwise 
used for purposes other than those specified in accordance with Paragraph 9 
except: 

a) with the consent of the data subject; or 
b) by the authority of law. 
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Security Safeguards Principle  

11. Personal data should be protected by reasonable security safeguards 
against such risks as loss or unauthorised access, destruction, use, 
modification or disclosure of data. 

Openness Principle  

12. There should be a general policy of openness about developments, 
practices and policies with respect to personal data. Means should be readily 
available of establishing the existence and nature of personal data, and the 
main purposes of their use, as well as the identity and usual residence of the 
data controller. 

Individual Participation Principle  

13. Individuals should have the right: 

a) to obtain from a data controller, or otherwise, confirmation of 
whether or not the data controller has data relating to them; 

b) to have communicated to them, data relating to them 

i. within a reasonable time;  

ii. at a charge, if any, that is not excessive;  

iii. in a reasonable manner; and  

iv. in a form that is readily intelligible to them;  

c) to be given reasons if a request made under subparagraphs (a) and 
(b) is denied, and to be able to challenge such denial; and 

d) to challenge data relating to them and, if the challenge is successful 
to have the data erased, rectified, completed or amended. 

Accountability Principle  

14. A data controller should be accountable for complying with measures 
which give effect to the principles stated above. 
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Technology has completely taken over our lives and, for the most part,

we’ve let it.

It’s hard to argue that the world today is worse off than it was. For years I

lived an ocean away from my family and many of my friends, yet they

rarely felt out of reach. Asking my dad for cooking advice from five-

thousand miles away was even easier than asking my neighbor to borrow

salt. Around the world more pressing problems, like totalitarian regimes,

have been challenged and sometimes toppled by protestors who

organized revolutions over social media. And I know at least two people

who’ve said they “can’t live without Alexa.”

A D V E R T I S E M E N T
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How many phone

numbers do you

know? What would

happen if all suddenly

GPS went offline?

Losing your

smartphone is now

akin to losing a part of

your brain.

But just as technology makes things easier it has the potential to

handicap our connection with the world around us. How many telephone

numbers do you know? What

would happen if suddenly all

GPS went offline? How many

people would struggle to find

their way home from a cafe

just a few blocks away?

Losing your smartphone is

now akin to losing a part of

your brain.

In a new book called Re-

Engineering Humanity, Evan

Selinger, professor of

philosophy at the Rochester Institute of Technology, and Brett

Frischmann, professor of law at Villanova University, argue that

technology is causing humans to behave like mere machines. By taking

over what were once fundamental functions, they say algorithms, robots,

and consumer devices have begun to be dissociate us from our own

humanity. The text isn’t a luddite-like rejection of technological progress.

Rather, it’s a careful consideration and caution of the way we let tech into

our lives.

We spoke to Selinger about the book, his views on our problematic

relationship with technology, and how he suggests we fix it. The solution,

he said, won’t take just individual digital detoxes, but a complete societal

shift. The interview has been edited for clarity.

https://www.reengineeringhumanity.com/
http://eselinger.org/
http://www.brettfrischmann.com/
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Evan Selinger

Digital Trends: The book revolves around the concept of humanity’s

”techno-social dilemma.” Can you explain what that is? 

Evan Selinger: Sure, not long ago, a lot of tech coverage was very

enthusiastic about the latest product reviews. There was a kind of “gee

whizz” feeling about it. But…suddenly things have gotten really dark.

Zuckerberg appears before congress to talk about data privacy problems

and political propaganda, and this is on the back of things like the

backlash against companies making addictive smartphones. There’s this

turning point that seems to be happening. There’s suddenly this wide

spread reflection on the dark side of technology.

A lot has been made about how little the politicians who were talking to

Zuckerberg knew about how tech works. I totally understand why people

are responding this way. They’re concerned about how we could even

https://icdn2.digitaltrends.com/image/evan-selinger-portrait-photo-1500x1000.jpg
https://www.digitaltrends.com/opinion/facebook-congress-privacy-laws/
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have decent regulation if regulators don’t even understand what’s going

on. But the problems that cause things like humanity’s techno-social

dilemma are so much more complicated than making politicians more

tech-literate and social media-savvy.

“The problems that cause things like humanity’s

techno-social dilemma are so much more

complicated than making politicians more tech-

literate and social media-savvy.”

In the book, Brett Frischmann and I had to do something like an

interdisciplinary full-court press. We had to put together philosophy and

law, economics, sociology, history, computer science, and cognitive

science into hundreds of pages just to get a sense of what is really going

on. What are the real deep problems?

One of the framings we came up with is “humanity’s techno-social

dilemma,” which we think gets at the underlying stuff as a way to connect

all the dots and begin to look at what technology is doing to us.

The fact is, there are tech companies with their own ambitions…but

people have their own agendas too. We have this love-hate relationship

with technology now where we’re clamoring for the latest iPhone and

update, but then all of a sudden wonder where all our privacy went. We

end up getting surprised because things ramp up to the extent that, once

a certain amount of buy-in happens, we move to the next level and

suddenly everyone is involved.
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It sounds like you’re referring to the concept of “creep,” or that by

gradually broadening the scope of technology, something radical

can suddenly feel normal. You worry about this in the book. Can you

give a real world example of creep?

I have an example from just the other day. I live in New York and got a

mail to renew my state driver’s license. The paperwork recommended I

get real ID rather than just a driver’s license, because it said you’d need

that real ID to travel in a few years. I told my father-in-law about this and

he said maybe we should just start putting microchips in citizens. Then

we wouldn’t have to worry about the next level of IDs. Traveling would be

seamless.

That is the logic of techno-social engineering creep right there! Not too

long ago people would have thought the idea of a chip implant is

dystopian. Now we’re so used to being surveyed with devices like our

phones that it’s become a new normal.
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Buy it now at: Amazon Brett Frischmann

Not too long ago people would have thought the

idea of a chip implant is dystopian. Now we’re so

used to being surveyed with devices like our

phones that it’s become a new normal.

Techno-social engineering creep refers to how, through practices and

getting accustomed to things, our expectations and sense of comfort

with things shift. Sometimes our preferences even shift and get

engineered.

You pose the question early on of whether techno-social

engineering is turning people into simple machines. How do you see

that happening?

Technology affects our humanity because it impacts our senses and our

thoughts. It impacts our decisions, including our judgement, attention,

and desires. It impacts our ability to be citizens, what were informed

about and how we stay informed. It impacts our relationships, and

advance in A.I. will even substitute our engagements with people. It even

impacts our fundamental understanding of what it means to be human,

who we are and what we should strive to become.

Our point is that our very

humanity is being reshaped and

reconfigured by technology. As the

desire to have everything be

“smart” increases, one of our

concerns is that…these

environments will end up

monitoring what we do and end

https://icdn2.digitaltrends.com/image/re-engineer-humanity-book-cover-1125x1500.jpg
https://buy.geni.us/Proxy.ashx?TSID=4857&GR_URL=https%3A%2F%2Fwww.amazon.com%2FRe-Engineering-Humanity-Brett-Frischmann%2Fdp%2F1107147093%2F%3Ftag%3Ddt-incontent-btn-20&dtb=1
https://twitter.com/BrettFrischmann
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“One of the trends 

that’s occurring

across consumer tech

… is the idea of

creating an ever more

frictionless world,

up slicing and dicing us in all kinds

of powerful ways. We wonder if

this super smart world will result in us going with some kind of pre-

programmed flow and whether that flow is optimized so that to

understand what it means to be human we will feel pressured to see

ourselves as optimizable technology.

Many people are focused on the rise of A.I., with the concern that our

robotic overlords will enslave us once ‘the singularity’ occurs. Our

concern is that we are going to be programmed to want be placed in

environments that are so diminishing of our agency…that we outsource

our emotions and capacities for connection. How much could we give up,

dumb ourselves down, to fit in to these smart environments?

You state that one of the attractions of smart environments is that

they offer “cheap bliss.” Do I sense a double meaning there?

I’m curious what you think the double meaning is?

The idea that bliss is made cheap, as in easy to attain, but also

cheap, as in not very rewarding.

I think you’re putting your finger on it.

When we talk about cheap

bliss, we want to figure out

what world we’re building

and what values are being

prioritized by the very design

of that world. And we want to

find out what human beings

are being nudged to value.
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where effort is seen as

a bug, not a feature.”

One of the trends that’s

occurring across consumer

tech and overlapping with

governmental projects like

smart cities, is the idea of creating an ever more frictionless world, where

effort is seen as a bug, not a feature. The idea is that humans are

inefficient but technology can be very efficient.

When you design technology to disburden us of efforts, your changing

the moral calculus in a way that will work very well for people who value

a kind of basic hedonism, who think that the highest value in life is

pleasure and the more pleasure we can have the better. This is what that

world seems to be optimized for.

In the book we’re trying to offer these alternative values for human

flourishing.

You also seem to take a stab at how technology enables us to

outsource responsibilities, and take issue with parental outsourcing

in particular. You refer to it as “drone parenting.”

Just to be clear, we are absolutely not doing any finger pointing. If I were,

I’d be indicting myself.
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It’s very hard being a parent right now. We can have all the insight into

tech addiction and too much screen time, and yet there’s nonetheless the

reality that my middle school daughter’s friends are all on their phones,

on Snapchat and Instagram, reporting on social events. There’s a whole

lot of social pressure. I’m super sympathetic to the numerous

complexities and tradeoffs involved with being a parent.

But tech offers the possibility to take over more and more parental

functions. All these technologies make it easier to be a parent. Think

about parents at restaurants, where the easiest way to keep their kids

from being disruptive is to give them a tablet.

We talk about the quantified self and the quantified baby devices, which

can help monitor your children. Those things can be appealing. New

parents want to make sure they’re not making any mistakes. They want

https://icdn2.digitaltrends.com/image/staying-connected-staying-current-1500x1000.jpg
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to make sure the baby is breathing, for example, or if the baby wakes up

that they’re attentive to that. But the more and more a baby’s vital

functions are being monitored by these technologies and the easier

these reports get sent to us, there is a question to be raised about the

trade off.

It’s very hard being a parent right now. We can

have all the insight into tech addiction and too

much screen time, and yet there’s nonetheless the

reality that my middle school daughter’s friends

are all on their phones, on Snapchat and

Instagram, reporting on social events.

A consequence of adopting these technologies is whether or not we want

to develop our own sense of attunement, which requires skill, effort, and

a desire to be present.

So what’s next? How do you suggest we solve the dilemma?

Simple techno-fixes are not what we’re prescribing. You know, people say

turn your notifications off so you’re pinged less or start using a greyscale

version of your phone because it’s less enticing than the color screen.

That advice exists but these micro-solutions often are a lot less

consequential than the people who are proposing them make them out

to appear.

Two quick things that I’ll say:
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People have pointed out that our online contract system is broken.

They’re engineered in such a way that you can pack the maximum

amount of boilerplate in. There’s no point in reading them. Not only can

you not understand it, but you realize no one else can so you’re

incentivized to put deliberation on hold and immediately click “I Agree” as

fast as possible to get the service. This leaves consumers without full

knowledge about what they’re doing and gives companies full power.

But think about how common contracts are. They seem to be increasing

because they’re so easy and we’re conditioned to not think about them at

all. This is a simple machine part. We’re being optimized to consider not

meetings of the minds, but just basically autopilot resignation. It’s take it

or leave it. There’s no bargaining. We ask whether the practice is helping

signal that deliberation doesn’t really matter when it comes to dealing

with tech. Just get into a habit accepting what they provide until some

sort of disaster happens and then hope that regulators or someone else

takes care of it.
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On National Drug Take Back

Day, Google and DEA make it

easier to get rid of drugs

The other thing we want to point out is that, in being a human, it’s

important to have some capacity for breathing room, to sort of step back

and examine all of the social pressures and all of the social programming

that’s going on. The ability to step away from being observed by others,

by technology companies, that is disappearing. It’s becoming harder to

find spaces to have breathing room.

We’re wondering how to find this breathing room in this world. You can’t

get it simply by carving out your little niche because that will only go so

far. This might mean clamoring for different regulations for when

companies can reach you.

We’re seeing something like that in Europe but it certainly isn’t a popular

idea here in the U.S.
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8K is the next big thing in TVs. Get over it

8K is the next big thing in TV. At least, that’s how LG, Samsung, Sony, and Sharp would have

it. At IFA 2018, Samsung announced it would begin shipping its gorgeous Q900R series

series 8K TVs this year. LG arrived with a glorious 88-inch…

Posted 6 days ago — By Caleb Denison
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CRISPR halts fatal genetic disease
in dogs, could soon do the same
in humans

Scientists from the University of Texas

Southwestern have used CRISPR gene-

editing technology to halt the progress of

Duchenne muscular dystrophy in dogs.

One day, it could do the same in humans,

too.

2 days ago — By Luke Dormehl

 

Strawberry-picking robots could
replace human workers in the
field

Robotics experts at the U.K.'s University of

Essex have teamed up with a British jelly

manufacturer to build robots that could

replace human workers as strawberry

pickers on farms.

5 days ago — By Luke Dormehl

 

Japan preps first test for its
awesome ‘space elevator’

Japan is preparing to carry out the first test

in space for a so-called “space elevator”

that could one day transport people and

cargo to orbiting stations way above Earth,

at a fraction of the cost of rocket launches.

2 days ago — By Trevor Mogg

Check out our list of the best
iPhone deals for September 2018

Apple devices can get expensive, but if you

just can't live without iOS, don't despair:

We've curated an up-to-date list of all of

the absolute best iPhone deals available

for September 2018.

5 days ago — By Lucas Coll
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This autonomous drone
ambulance concept won its
creator a $20,000 prize

An Italian creator has won a $20,000 prize

for his unique drone ambulance design

that could one day become a reality. The

large autonomous flying machine would

be capable of carrying a person to safety

using its built-in pod.

2 days ago — By Trevor Mogg

 

A brain scan could help reveal if a
person is a suicide risk

Could a brain scan reveal a person's risk of

suicide? Researchers from Carnegie Mellon

University and the University of Pittsburgh

have been awarded a $3.8 million grant to

find out.

2 days ago — By Luke Dormehl

A D V E R T I S E M E N T
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Asteroid mining is almost reality. What to

know about the gold rush in space

Mining resources from asteroids may sound like sci-fi, but it could be well on its way to

becoming real science fact. Check out our beginner's guide to all things space rock-drilling.

Posted 2 days ago — By Luke Dormehl

Hate dental checkups? This app
lets you check your smile by
snapping a few selfies

Hate going to the dentist for regular

checkups? This new app makes getting

your teeth checked out was as simple as

taking a few selfies and sending them off

for remote evaluation by a dentist.

2 days ago — By Luke Dormehl

 

6 amazing high-tech ways science
could take care of the mosquito
problem

Forget about bug spray and rolled-up

newspapers! If we're really going to solve

the mosquito problem we need some of

these technologies to catch on. From laser

fences to CRISP gene editing solutions,

here are six of the most innovative way…

2 days ago — By Luke Dormehl
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Amazon’s third checkout-free
Amazon Go store is now open in
Seattle

Amazon has opened its third checkout-less

store in Seattle. The high-tech Amazon Go

convenience store lets shoppers simply

grab their items and go without having to

wait in line to pay.

1 day ago — By A J Dellinger, Trevor Mogg

 

Award-winning robot travels
through water pipes to detect
leaks

A shocking amount of clean water is

wasted each year as the result of leaky

pipes. A new soft robot may be able to

help -- and it has just netted the 2018

James Dyson Award for its troubles.

1 day ago — By Luke Dormehl

Space Station hole may have been
made by ‘someone with a drill’

Remember the hole that was discovered

aboard a Soyuz spacecraft docked at the

International Space Station last week?

Well, it turns out it may have been caused

by someone with a drill.

1 day ago — By Trevor Mogg

 

U.S. Army wants to use laser
power to keep drones airborne
indefinitely

Fed up with drones that run out battery

too quickly? The U.S. Army is investigating

a way to keep drones flying indefinitely --

by using lasers to wirelessly power them

from a distance.

1 day ago — By Luke Dormehl
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SOCIAL RESPONSIBILITY

Sharing Data Is a Form of
Corporate Philanthropy
by Matt Stempeck

JULY 24, 2014

Ever since the International Charter on Space and Major Disasters was signed in 1999, satellite

companies like DMC International Imaging have had a clear protocol with which to provide valuable

imagery to public actors in times of crisis. In a single week this February, DMCii tasked its fleet of

satellites on flooding in the United Kingdom, fires in India, floods in Zimbabwe, and snow in South

Korea. Official crisis response departments and relevant UN departments can request on-demand

access to the visuals captured by these “eyes in the sky” to better assess damage and coordinate

relief efforts.

DMCii is a private company, yet it provides enormous value to the public and social sectors simply

by periodically sharing its data. (Below is satellite imagery the company provided to Algeria to help

track the spread of locusts.)

UK-DMC2 Image © DMCii Ltd.

https://hbr.org/topic/social-responsibility
https://hbr.org/search?term=matt+stempeck
http://www.disasterscharter.org/home
http://www.dmcii.com/
http://www.dmcii.com/?p=9923
http://www.dmcii.com/?p=9905
https://hbr.org/resources/images/article_assets/2014/07/stempeck1.jpg
https://hbr.org/
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Back on Earth, companies create, collect, and mine data in their day-to-day business. This data has

quickly emerged as one of this century’s most vital assets. Public sector and social good

organizations may not have access to the same amount, quality, or frequency of data. This

imbalance has inspired a new category of corporate giving foreshadowed by the 1999 Space Charter:

data philanthropy.

The satellite imagery example is an area of obvious societal value, but data philanthropy holds even

stronger potential closer to home, where a wide range of private companies could give back in

meaningful ways by contributing data to public actors. Consider two promising contexts for data

philanthropy: responsive cities and academic research.

The centralized institutions of the 20th century allowed for the most sophisticated economic and

urban planning to date. But in recent decades, the information revolution has helped the private

sector speed ahead in data aggregation, analysis, and applications. It’s well known that there’s

enormous value in real-time usage of data in the private sector, but there are similarly huge gains to

be won in the application of real-time data to mitigate common challenges.

What if sharing economy companies shared their real-time housing, transit, and economic data with

city governments or public interest groups? For example, Uber maintains a “God’s Eye view” of

every driver on the road in a city:
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Imagine combining this single data feed with an entire portfolio of real-time information. An early

leader in this space is the City of Chicago’s urban data dashboard, WindyGrid. The dashboard

aggregates an ever-growing variety of public datasets to allow for more intelligent urban

management.

https://hbr.org/resources/images/article_assets/2014/07/stempeck2.jpg
http://datasmart.ash.harvard.edu/news/article/chicagos-windygrid-taking-situational-awareness-to-a-new-level-259
https://hbr.org/resources/images/article_assets/2014/07/stempeck3.jpg
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Over time, we could design responsive cities that react to this data. A responsive city is one where

services, infrastructure, and even policies can flexibly respond to the rhythms of its denizens in real-

time. Private sector data contributions could greatly accelerate these nascent efforts.

Data philanthropy could similarly benefit academia. Access to data remains an unfortunate barrier to

entry for many researchers. The result is that only researchers with access to certain data, such as

full-volume social media streams, can analyze and produce knowledge from this compelling

information. Twitter, for example, sells access to a range of real-time APIs to marketing platforms,

but the price point often exceeds researchers’ budgets. To accelerate the pursuit of knowledge,

Twitter has piloted a program called Data Grants offering access to segments of their real-time global

trove to select groups of researchers. With this program, academics and other researchers can apply

to receive access to relevant bulk data downloads, such as an period of time before and after an

election, or a certain geographic area.

Humanitarian response, urban planning, and academia are just three sectors within which private

data can be donated to improve the public condition. There are many more possible applications

possible, but few examples to date. For companies looking to expand their corporate social

responsibility initiatives, sharing data should be part of the conversation.

Data philanthropy achieves many of the goals sought by traditional corporate social philanthropy: it

allows companies to give back in a way that produces meaningful impact, and reflects the

businesses’ core competencies while preserving or expanding value for shareholders. In The

Competitive Advantage of Corporate Philanthropy, Michael E. Porter and Mark R. Kramer discuss

the practice of “strategic philanthropy”, where a company derives value from socially responsible

behavior and programs not because of the positive public relations such activity generates, but

because this type of philanthropy can significantly improve the competitive business environment

within which the business operates.

Porter and Kramer give a classic example of ecosystem-supporting philanthropy: a company

contributes to help improve area schools, which would eventually improve the labor pool from

which they hire staff. The rise of the web has altered our definition of a “business environment” to

include ecosystems untethered from geography.

https://blog.twitter.com/2014/introducing-twitter-data-grants
https://hbr.org/2002/12/the-competitive-advantage-of-corporate-philanthropy/ar/pr
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Hilary Mason, a data scientist at Accel Partners, offered tech startups similar rationale for sharing

data with academics. In addition to earned media opportunities, free labor represented by

academics’ brains, and the potential to hire the valuable talent that can emerge from such

partnerships, Mason echoes the corporate social responsibility literature on the benefits of investing

in the company’s global business environment:

“As a startup, you’re mostly likely building a product at the intersection of a just-now-possible

technology and a mostly-likely-ready market. The further the research in your field moves, the

greater the number of possible futures for your company. Further, the greater the awareness of

your type of technology in the community, the larger the market is likely to actually be. Your

company is one piece of a complex system, and the more robust that system becomes, the

more possibilities there are for you. Share data, and you make the world a more interesting

place in a direction that you’re interested in.”

Companies shaping this data-driven world can contribute to the public good by working directly

with public institutions and social organizations to bring their expertise and information assets to

bear on shared challenges. As Porter and Kramer argue, such non-monetary assistance reflecting a

company’s existing expertise can surpass the social impact achieved per dollar expended through

traditional philanthropy.

Companies considering data philanthropy can take the following steps:

Inventory the information your company produces, collects, and analyzes. Consider which data
would be easy to share and which data will require long-term effort.
Think who could benefit from this information. Who in your community doesn’t have access to
this information?
Who could be harmed by the release of this data? If the datasets are about people, have they
consented to its release? (i.e. don’t pull a Facebook emotional manipulation experiment).
Begin conversations with relevant public agencies and nonprofit partners to get a sense of the sort
of information they might find valuable and their capacity to work with the formats you might
eventually make available.
If you expect an onslaught of interest, an application process can help qualify partnership
opportunities to maximize positive impact relative to time invested in the program.

http://www.hilarymason.com/blog/startups-why-to-share-data-with-academics/
http://www.avclub.com/article/facebook-tinkered-users-feeds-massive-psychology-e-206324
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Consider how you’ll handle distribution of the data to partners. Even if you don’t have the
resources to set up an API, regular releases of bulk data could still provide enormous value to
organizations used to relying on less-frequently updated government indices.
Consider your needs regarding privacy and anonymization. Strip the data of anything remotely
resembling personally identifiable information (here are some guidelines).
If you’re making data available to researchers, plan to allow researchers to publish their results
without obstruction. You might also require them to share the findings with the world under Open
Access terms.

In today’s business environment, data can be a powerful source of competitive advantage. But that

doesn’t mean sharing it can’t provide some benefits to a firm, while also aiding social and civic

groups. Next time your company is considering ways to further its social impact, consider providing

access to data.

Matt Stempeck (@mstem) is a civic technologist working to leverage technology for social good.

This article is about SOCIAL RESPONSIBILITY
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REPLY 0  0 

MarkLively  4 years ago

Electric utilities have long had a form of corporate philanthropy in the form of being interconnected with each other.

A problem on one utility is automatically a problem for all of the interconnected utilities. It is philanthropic because

the payback has long been a return of in-kind energy. Utilities have not had to pay exorbitantly for the help.

But some utilities felt they were being taken advantage of and created reliability councils that required greater

uniformity in self help. The uniform specification for reserve requirements reduced the system wide problems that

neighbors had to face.

Few independently operated utilities have found a way to compensate each other for the real time help that is

provided automatically, an issue I addressed in both "Tie Riding Freeloaders--The True Impediment to Transmission

Access," Public Utilities Fortnightly, 1989 December 21 and "Inadvertent Interchanges -- A New Way to Price

Unscheduled Electricity," Electrical World, December 1991. I note that in 2003, India implemented its Availability

Based Tariff (ABT) for Unscheduled Interchange, which achieved some of these automatic payments. I was not

involved with the ABT project, but have followed its implementation.
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THE INTUITIVE APPEAL OF EXPLAINABLE MACHINES 

Andrew D. Selbst* 
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As algorithmic decision-making has become synonymous with inexplicable 
decision-making, we have become obsessed with opening the black box. This Article 
responds to a growing chorus of legal scholars and policymakers demanding explainable 
machines. Their instinct makes sense; what is unexplainable is usually unaccountable. But 
the calls for explanation are a reaction to two distinct but often conflated properties of 
machine-learning models: inscrutability and non-intuitiveness. Inscrutability makes one 
unable to fully grasp the model, while non-intuitiveness means one cannot understand why 
the model’s rules are what they are. Solving inscrutability alone will not resolve law and 
policy concerns; accountability relates not merely to how models work, but whether they are 
justified. 

In this Article, we first explain what makes models inscrutable as a technical 
matter. We then explore two important examples of existing regulation-by-explanation and 
techniques within machine learning for explaining inscrutable decisions. We show that 
while these techniques might allow machine learning to comply with existing laws, 
compliance will rarely be enough to assess whether decision-making rests on a justifiable 
basis. 
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We argue that calls for explainable machines have failed to recognize the 
connection between intuition and evaluation and the limitations of such an approach. A 
belief in the value of explanation for justification assumes that if only a model is explained, 
problems will reveal themselves intuitively. Machine learning, however, can uncover 
relationships that are both non-intuitive and legitimate, frustrating this mode of normative 
assessment. If justification requires understanding why the model’s rules are what they are, 
we should seek explanations of the process behind a model’s development and use, not just 
explanations of the model itself. This Article illuminates the explanation-intuition dynamic 
and offers documentation as an alternative approach to evaluating machine learning 
models. 
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INTRODUCTION 

There can be no total understanding and no absolutely reliable test of understanding.  

— Joseph Weizenbaum, Contextual Understanding by Computers (1967)1 

 
Complex, inscrutable algorithms increasingly inform consequential 

decisions about all our lives, with only minimal input from the people they 
affect and little to no explanation as to how they work.2 This worries people, 
and rightly so. The results of these algorithms could be unnerving,3 unfair,4 
unsafe,5 unpredictable,6 and unaccountable.7 How can inscrutable 

                                                                                                                       
1 10 COMM. ACM 474, 476 (1967). In the 1960’s, the project of AI was largely to 

mimic human intelligence. Weizenbaum was therefore actually arguing that computers 
will never fully understand humans. The purpose of AI research has changed 
drastically today, but there is a nice symmetry in the point that humans will never have 
total understanding of computers. 

2 Will Knight, The Dark Secret at the Heart of AI, MIT TECH. REV. (Apr. 11, 2017), 
https://www.technologyreview.com/s/604087/the-dark-secret-at-the-heart-of-ai/; Aaron 
M Bornstein, Is Artificial Intelligence Permanently Inscrutable?, NAUTILUS (Sept. 1, 2016), 
http://nautil.us/issue/40/learning/is-artificial-intelligence-permanently-inscrutable;  

3 See, e.g., Sara M. Watson, Data Doppelgängers and the Uncanny Valley of Personalization, THE 
ATLANTIC (June 16, 2014), 
https://www.theatlantic.com/technology/archive/2014/06/data-doppelgangers-and-the-
uncanny-valley-of-personalization/372780/; Omer Tene & Jules Polonetsky, A Theory of 
Creepy: Technology: Privacy and Shifting Social Norms 16 YALE J.L. & TECH. 59 (2013). 

4 See, e.g., Solon Barocas & Andrew D. Selbst, Big Data’s Disparate Impact, 104 CALIF L. 
REV. 671, 677-692 (2016); Pauline T. Kim, Data-Driven Discrimination at Work, 58 WM. & 
MARY L. REV. 857 (2017); Andrew D. Selbst, Disparate Impact in Big Data Policing, 52 GA. L. 
REV. 109 (2018). 

5 See, e.g., David Lazer, et al., The Parable of Google Flu: Traps in Big Data Analysis, 343 SCI. 
1203 (2014). 

6 See, e.g., Jamie Condliffe, Algorithms Probably Caused a Flash Crash of the British Pound, 
MIT TECHNOLOGY REV. (Oct. 7, 2016), 
https://www.technologyreview.com/s/602586/algorithms-probably-caused-a-flash-crash-
of-the-british-pound/; Curtis E.A. Karnow, The Application of Traditional Tort Theory to 
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algorithms be held to account for bad results?  
It is perhaps unsurprising that, faced with a world increasingly 

dominated by automated decision-making, advocates, policymakers, and 
legal scholars would call for machines that can explain themselves. People 
have a natural feel for explanation. We know how to offer explanations, and 
can often agree when one is good, bad, or in between, when the explanation 
is on point or off-topic. Lawyers in particular use explanation as their 
primary tradecraft: judges write opinions, administrators respond to 
comments, litigators write briefs, and everyone writes memos. Explanations 
are the difference between a system that vests authority in lawful process 
and one that vests it in an unaccountable person.8 

As comfortably as we use explanations, however, asking someone to 
define the concept will more often than not generate a blank look in 
response. Analytically, explanation is infinitely variable, and there can be 
many valid explanations for a given phenomenon or decision. For example, 
a partial list of reasons for a glass having shattered include: a) because it hit 
the ground; b) because it was dropped; c) because the holder was startled 
(and that’s why it was dropped); d) because gravity pulled it toward the 
earth; e) because glass is brittle; f) because the ground is solid (and therefore 
harder than brittle glass); g) because of the chemical composition of glass 
(making it brittle), and so on. These are all valid explanations, some nested 
within others, and some having nothing to do with each other. How should 
we choose what type of explanation to offer? 

Thus far, the scholarly discourse in both law and machine learning 
around explanation has primarily revolved around similar questions—which 
kinds of explanations are most useful and which are technically available? 
But these are the wrong questions—or at least the wrong stopping points. 
Explanations of technical systems are necessary but not sufficient to achieve 
law and policy goals, most of which are concerned, not with explanation for 
its own sake, but with ensuring that there is a way to evaluate the basis of 
decision-making against broader normative constraints such as anti-
                                                                                                                       
Embodied Machine Intelligence, in ROBOT LAW 51, 57-58 (Ryan Calo, A. Michael Froomkin & 
Ian Kerr, eds. 2016) (discussing unpredictability in robotics). 

7 Joshua A. Kroll, et al., Accountable Algorithms, 165 U. PA. L. REV. 633 (2017); Danielle 
Keats Citron & Frank Pasquale, The Scored Society: Due Process for Automated Predictions, 89 
WASH. L. REV. 1, 18–27 (2014). 

8 Frederick Schauer, Giving Reasons, 47 STAN. L. REV. 633, 636-37 (1995); see also TOM 
R. TYLER, WHY PEOPLE OBEY THE LAW (1990). 
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discrimination or due process. It is therefore important to ask how exactly 
we engage with those machine explanations in order to connect them to the 
normative questions of interest to law. 

If someone offers an “explanation” of why a glass shattered, it will be 
immediately obvious to the questioner whether that explanation responds to 
the concern at hand (e.g., her broken barware or a question in chemistry 
class). As if by miracle, humans make these inferences easily. Even better, 
when they fail to do so, the back-and-forth of human communication 
permits correction (e.g., the chemistry teacher pointing out that she is 
actually asking about the shattered beaker in the lab, not the chemical 
composition of glass). But when asked to describe this process of inference, it 
is quite difficult. When humans process information without being able to 
rationally engage with it, we usually call it intuition.9  

In this Article, we argue that scholars and advocates who seek to use 
explanation to enable justification of machine learning models are relying 
centrally on intuition. Intuition is both powerful and highly flawed. We 
argue that while this mode of justifying decision-making remains important, 
we must understand the benefits and weaknesses of connecting machine 
explanation to intuitions. To remedy the limitations of intuition, we must 
also consider alternatives, which include institutional processes, 
documentation, and access to those documents.  

The Article proceeds in four Parts. Part I examines the various 
anxieties surrounding the use and justification of automated decision-
making. After discussing secrecy, a lack of transparency, and a lack of 
technical expertise, we argue that the two concepts that truly set machine 
learning decision-making apart are inscrutability and non-intuitiveness. 
These concepts are similar, but distinct and easily confused. 

Part II examines laws and machine learning tools designed 
specifically to explain inscrutable decisions. On the legal side, the Part 
discusses the “adverse action notices” required by federal credit laws and 
the informational requirements of Europe’s new General Data Protection 
Regulation. On the technical side, the Part discusses various techniques 
used by computer scientists to make machine learning models interpretable, 
including keeping them simple by design, global rule extraction, tools to 

                                                                                                                       
9 Merriam-Webster, Intuition, https://www.merriam-webster.com/dictionary/intuition 

(2.c: “the power or faculty of attaining to direct knowledge or cognition without evident 
rational thought and inference”). 
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extract the most important factors in a particular decision, and interactive 
methods. The Part evaluates the limitations of the focus on the black box in 
both law and technology. 

Part III builds up to the connection between explanation and 
intuition before evaluating the merits of an intuition-centered approach to 
justification. It begins by canvassing the reasons besides justification that one 
might want interpretable machines: explanation as an inherent good and 
explanation as a way to enable action in data subjects or consumers. Neither 
is adequate to fully address the concerns with automated decision-making. 
Interrogating the assumptions behind a third reason—that explanation will 
reveal flawed or acceptable bases for decision-making—demonstrates the 
reliance on intuition. The remainder of the Part examines the upsides and 
downsides of intuition. With respect to machine learning in particular, while 
intuition will be able to root out obviously good or bad cases, it will not 
capture the cases that give machine learning its greatest value: true patterns 
that exceed human imagination. These are not obviously right or wrong, 
but simply strange. 

Part IV aims to provide another way. Once we leave the black box, 
we are left to question the humans involved. There are large parts of the 
process of machine learning that do not show up in the model but can 
contextualize the result: choices made and not made, costs associated with 
better models, etc. If we cannot intuitively explain models, sometimes 
justification can be achieved by demonstrating due care and thoughtfulness. 
Such demonstrations can be achieved through the existence of institutional 
processes and documentation, coupled with access to those documents, 
which can either be public by design (impact statements) or open to 
oversight based on some trigger (litigation). There will still be hard cases, but 
documentation will allow strange cases to become less strange, and should 
aid to our typical intuition-driven modes of justification when they fall down 
in the face of machine learning systems.  

Machine learning models are not magic.10 They can be broken 
down and examined. Where intuition fails in any other domain, the answer 
is to become more rational, more scientific—to examine further. Just so 
here. Where machine interpretability fails to engage intuition, the answer is 

                                                                                                                       
10 Madeleine C. Elish & danah boyd, Situating Methods in the Magic of Big Data and 

Artificial Intelligence, COMM’N MONOGRAPHS 57, 62–63 (2017); Andrew D. Selbst, A Mild 
Defense of Our New Machine Overlords, 70 VAND. L. REV. EN BANC 87, 104 (2017). 
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to examine more. To do so, the law needs to demand the processes and 
documentation necessary to permit that examination.  

I. INSCRUTABLE AND NON-INTUITIVE 

Scholarly and policy debates over how to regulate a world controlled 
by algorithms have been mired in difficult questions about how to observe, 
access, audit, or understand those algorithms.11 The difficulty of regulating 
algorithms has been attributed to a diverse set of problems, specifically that 
they are “secret”12 and “opaque”13 “black boxes”14 that are rarely if ever 
made “transparent”;15 that they operate on the basis of correlations rather 
than “causality”16 and produce “predictions”17 rather than 
“explanations”18; that their behavior may lack “intelligibility”19 and 

                                                                                                                       
11 Solon Barocas, Sophie Hood & Malte Ziewitz, Governing Algorithms: A Provocation Piece, 

(2013); Malte Ziewitz, Governing Algorithms: Myth, Mess, and Methods, 41 SCI. TECH. & HUMAN 
VALUES 3 (2016); Nick Seaver, Knowing Algorithms, PROC. MEDIA IN TRANSITION 8 
(unpublished manuscript), available at 
https://static1.squarespace.com/static/55eb004ee4b0518639d59d9b/t/55ece1bfe4b030b
2e8302e1e/1441587647177/seaverMiT8.pdf; Rob Kitchin, Thinking Critically About and 
Researching Algorithms, 20 INFO. COMM’N & SOC’Y 14 (2017). 

12 See, e.g., Brenda Reddix-Smalls, Credit Scoring and Trade Secrecy: An Algorithmic Quagmire 
or How the Lack of Transparency in Complex Financial Models Scuttled the Finance Market, 12 U.C. 
DAVIS BUS. L. J. 87, passim (2011); Frank Pasquale, Restoring Transparency to Automated 
Authority, 9 J. TELECOMM. & HIGH TECH. L. 235, 237 (2011). 

13 Jenna Burrell, How the Machine “Thinks”: Understanding Opacity in Machine Learning 
Algorithms, BIG DATA & SOC. 1, 3–5, Jan.–Jun. 2016; Roger Allan Ford & W. Nicholson 
Price II, Privacy and Accountability in Black-Box Medicine, 23 MICH. TELECOMM. & TECH. L. 
REV. 1, 11-12 (2016); Tal Zarsky, The Trouble with Algorithmic Decisions: An Analytic Road Map 
to Examine Efficiency and Fairness in Automated and Opaque Decision Making, 41 SCI., TECH. & 
HUM. VALUES 118, passim. 

14 See. e.g., FRANK PASQUALE, The BLACK BOX SOCIETY (2015). 
15 See, e.g., Citron & Pasquale, supra note 7, passim; Tal Z. Zarsky, Transparent Predictions, 

2013 U. ILL. L. REV. 1503 (2013). 
16 See, e.g., Kim, supra note 4, at 875. 
17 Kiel Brennan-Marquez, Plausible Cause: Explanatory Standards in the Age of Powerful 

Machines, 70 VAND. L. REV. 1249, 1267–68 (2017). 
18 See, e.g., Bryce Goodman & Seth Flaxman, European Union Regulations On Algorithmic 

Decision-Making And A “Right To Explanation” 38 AI MAGAZINE 50 (2016). 
19 See, e.g., Brennan-Marquez, supra note 17, at 1253. 



DRAFT – PLEASE DO NOT QUOTE WITHOUT PERMISSION 6/8/18  

 
 
8 Fordham Law Review [Vol. 87:XX 
 
 

 

“foreseeability;”20 and that they challenge established ways of “being 
informed”21 or “knowing.”22 These terms are frequently used 
interchangeably or assumed to have overlapping meanings. For example, 
opacity is often seen as a synonym for secrecy,23 an antonym for 
transparency,24 and, by implication, an impediment to understanding.25 
And yet the perceived equivalence of these terms has obscured important 
differences between distinct problems that frustrate attempts at regulating 
algorithms—problems that require disentangling before the question of 
regulation can even be addressed.  

In this Part, we argue that many of the above challenges, while 
important, are not unique to algorithms or to machine learning. We seek 
here to parse the problems raised by machine learning more precisely, 
arguing that rather than a lack of transparency, causality, or knowledge, the 
two properties that set machine learning apart from prior decision 
mechanisms are inscrutability and non-intuitiveness. We adapt and extend a 
taxonomy first proposed by Jenna Burrell,26 where our primary purpose is 
to emphasize these last two properties and clear up confusion.27 
Inscrutability and non-intuitiveness have been conflated in the past: where 
the property of inscrutability suggests that fully transparent models may defy 
understanding, non-intuitiveness suggests that even where models are 
understandable, they may rest on relationships that defy intuition.  

A.  Secrecy 

The first common critique of algorithmic decision-making is secrecy, 

                                                                                                                       
20 See, e.g., Karnow, supra note 6, passim. 
21 See, e.g., Sandra Wachter, Brent Mittelstadt & Luciano Floridi, Why a Right to 

Explanation of Automated Decision-Making Does Not Exist in the General Data Protection Regulation, 7 
INT;L DATA PRIVACY L. 76, 89–90 (2017). 

22 Mike Ananny & Kate Crawford, Seeing Without Knowing: Limitations of the Transparency 
Ideal and Its Application to Algorithmic Accountability, NEW MEDIA & SOCIETY 1, 2–5 (2016). 

23 Burrell, supra note 13, at 3–4. 
24 Zarsky, supra note 13, at 124; Ford & Price, supra note 13, at 12. 
25 Burrell, supra note 13, at 4–5. 
26 See generally Burrell, supra note 13. 
27 Our parsing of the different issues related to explanation is similar to the taxonomy 

proposed by Ed Felten on the Freedom to Tinker Blog. Ed Felten, What Does It Mean To Ask 
for an “Explainable” Algorithm? FREEDOM TO TINKER (May 31, 2017), https://freedom-to-
tinker.com/2017/05/31/what-does-it-mean-to-ask-for-an-explainable-algorithm/. 
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the worry that the decision-making process may be completely hidden from 
those affected by it. This worry is as old as the original Code of Fair 
Information Practices (FIPs), the conceptual basis for the vast majority of 
privacy law.28 The very first FIP is that “[t]here must be no personal-data 
record-keeping systems whose very existence is secret.”29 This principle 
underlies more recent calls to “End Secret Profiling” involving algorithms 
and machine learning, where secrecy is understood as a purposeful attempt 
to maintain ignorance of the very fact of profiling.30 Such worries are 
particularly pronounced when the government engages in algorithmic 
decision-making,31 but similar objections arise in the commercial sector, 
where there are a remarkable number of scoring systems of which 
consumers are simply unaware.32 In many cases, this ignorance exists 
because the companies engaged in such scoring are serving other businesses 
rather than consumers.33 But the fact that more recent forms of hidden 
decision-making involve algorithms or machine learning does not change 
the fundamental secrecy objection—that affected parties are not aware of 
the existence of the decision-making process. Notably, this objection does 
not speak to how these decisions are made. 

                                                                                                                       
28 WOODROW HARTZOG, PRIVACY'S BLUEPRINT: THE BATTLE TO CONTROL THE 

DESIGN OF NEW TECHNOLOGIES (2018). 
29 ROBERT GELLMAN, FAIR INFORMATION PRACTICES: A BASIC HISTORY 3 (2012), 

https://bobgellman.com/rg-docs/rg-FIPshistory.pdf. 
30 ELECTRONIC PRIVACY INFORMATION CENTER, ALGORITHMIC TRANSPARENCY: 

END SECRET PROFILING, https://epic.org/algorithmic-transparency/; see also Margaret 
Hu, Big Data Blacklisting, 67 FLA. L. REV. 1735 (2015). 

31 Ira S. Rubinstein, Ronald D. Lee & Paul M. Schwartz, Data Mining and Internet 
Profiling: Emerging Regulatory and Technological Approaches, 75 U. CHICAGO L. REV. 261, 262–70 
(2008); Tal Z. Zarsky, Governmental Data Mining and Its Alternatives, 116 PENN ST. L. REV. 285 
(2011). 

32 See PAM DIXON & ROBERT GELLMAN, THE SCORING OF AMERICA: HOW SECRET 
CONSUMER SCORES THREATEN YOUR PRIVACY AND YOUR FUTURE 84 (2014) 
http://www.worldprivacyforum.org/wp-
content/uploads/2014/04/WPF_Scoring_of_America_April2014_fs.pdf 

33 FED. TRADE COMM’N, A CALL FOR TRANSPARENCY AND ACCOUNTABILITY, at i 
(2014), https://www.ftc.gov/system/files/documents/reports/data-brokers-call-
transparency-accountability-report-federal-trade-commission-may-
2014/140527databrokerreport.pdf 
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B.  A Lack of Transparency 

Objections to secrecy surrounding algorithms and machine learning 
sometimes have a very different meaning, often couched as a problem of 
algorithmic transparency. A transparency concern arises where the 
existence of a decision-making process is known, but the actual operation is 
not. Affected parties might be aware that they are subject to such decision-
making but have limited or no knowledge of how such decisions are 
rendered. While this is perhaps the most frequent critique of algorithms and 
machine learning—that their inner-workings remain undisclosed or 
inaccessible34—this objection again has little to do with the technology 
specifically. It is an objection to being subject to a decision where the basis 
of decision-making remains secret, which is a situation that easily can—and 
quite often does—occur absent algorithms or machine learning.  

There are sometimes valid reasons for companies to withhold details 
about the decision-making process. Where the discovery of some decision-
making process holds financial and competitive value and where its 
discovery entailed significant investment or ingenuity, firms may claim 
protection for their discovery as a trade secret.35 Trade secret protection 
only applies when firms purposefully restrict disclosure of proprietary 
methods,36 thereby creating incentives for firms to maintain secrecy around 
the basis for decision-making. If the use of algorithms or machine learning 
uniquely increases up-front investment or competitive advantage, then the 
incentives to restrict access to the details of the decision-making process 
might be understood as peculiar to algorithms or machine learning. But if 
other attempts to develop decision-making processes without algorithms or 
machine learning involve similar costs and competitive advantage, then 
there is nothing special about the relationship between these technologies, 
trade secrets, and the resistance to disclosure.37 

                                                                                                                       
34 See e.g., Robert Brauneis and Ellen P. Goodman, Algorithmic Transparency for the Smart 

City, 20 YALE J. L. & TECH. __ (forthcoming 2018); PASQUALE, supra note 14; Mikella 
Hurley & Julius Adebayo, Credit Scoring in the Age of Big Data, 18 YALE J.L. & TECH. 148, 
196-98 (2016); Reddix-Smalls, supra note 12. 

35 Rebecca Wexler, Life, Liberty, and Trade Secrets: Intellectual Property in the Criminal Justice 
System, 70 STAN. L. REV. __ (forthcoming 2018); Brauneis & Goodman, supra note 34. 

36 Pasquale, supra note 12, at 237. 
37 See, e.g., David S. Levine, Secrecy and Unaccountability: Trade Secrets in Our Public 

Infrastructure, 59 FLA. L. REV. 135, 139 (2007) (describing the growing application of trade 
 



DRAFT – PLEASE DO NOT QUOTE WITHOUT PERMISSION 6/8/18  

 
 
2018] THE INTUITIVE APPEAL OF EXPLAINABLE MACHINES 11 
 
 

 

Firms may also reject requests for further details about the basis for 
decision-making if they anticipate that such details may enable strategic 
manipulation, or “gaming” of the inputs to the decision-making process.38 If 
the costs of manipulating one’s characteristics or behavior are lower than 
the expected benefits, rational actors would have good incentive to do so.39 
Yet these dynamics, too, apply outside algorithms and machine learning; in 
the face of some fixed decision procedure, people will find ways to engage in 
strategic manipulation. The question is whether decision procedures 
developed with machine learning are more or less easy to game than those 
developed using other methods—and this is not a question that can be 
answered in general. 

C.  A Lack of Expertise 

Even requiring transparency will not be enough for accountability. A 
common version of the transparency demand is a call for disclosure of 
source code.40 But as Mike Ananny and Kate Crawford have observed: 
“Transparency concerns are commonly driven by a certain chain of logic: 
observation produces insights which create the knowledge required to 
govern and hold systems accountable.”41 Considerable problems remain 
even with direct access to the algorithms that drive decision-making because 
                                                                                                                       
secrecy in various technologies used in public infrastructure). 

38 Jane Bambauer & Tal Z. Zarsky, The Algorithms Game (draft on file with authors). 
39 Whether such manipulation is even possible will vary from case to case, depending 

on the degree to which the decision takes into account immutable characteristics and non-
volitional behavior. At the same time, it is unclear how easily one could even change the 
appearance of one’s characteristics without genuinely changing those characteristics in the 
process. Altering behavior to game the system might involve adjustments that actually 
change a person’s likelihood of having the sought-after quality or experiencing the event 
that such behavior is meant to predict. To the extent that gaming is a term used to describe 
validating rather than defeating the objectives of a decision system, this outcome should 
probably not be considered gaming at all. See id. 

40 Deven R. Desai & Joshua A. Kroll Trust But Verify: A Guide to Algorithms and the 
Law, 31 HARV. J. L. & TECH. 1, 10 (2017); Kroll, et al., supra note 7, at 647–50; EPIC, supra 
note 30. Draft legislation in New York City also focused on this issue specifically, but the 
eventual bill convened a more general task force. See Jim Dwyer, Showing the Algorithms Behind 
New York city Services, N.Y. TIMES (Aug. 24, 2017), 
https://www.nytimes.com/2017/08/24/nyregion/showing-the-algorithms-behind-new-
york-city-services.html. 

41 Ananny & Crawford, supra note 22, at 2. 
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in some cases the insights that Ananny and Crawford discuss are not 
present.42 While source code disclosure might seem useful, the ability to 
make sense of the disclosed code depends on one’s level of technical literacy; 
some minimal degree of training in computer programming is necessary to 
read code. (In reality, even that might not be enough.43) The problem, then, 
is greater than disclosures; in the absence of the required expertise to make 
sense of code, transparency may offer little of value to affected parties and 
regulators. Transparency into systems of decision-making is important, but 
incomplete.44 

D.  Inscrutability 

Rather than programming computers by hand with explicit rules, 
machine learning relies on pattern recognition algorithms and a large set of 
examples to uncover relationships in the data that might serve as a reliable 
basis for decision-making. The power of machine learning lies not only in its 
ability to relieve programmers of the difficult task of producing explicit 
instructions for computers, but in its capacity to learn subtle relationships in 
data that humans might overlook or cannot recognize. This power can 
render the models developed with machine learning exceedingly complex 
and difficult or impossible for a human to parse. 

We define this difficulty as inscrutability—a situation in which the 
rules that govern decision-making are so complex, numerous, and 
interdependent that they defy practical inspection and resist comprehension. 
While there is a long history to such concerns, evidenced most obviously by 
the term “byzantine,” the complexity of rules that result from machine 
learning can far exceed those of the most elaborate bureaucracy. The 
challenge in such circumstances is not a lack of awareness, transparency, or 
expertise, but the sheer scope and sophistication of the model.45 

At first glance, complexity would seem to depend on the number of 
rules encoded by a model or the length of a rule (i.e. the number of 
                                                                                                                       

42 Burrell, supra note 13. 
43 Kroll, et al., supra note 7, at 647; Desai & Kroll, supra note 40, at 5 (“[F]undamental 

limitations on the analysis of software meaningfully limit the interpretability of even full 
disclosures of software source code.”)  

44 Danielle Keats Citron, Technological Due Process, 85 WASH. U. L. REV. 1249, 1254 
(2008); Kroll, et al., supra note 7, at 639, 657-58. 

45 Burrell, supra note 13. 
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parameters that figure into the rule). But these properties can be specified 
more precisely. Four mathematical properties related to model complexity 
are linearity, monotonicity, continuity, and dimensionality.  

A linear model is one in which there is a steady change in the value 
of the output as the value of the input changes.46 Linear models tend to be 
easier for humans to understand and interpret because the relationship 
between variables is stable, lending itself to straightforward extrapolation. In 
contrast, the behavior of nonlinear models can be far more difficult to 
predict, even when they involve simple mathematical operations like 
exponential growth.47 

A monotonic relationship between variables is a relationship that is 
either always positive or always negative. That is, an increase in one 
variable consistently results in either an increase or decrease in the other. 
Monotonicity aids interpretability because it, too, permits extrapolation, 
guaranteeing that the value of a variable only moves in one direction. If, 
however, the value of the output goes up and down haphazardly as the 
value of the input moves steadily upward, the relationship between variables 
can be difficult to grasp and predict. 

Discontinuous models include relationships where changes in the 
value of one variable do not lead to a smooth change in the associated value 
of another. Discontinuities can render models far less intuitive because they 
make it impossible to think in terms of incremental change. A small change 
in input may typically lead to small changes in outputs, except for 
occasional and seemingly arbitrary large jumps. 

The dimensionality of a model is the number of features it considers. 
Two-dimensional models are easy to understand because they can be 
visualized graphically with a standard plot (with the familiar x and y axes). 
Three-dimensional models also lend themselves to effective visualization (by 
adding a z axis). But we have no way to visualize models that have more 
than three dimensions. While humans can grasp relationships between 
multiple variables without the aid of a graph, people will struggle to 
understand the full set of relationships that the model has uncovered as the 

                                                                                                                       
46 Mathematically, this means that the function is described by a constant slope, that it 

can be represented by a line. Yin Lou, Rich Caruana & Johannes Gehrke, Intelligible Models 
for Classification and Regression. PROC. 18TH ACM SIGKDD INTERNATIONAL CONFERENCE 
ON KNOWLEDGE DISCOVERY AND DATA MINING 150 (2012). 

47 See e.g., DEMI, ONE GRAIN OF RICE: A MATHEMATICAL FOLKTALE (1997). 
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number of dimensions grows. The more features that the model takes into 
account, the more difficult it will be to keep all the interactions between 
features in mind and thus predict how the model would behave given any 
particular input.  

In describing how these properties of models might frustrate human 
understanding, we have relied on terms like intuition, extrapolation, and 
prediction. The same cognitive capacity underlies all of three: simulating in 
one’s mind how a model turns inputs into outputs.48 As computer scientist 
Zachary Lipton explains, simulatability—the ability to practically execute 
the model in one’s mind—is an important form of understanding a model.49 
Such simulations can be complete or partial. In the former, a person is able 
to turn any combination of inputs into the correct outputs, while in the 
latter, understanding might be limited to the relationships between a subset 
of input and output variables.  

Simulation is a remarkably flat and functional definition of 
understanding, but it seems like a minimum requirement for any more 
elaborate definition of understanding.50 But this notion of understanding has 
nothing to say about why the model behaves the way it does; it is simply a 
way to account for the facility with which a person can play out how a 
model would behave under different circumstances. When models are 
sufficiently complex that humans are unable to perform this task, they have 
reached the point of inscrutability. 

                                                                                                                       
48 Zachary C. Lipton, The Mythos of Model Interpretability, PROC. 2016 ICML 

WORKSHOP ON HUMAN INTERPRETABILITY IN MACHINE LEARNING 96, 98. 
49 Id. 
50 While we limit our discussion to simulatability, inscrutability is really a broader 

concept. In particular, models might be difficult to understand if they consider features or 
perform operations that do not have some ready semantic meaning. Burrell, supra note 13; 
For example, a deep learning algorithm can learn on its own which features in an image 
are characteristic of different objects (the standard example being cats in photos). We 
return to one such example that detects wolves and huskies in Part II.B.2, infra. One thing 
the algorithm will usually learn to detect are edges that differentiate an object from its 
background. But it might also engineer features on its own that have no equivalent in 
human cognition and therefore defy description here. See Lipton, supra note 48, at 98 
(discussing decomposability). This aspect of inscrutability, however, is of slightly less 
concern for this Article. Most methods that are common in the kinds of applications that 
apportion important opportunities (e.g., credit), involve features that have been hand-
crafted by experts in the domain (e.g., length of employment), and accordingly will usually 
not face this problem.  
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E.  Non-Intuitiveness 

A different line of criticism has developed that takes issue with 
disclosures that reveal some basis for decision-making that defies human 
intuition about the relevance of certain features to the decision at hand.51 
The problem in such cases is not a lack of transparency, technical expertise, 
or inscrutability, but an inability to weave a sensible story to account for the 
statistical relationships in the model.52 While people might readily 
understand the statistical relationship that serves as the basis for decision-
making, that relationship may defy intuitive expectations about the 
relevance of certain criteria to the decision at hand. As Paul Ohm explains: 

We are embarking on the age of the impossible-to-understand reason, when 
marketers will know which style of shoe to advertise to us online based on the 
type of fruit we most often eat for breakfast, or when the police know which 
group in a public park is most likely to do mischief based on the way they do 
their hair or how far from one another they walk.53  

While it is clear that these specific statistical relationships serve as the basis 
for decision-making, why such statistical relationships should hold is 
mystifying. This is a crucial and consistent point of confusion; the demand 
for intuitive relationships is not the demand for transparency or accessible 
explanations. In social science, similar expectations are referred to as “face 
validity.”54 While such demands are not unique to algorithms and machine 
learning—there are many situations where one rightly expects coherence in 
human-made decisions—the fact that such computational tools are designed 
to uncover relationships that defy human intuition explains why the 
problem will be particularly pronounced in these cases. 

With this in mind, critics have tended to pin this problem on the fact 
that machine learning operates on the basis of “mere correlation,” which 

                                                                                                                       
51 Deborah Gage, Big Data Uncovers Some Weird Correlations, WALL STREET J, (March 23, 

2014), https://www.wsj.com/articles/big-data-helps-companies-find-some-surprising-
correlations-1395168255; Quentin Hardy, Bizarre Insights from Big Data, N.Y. TIMES (March 
28, 2012), https://bits.blogs.nytimes.com/2012/03/28/bizarre-insights-from-big-data/ 

52 See Brennan-Marquez, supra note 17, at 1280–97. 
53 Paul Ohm, The Fourth Amendment in A World Without Privacy, 81 MISS. L.J. 1309, 1317 

(2012). 
54 See generally Ronald R. Holden, Face Validity, in CORSINI ENCYCLOPEDIA OF 

PSYCHOLOGY (2010). 
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frees it to uncover reliable, if incidental relationships in the data that might 
then serve as the basis for consequential decision-making.55 While framed as 
an indictment of correlational analysis, it is really an objection to decision-
making that rests on particular correlations that defy familiar causal 
stories56—even though these stories may be incorrect.57 This has led to the 
mistaken belief that forcing decision-making to rest on causal mechanisms 
rather than mere correlations will ensure intuitive models.58  

Causal relationships can be exceedingly complex and non-intuitive, 
especially when dealing with human behavior.59 Indeed, causal relationships 
uncovered through careful experimentation can be as elaborate and 
unexpected as the kinds of correlations uncovered in historical data with 
machine learning. If one considers all the different events that cause any one 
human decision: mood, amount of sleep, what the person ate that day, 
rational choice, and many other things that we cannot imagine, it becomes 
clear that causality is not particularly straightforward.60 The only advantage 
of models that rely on causal mechanisms in such cases would be the 
reliability of their predictions (because the models would be deterministic 
rather than probabilistic), not the ability to interrogate whether the 
identified causal relationships comport with human intuitions and values. 
Given that much of the interest in causality stems from an unwillingness to 
simply defer to predictive accuracy as a justification for models, improved 

                                                                                                                       
55 Kim, supra note 4, at 875; see also James Grimmelmann & Daniel Westreich, 

Incomprehensible Discrimination, 7 CALIF. L. REV. ONLINE 164, 173 (2017). 
56 See Brennan-Marquez, supra note 17, at 1280–97. 
57 See DANIEL KAHNEMAN, THINKING FAST AND SLOW 199-200 (2011) (discussing the 

“narrative fallacy”); at 224 (“Several studies have shown that human decision makers are 
inferior to a prediction formula even when they are given the score suggested by the 
formula! They feel that they can overrule the formula because they have additional 
information about the case, but they are wrong more often than not.”). 

58 These critiques also presume that causal mechanisms actually exist that exhaustively 
account for the outcomes of interest (e.g., performance on the job, default, etc.), yet certain 
phenomena might not be so deterministic; extrinsic random factors might account for some 
or much of the difference in the outcomes of interest. Jake M. Hofman, Amit Sharma & 
Duncan J. Watts, Prediction and Explanation in Social Systems, 355 SCI. 486, 488 (2017). 

59 Id. 
60 Attempts to model causation actually require limiting the features considered as 

potential causes because, to a certain extent, almost any preceding event could conceivably 
be causally related to the later one. JUDEA PEARL, CAUSALITY: MODELS, REASONING AND 
INFERENCE 401–428 (2d. ed. 2009). 
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reliability will not be a satisfying answer. 
 

*   *   * 
 
What the demand for intuitive relationships reflects is a desire to 

ensure that we have some way to assess whether the basis of decision-
making is sound, both as a matter of validity and as a normative matter. We 
want to be able to do more than simply simulate a model; we want to be 
able to evaluate it. Forcing a model to rely exclusively on features that bear a 
manifest relationship to the outcome of interest is a way to impose 
normative constraints on the model. On this account, well-justified decisions 
are those that rest on relationships that conform to familiar and permissible 
patterns.  

This model of intuitiveness requires addressing inscrutability as a 
starting point. An understandable model is necessary because there can be 
nothing intuitive about a model that resists all interrogation. But addressing 
inscrutability is not sufficient. A simple, straightforward model might still 
defy intuition if it has not been constrained to only use features with an 
intuitive relationship to the outcome.61  

But intuitive relationships are not the only way to achieve the goal of 
an evaluable model. To the extent intuitiveness is taken to be an end in 
itself, rather than a particular means to the end of ensuring sound decision-
making, its proponents risk overlooking other, potentially more effective 
ways to achieve the same goals. The remainder of this Article considers the 
different paths we might take to use explanations of machine learning 
models to regulate them. We start by describing the current approaches to 
solving inscrutability, which focus too narrowly on the machines themselves. 
An evaluation of the soundness of decision-making is an inherently human, 
subjective assessment, and cannot be resolved by describing the models 
alone. 

                                                                                                                       
61 See, e.g., Jiaming Zeng, Berk Ustun & Cynthia Rudin. Interpretable Classification Models 

for Recidivism Prediction, 180 J. ROYAL STAT.  SOC’Y: SERIES A (STAT. IN SOC’Y) 689 (2017). 
Note that in this work and related work, the researchers limit themselves to features that are 
individually intuitively related to the outcome of interest. If these methods begin with 
features that do not have such a relationship, the model might be simple enough to inspect, 
but too strange to square with intuition. See Part III.B, infra. 
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II. LEGAL AND TECHNICAL APPROACHES TO INSCRUTABILITY 

This moment is not the first time that law and computer science 
have attempted to address algorithmic decision-making with explanation 
requirements. Credit scoring has long been regulated, in part, by requiring 
“adverse action notices,” which explain adverse decisions to consumers. 
And in Europe, concern about automated decisions has been part of data 
protection law for more than two decades, though the recently passed 
General Data Protection Regulation (GDPR)62 has reinvigorated interest in 
those provisions. On the machine learning side, the sub-field of 
“interpretability”—within which researchers have been attempting to find 
ways to understand complex models—is over thirty years old. 

What seems to emerge from the law and technical approaches is a 
focus on two kinds of explanation. The first concerns accounting for 
outcomes—how particular inputs lead to a particular output. The second 
concerns the logic of decision-making—full or partial descriptions of the 
rules of the system. This Part reviews the legal and technical approaches to 
outcome and logic-based explanations. 

A.  Legal Requirements for Explanation 

Though much of the current concern over inscrutable systems stems 
from the growing importance of machine learning, inscrutable systems 
predate the technique. As a result, some legislation already exists that seeks 
to regulate by having systems explain themselves. In this Part, we discuss 
two examples of different legal systems and strategies that rely on different 
types of explanations. Credit scoring is an example of an inscrutable system 
that predates machine learning, and for which some regulation seeks 
explanations. Credit scoring is governed by two statutes: the Fair Credit 
Reporting Act (FCRA)63 and the Equal Credit Opportunity Act (ECOA).64 
                                                                                                                       

62 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 
April 2016 on the Protection of Natural Persons with Regard to the Processing of Personal 
Data and on the Free Movement of Such Data, and Repealing Directive 95/46/EC, 2016 
O.J. L 119/1, art. 13(f)(2), 14(g)(2), 15(1)(h)(requiring access to “meaningful information 
about the logic” of automated decisions) [hereinafter “General Data Protection 
Regulation” or “GDPR”].  

63 15 U.S.C. § 1681, et seq. 
64 Id. § 1691, et seq. 
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Statistical credit scoring systems take information about consumers as 
inputs, give the inputs certain point values, add them to obtain a total score, 
and then make decisions based on that score. Each of these statutes require 
so-called “adverse action notices” that must include a statement of reasons 
for denials of credit or other outcomes based on credit. 

Articles 13–15 of the GDPR require data subjects to have access to 
“meaningful information about the logic involved” in any automated 
decision-making that significantly affects them.65 As the law has not yet 
taken effect, the import and proper interpretation of the requirement 
remain unclear. But in advance of the ultimate interpretation, the GDPR 
appears to ask for a functional description of the model—enough of a 
description of the rules governing decision-making such that a data subject 
can vindicate her other substantive rights under the GDPR and human 
rights law.66 

1. FCRA, ECOA, and Regulation B 

Before the 1950s, credit was not a large part of daily life in the 
United States. During the 1950s and 1960s, as credit became more popular, 
small credit bureaus arose, amassing large quantities of information about 
prospective credit applicants.67 These bureaus would both “track peoples’ 
names, addresses, and loan information” and “scour newspapers for notices 
of arrests, promotions, and marriages.”68 Once credit became more 
common, credit decisions were guided largely by the “three C’s of credit”: 
capacity, character, and collateral.69 

                                                                                                                       
65 GDPR art. 13(f)(2), 14(g)(2), 15(1)(h)(requiring access to “meaningful information 

about the logic” of automated decisions).  
66 See Andrew D. Selbst & Julia Powles, Meaningful Information and the Right to Explanation, 

7 INT’L DATA PRIVACY L. 233, 236 (2017). There is a vigorous debate in the literature 
about the “right to explanation” in the GDPR. See infra notes 116–120 and accompanying 
text. As a discussion of positive law, this debate is connected to, but different than the point 
we seek to make about the GDPR—that it is one example of a law that operates by asking 
for the logic of a system. Even if there is held to be no “right to explanation” in the GDPR, 
one could imagine an equivalent law that encodes such a requirement. 

67 ROBINSON + YU, KNOWING THE SCORE: NEW DATA, UNDERWRITING, AND 
MARKETING IN THE CONSUMER CREDIT MARKETPLACE 26 (2014), 
https://www.teamupturn.com/static/files/Knowing_the_Score_Oct_2014_v1_1.pdf.  

68 Id. 
69 Winnie F. Taylor, Meeting the Equal Credit Opportunity Act’s Specificity Requirement: 

 



DRAFT – PLEASE DO NOT QUOTE WITHOUT PERMISSION 6/8/18  

 
 
20 Fordham Law Review [Vol. 87:XX 
 
 

 

By the late 1960s, the modern credit industry had begun to emerge, 
relying on amassed information and statistical models to predict 
creditworthiness.70 While credit scoring was seen as a fairer, more objective 
way to make credit determinations,71 consumers were nonetheless worried. 
Credit reports often contained incorrect or outdated information that credit 
reporting agencies (CRAs; e.g., Experian, Transunion, and Equifax) had no 
incentive to correct.72 The industry was “secretive and enigmatic,”73 and 
consumers had no idea who had access to their information or to what uses 
it was being put.74  

Thus, in 1970, Congress passed FCRA75 to begin to rein in the 
unregulated credit industry. FCRA was “the first information privacy 
legislation in the United States.”76 It limits to whom and for what credit 
reports can be disclosed,77 allows consumers access to their credit reports,78 
and requires CRAs to employ procedures to ensure accuracy and dispute 
resolution.79 FCRA was not initially concerned with how decisions were 
being made, but rather with the then-new phenomenon of amassing large 
quantities of information. Four years later, however, Congress passed 
ECOA,80 and with it, took aim at the decision process. ECOA prohibits 
discrimination in credit decisions on the basis of race, color, religion, 
national origin, sex, marital status, age (for adults), receipt of public 
assistance income, or exercise in good faith of the rights guaranteed under 
the Consumer Credit Protection Act.81 

                                                                                                                       
Judgmental and Statistical Scoring Systems, 29 BUFF. L. REV. 73, 74 (1980). 

70 ROBINSON + YU, supra note 67, at 26. 
71 See Taylor, supra note 69, at 119. 
72 NATIONAL CONSUMER LAW CENTER, FAIR CREDIT REPORTING § 1.4.3 (8th ed. 

2013) [hereinafter NCLC, FAIR CREDIT REPORTING]. 
73 Lea Shepard, Toward A Stronger Financial History Antidiscrimination Norm, 53 B.C. L. 

REV. 1695, 1745 (2012). 
74 NCLC, FAIR CREDIT REPORTING, supra note 72, §§ 1.4.2-1.4.4. 
75 Pub. L. No. 91-508, tit. VI, 84 Stat. 1127 (1970) (codified as amended at 15 U.S.C. 

§§ 1681-1681x). 
76 PRISCILLA M. REGAN, LEGISLATING PRIVACY: TECHNOLOGY, SOCIAL VALUES, 

AND PUBLIC POLICY 101 (1995). 
77 Id. § 1681b. 
78 Id. § 1681g. 
79 Id. § 1681e(b)(2), § 1681i. 
80 Pub. L. No. 93-495, §§ 501-503 88 Stat. 1521 (1974) (codified at 15 U.S.C. § 1691(e)) 
81 15 U.S.C. § 1691. 
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ECOA introduced the adverse action notice requirement. When a 
creditor takes an adverse action against an applicant, the creditor must give 
a statement of “specific reasons” for the denial.82 When FCRA later 
adopted the requirement, it expanded the notice to cover uses of credit 
information beyond credit decisions and beyond decisions made by 
creditors, including such decision-making as employment.83 ECOA’s notice 
requirement was implemented by the Federal Reserve Board in “Regulation 
B,”84 which mandates that the “statement of reasons . . . must be specific 
and indicate the principal reason(s) for the adverse action.” The regulation 
also notes that it is insufficient to “state[] that the adverse action was based 
on the creditor’s internal standards or policies or that the applicant . . . 
failed to achieve a qualifying score on the creditors credit scoring system.”85 
An appendix to Regulation B offers a sample notification form designed to 
satisfy both the rule’s and FCRA’s notification requirements. Sample 
Form 1 offers twenty-four reason codes, including such varied explanations 
as “no credit file,” “length of employment,” or “income insufficient for 
amount of credit requested.”86 Though it is not necessary to use the form, 

                                                                                                                       
82 Id. § 1691(d)(3); Taylor, supra note 69, at 82 (“For the first time, federal legislation 

afforded rejected credit applicants an automatic right to discover why adverse action was 
taken.”) 

83 Id. § 1681m. 
84 12 C.F.R. § 1002.1, et seq. (“Regulation B”). 
85 Id. § 1002.9 (b)(2). 
86 12 C.F.R. Pt. 1002, App. C (“Sample Form”). The options are: 

__Credit application incomplete 
__Insufficient number of credit references provided 
__Unacceptable type of credit references provided 
__Unable to verify credit references 
__Temporary or irregular employment 
__Unable to verify employment 
__Length of employment 
__Income insufficient for amount of credit requested 
__Excessive obligations in relation to income 
__Unable to verify income 
__Length of residence 
__Temporary residence 
__Unable to verify residence 
__No credit file 
__Limited credit experience 
__Poor credit performance with us 
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most creditors tend to report reasons contained on that form believing it to 
be a safe harbor. 

Adverse action notices aim to serve the three purposes: 1) to alert a 
consumer that an adverse action has occurred; 2) to educate the consumer 
about how such a result could be changed in the future;87 3) to prevent 
discrimination.88 As the rest of this part will show, these reasons are 
commonly cited reasons for targeting explanation as a means of regulation. 
The first rationale, consumer awareness, is straightforward enough. It is a 
basic requirement of any information regulation regime that consumers be 
aware of systems using their information.89 But the relationship between 
adverse action notices and the other two rationales—consumer education 
and anti-discrimination—require further exploration. 

Adverse action notices can sometimes be helpful for consumer 
education. As Winnie Taylor pointed out, writing shortly after the passage 
of ECOA, some reasons—“no credit file” and “unable to verify income” are 
self-explanatory and would allow a consumer to take appropriate actions to 
adjust.90 Some explanations, such as “length of employment” are harder to 
understand or act on. Length of employment or home ownership are 
difficult to change. This suggests that an explanation of a specific decision 
may be informative, but it may not suggest an obvious path to an alternative 
                                                                                                                       

__Delinquent past or present credit obligations with others 
__Collection action or judgment 
__Garnishment or attachment 
__Foreclosure or repossession 
__Bankruptcy 
__Number of recent inquiries on credit bureau report 
__Value or type of collateral not sufficient 
__Other, specify: ___ 

87 Id. (“[R]ejected credit applicants will now be able to learn where and how their 
credit status is deficient and this information should have a pervasive and valuable 
educational benefit. Instead of being told only that they do not meet a particular creditor’s 
standards, consumers particularly should benefit from knowing, for example, that the 
reason for the denial is their short residence in the area, or their recent change of 
employment, or their already over-extended financial situation.”) 

88 S. REP. 94-589, 4, 1976 U.S.C.C.A.N. 403, 406 (“The requirement that creditors 
give reasons for adverse action is . . . a strong and necessary adjunct to the 
antidiscrimination purpose of the legislation, for only if creditors know they must explain 
their decisions will they effectively be discouraged from discriminatory practices.”) 

89 See supra note 29 and accompanying text. 
90 Taylor, supra note 69, at 97. 
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outcome. 
There are also situations in which it may not even be informative. 

Taylor imagined a hypothetical additive credit scoring system with eight 
different features—including whether an applicant owns or rents, whether 
he has a home phone, and what type of occupation he has, among other 
things—each assigned different point values.91 In a system like that, 
someone who comes up one point short could find himself with every factor 
listed as a “principal reason” for the denial. In one sense, this has to be 
correct because a positive change in any factor at all would change the 
outcome. But in another sense, choosing arbitrarily among equivalently 
valid reasons runs counter to the injunction to give specific and actionable 
notice. 

Taylor also described a real system from that era, complex in all the 
various ways described in Part I: nonlinear, nonmonotonic, discontinuous, 
and multidimensional: 

[A]pplicants who have lived at their present address for less than six months 
are awarded 39 points, a level which they could not reach again until they had 
maintained the same residence for seven and one-half years. Furthermore, 
applicants who have been residents for between six months and 1 year 5 
months (30 points) are considered more creditworthy than those who have 
been residents for between 1 and 1/2 years and 3 years 5 months (27 points).92 

If the creditor tried to explain simply, it would leave information out, but if 
the creditor were to explain in complete detail how the system worked, it 
would likely overwhelm a credit applicant. This is an equivalent problem to 
simply disclosing how a model works under the banner of transparency; 
access to the model is not the same as understanding.93 The Federal Reserve 
Board recognized this problem, observing that although all the principal 
reasons must be disclosed, “disclosure of more than four reasons is not likely 
to be helpful to the applicant.”94 The difficulty is that there will be situations 
where complexity cannot be avoided in a faithful representation of the 
scoring system, and listing factors alone will fail to accurately explain the 
                                                                                                                       

91 Id. at 105-107. 
92 Id. at 123. 
93 See Ananny & Crawford, supra note 22, at 7 (“Transparency can intentionally 

occlude.”) 
94 12 C.F.R. Pt. 1002, Supp. I Para. 9(b)(2) (“Official Interpretations”). FCRA later 

codified the same limitation. 15 U.S.C. 1681g(f)(1)(C). 
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decision, especially when limited to four.95 It is worth noting that modern 
credit systems appear not to be based on such complex models,96 likely due 
to the very existence of FCRA and ECOA. Credit predictions tend to rely 
on features that bear an intuitive relationship to default, such as past 
payment history.97 But the point is more general: approaches based on 
giving specific reasons for outcomes can fail where the system is too 
complex. 

The notice fares worse as an anti-discrimination measure. By 1974, 
forcing hidden intentions into the open was a common technique for 
addressing discrimination. Just one year before ECOA’s passage, McDonnell 
Douglas Corp. v. Green laid out the canonical Title VII burden-shifting 
framework for disparate treatment, which requires a defendant to rebut a 
prima facie case of employment discrimination with a non-discriminatory 
reason, and allows a plaintiff a chance to prove that the proffered reason is 
pretextual.98 Just two years before that, the Supreme Court in Griggs v. Duke 
Power Co.99 invented disparate impact doctrine, the purpose of which was 
arguably also to smoke out intentional discrimination where intent was 
hidden.100 Thus, ECOA sought the same goal—to force decision-making 
into the open in order to prevent discrimination. 

But while forcing stated reasons into the open captures the most 
                                                                                                                       

95 The document also states that the “specific reasons . . . must relate to and accurately 
describe the factors actually considered or scored by a creditor,” “[a] creditor need not 
describe how or why a factor adversely affected an applicant, and “[i]f a creditor bases the 
. . . adverse action on a credit scoring system, the reasons disclosed must relate only to those 
factors actually scored in the system.” Id. 

96 Patrick Hall, Wen Phan & SriSatish Ambati, Ideas on Interpreting Machine Learning, 
O’REILLY (Mar 15, 2017), https://www.oreilly.com/ideas/ideas-on-interpreting-machine-
learning 

97 CAROL A. EVANS, KEEPING FINTECH FAIR: THINKING ABOUT FAIR LENDING AND 
UDAP RISKS 4–5 https://consumercomplianceoutlook.org/assets/2017/second-
issue/ccoi22017.pdf?la=en; ROBINSON + YU, supra note 67, at 21. 

98 411 U.S. 792, 805 (1973). The Supreme Court later found that a jury may presume 
that if all the employer had was pretext, that itself is evidence of discrimination. St. Mary’s 
Honor Ctr. v. Hicks, 509 U.S. 502, 511 (1993) (“The factfinder’s disbelief of the reasons 
put forward by the defendant (particularly if disbelief is accompanied by a suspicion of 
mendacity) may, together with the elements of the prima facie case, suffice to show 
intentional discrimination.”). 

99 Griggs v. Duke Power Co., 401 U.S. 424, 431 (1971). 
100 Richard A. Primus, Equal Protection and Disparate Impact: Round Three, 117 HARV. L. 

REV. 494, 520-21 (2003) (discussing the “evidentiary dragnet” theory of disparate impact). 
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egregious forms of intentional discrimination, it does not capture much else. 
Although Regulation B bars collection of protected class information,101 
race, gender, and other features can be reliably inferred from sufficiently 
rich datasets.102 Should creditors want to discriminate intentionally by 
considering membership in a protected class directly, they would have to 
affirmatively lie about such behavior lest they reveal obvious wrongdoing. 
Should creditors instead rely on known proxies for membership in a 
protected class, while they would have to lie about the true relevance of 
these features in predicting creditworthiness, they could honestly cite them 
as reasons for the adverse action. In neither case does the notice 
requirement place meaningful constraints on creditors, nor does it create 
additional or unique liability beyond those present in the anti-discrimination 
provisions of the rest of the regulation.103 

More importantly, creditors using quantitative methods that do not 
expressly consider protected class membership are likely not engaged in 
intentional discrimination, yet the scoring systems might very well evince a 
disparate impact. Disparate impact doctrine attributes liability for a facially 
neutral decision that has a disproportionate adverse effect on a protected 
class, unless the decision-maker can provide a legitimate business reason for 
the scoring system and no equally effective but less discriminatory 
alternative exists.104 While ECOA does not expressly provide for a disparate 
impact theory of discrimination, case law suggests that it is very likely 
available.105  

The adverse action notice approach has two specific shortcomings 
for a disparate impact case. First, the consumer only has access to her own 
specific outcome. She is told that she was denied because of one to four 

                                                                                                                       
101 12 C.F.R. § 1002.5 
102 Barocas & Selbst, supra note 4, at 692. 
103 John H. Matheson, The Equal Credit Opportunity Act: A Functional Failure, 21 HARV. J. 

LEG. 371, 388 (1984). 
104 42 U.S.C. § 2000e-2(k)(1)(A). This description ignores the word “refuse,” in the 

statute, but is probably the more common reading. Barocas & Selbst, supra note 4, at 709. 
105 The Supreme Court has not ruled that it is available, but most circuit courts that 

have considered it have permitted it. Hurley & Adebayo, supra note 34, at 193 (citing 
Golden v. City of Columbus, 404 F.3d 950, 963 (6th Cir. 2005)). In addition, the Supreme 
Court ruled in 2015 that disparate impact theory was cognizable in the Fair Housing Act, 
which also does not expressly provide for it. Texas Dep’t of Housing & Cmty. Affairs v. 
Inclusive Communities Project, Inc., 135 S. Ct. 2507, 2518 (2015). 
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specific factors. Her single point of reference does not provide any 
understanding of the frequency of denials along protected class lines, so she 
cannot know whether there is a disparate impact. And with no 
understanding of the logic of the system—for example, how different inputs 
are weighted—she cannot even look at the decision-making to try to guess 
whether it is discriminatory; the notice simply provides no basis to bring a 
suit. 

Second, disparate impact has a different relationship to reasons 
behind decisions than does intentional discrimination. While for intentional 
discrimination, a consumer only needs to know that the decision was not 
made for an improper reason, knowing the specific reasons for which it was 
made becomes important for a disparate impact case.106 That is to say, it is 
not only important to understand how a statistical system converts inputs to 
specific outputs, but also why the system was set up that way. 

As we discussed in Part I, one avenue to ensure that there is an 
explanation of why the rules are the way they are is to require that the rules 
be based on intuitive relationships between input and output variables. This 
is the approach advocated by several scholars, particularly those focused on 
discrimination.107 It is not the only way, as we will discuss in Part III, but 
this inability to engage with the normative purposes of the statute is a clear 
shortcoming of explanations based solely on the outcome of a single case, 
which provides neither the logic of the system, nor any information about its 
normative elements. 

2. General Data Protection Regulation 

In 2016, the European Union passed the GDPR, which takes effect 
May 25, 2018.108 The GDPR is an EU-wide regulation that replaces the 
distributed system of data protection governed by the 1995 Data Protection 
Directive (Directive).109 Both laws regulate automated decision-making,110 

                                                                                                                       
106 Barocas & Selbst, supra note 4, at 702. 
107 See Part III.A.3, infra. 
108 GDPR, supra note 62, art. 99. 
109 Data Protection Directive, supra note 65. 
110 GDPR, supra note 62, art. 22(1) (“The data subject shall have the right not to be 

subject to a decision based solely on automated processing, including profiling, which 
produces legal effects concerning him or her or similarly significantly affects him or her.”; 
Data Protection Directive, supra note 65, art. 15. 
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but in the 23 years of the Directive’s existence, little jurisprudence has 
developed around that particular aspect of the law.111  

The GDPR’s discussion of automated decisions is contained in 
Article 22, Article 13(2)(f), Article 14(2)(g), and Article 15(1)(h). Article 22 is 
the primary piece and states, in relevant part, as follows:  

Article 22. Automated individual decision making, including profiling  

1. The data subject shall have the right not to be subject to a decision based 
solely on automated processing, including profiling, which produces legal 
effects concerning him or her or similarly significantly affects him or her. 

2. Paragraph 1 shall not apply if [exceptions (a)-(c)]. 

3. In the cases referred to in points (a) and (c) of paragraph 2, the data 
controller shall implement suitable measures to safeguard the data subjects 
rights and freedoms and legitimate interests, at least the right to obtain 
human intervention on the part of the controller, to express his or her 
point of view and to contest the decision. 

4. [omitted] 

Articles 13-15 spell out a data subject’s right to be informed about the data 
that data controllers have about them.112 Articles 13 and 14 describe the 
obligations of data controllers to affirmatively notify data subjects about the 
uses of their information,113 and Article 15 delineates the affirmative access 
rights that data subjects have to information about how their own data is 
used.114 All three provide for the following information: “the existence of 
automated decision-making, including profiling, referred to in Article 22(1) 
and (4) and, at least in those cases, meaningful information about the logic 
involved, as well as the significance and the envisaged consequences of such 
processing for the data subject.”115 

After the passage of the GDPR, scholars have begun to debate 
whether these requirements amount to a “right to explanation.”116 As one of 

                                                                                                                       
111 Wachter, et al., supra note 21, at 19. 
112 Id. at 14. 
113 See GDPR, supra note 62, art.13-14. 
114 See id. art. 15. 
115 Id. art.13(2)(f), 14(2)(g), 15(1)(h). 
116 See Goodman & Flaxman, supra note 18; Wachter, et al., supra note 21; See Selbst & 
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us has argued elsewhere, that debate has been bogged down in proxy battles 
over what the phrase “right to explanation” means, but whether one calls it 
a right to explanation or not, requiring that data subjects have meaningful 
information about the logic has to mean something related to 
explanation.117 Specifically, the GDPR’s meaningful information 
requirement applies “to the data subject herself”118 and “should be 
interpreted functionally, flexibly, and should, at a minimum, enable a data 
subject to exercise his or her rights under the GDPR and human rights 
law.”119 

Importantly for this discussion, the regulation demands that the 
“meaningful information” must be about the logic of the decisions.120 As we 
defined it in Part I, a model is inscrutable when it defies practical inspection 
and resists comprehension. An explanation of the logic therefore appears to 
precisely target inscrutability. The most important aspect of this type of 
explanation is that it is concerned with the operation of the model in 
general, rather than as it pertains to a particular outcome.  

The overall purposes of the GDPR are much broader than FCRA 
and ECOA. The EU treats data protection as a fundamental right,121 and 
Article 5 lists the following as principles the GDPR seeks to vindicate with 
respect to personal data: lawfulness, fairness and transparency, purpose 
limitation, data minimization, accuracy, storage limitation, integrity and 
confidentiality, and accountability. Several of these principles are a 
restatement of the FIPs that have shaped privacy policy for decades.122 But 

                                                                                                                       
Powles, supra note 66.; Lilian Edwards & Michael Veale, Slave to the Algorithm? Why a “Right to 
an Explanation” Is Probably Not the Remedy You Are Looking For, 16 DUKE L. & TECH. REV. 18 
(2017); Isak Mendoza & Lee A. Bygrave, The Right Not to Be Subject to Automated Decisions Based 
on Profiling, in EU INTERNET LAW 77 (arguing that a right to explanation can be derived as 
a necessary precursor to the right to contest the decision); Sandra Wachter, Brent 
Mittlestadt & Chris Russell, Counterfactual Explanations Without Opening the Black Box: Automated 
Decisions and the GDPR __ HARV. J. L. & TECH __  (forthcoming 2018). 

117 See Selbst & Powles, supra note 66, at 233. 
118 See id. at 236. 
119 Id. at 242. 
120 GDPR, supra note 62, art.13(2)(f), 14(2)(g), 15(1)(h). 
121 Id. art. 1. 
122 Kate Crawford & Jason Schultz, Big Data and Due Process: Toward A Framework to 

Redress Predictive Privacy Harms, 55 B.C. L. REV. 93, 106-7 (2014). While different lists of 
FIPPs conflict, one prominent example is the OECD’s list of eight: Collection Limitation 
Principle, Data Quality Principle, Purpose Specification Principle, Use Limitation 
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considered as a whole, including “lawfulness” and “fairness,” they begin to 
sound like the general idea of due process in all its expansiveness.  

Satisfying this requirement may in some cases involve disclosing the 
full set of rules that govern all decision-making—that is, the entire model.123 
But in some cases, it will not involve such radical disclosure. Depending on 
the specific goals at issue, the types of rules disclosed can be narrower, or the 
explanation can perhaps be met interactively, by providing data subjects 
with the tools to examine how changes in their information relate to 
changes in outcome.  

Although the GDPR’s goals are broader than those of ECOA and 
FCRA, by evaluating the ability of logic-based explanations to vindicate the 
goals of those statutes, we can demonstrate how explanations of the logic of 
decision-making can improve upon the shortcomings of the outcome-based 
approach in general. The three reasons were awareness, consumer (here, 
data subject) education, and anti-discrimination. Like in credit, awareness is 
straightforward, and in encapsulated by the requirement that the data 
subject be made aware of the “existence” of automated decision-making. 
The other two reasons are different when logic-based explanations are 
provided. 

Data subject education becomes a lot more straightforward here, as 
a legal matter, if not technical. Absent inscrutability, a data subject would be 
told the rules of the model, and would be able to comprehend his situation 
and how to achieve any particular outcome. This solves both problems that 
Taylor identified. Take the hypothetical system where a person missed on 
her credit application by one point, after the creditor totaled the point 
values from eight factors. While it might be impossible to point to four 
factors or fewer that were “principal reasons,” the explanation of the logic— 

                                                                                                                       
Principle, Security Safeguards Principle, Openness Principle, Individual Participation 
Principle, and Accountability Principle. OECD, THE OECD PRIVACY FRAMEWORK 14-15 
(2013), http://www.oecd.org/sti/ieconomy/oecd_privacy_framework.pdf 

123 The guidelines issued by Article 29 Working Party, a body tasked with giving 
official interpretations of EU law, states that the full model is not required. See ARTICLE 29 
DATA PROTECTION WORKING PARTY, GUIDELINES ON AUTOMATED INDIVIDUAL 
DECISION-MAKING AND PROFILING FOR THE PURPOSES OF REGULATION 2016/679, at 25 
(“The GDPR requires the controller to provide meaningful information about the logic 
involved, not necessarily a complex explanation of the algorithms used or disclosure of the 
full algorithm.”). As a matter of positive law, then, this is likely to be the outcome, but in 
some cases, it may fall short of something actually meaningful to the data subject. 
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what the eight factors were, that they were all assigned point values, and 
that the hypothetical applicant just missed by a point—would be much 
more useful to that particular rejected applicant.124 Or in Taylor’s real 
nonlinear, nonmonotonic, discontinuous, and multidimensional example, 
the full complexity can be appreciated in the paragraph-long description, 
where a reason code would in many cases be totally unhelpful. Of course, 
once machine learning enters the picture, and models become more 
complex, the limits on a technical ability to solve inscrutability may prevent 
these explanations from coming to fruition. But at least in theory, 
explanations of the logic are all that is needed for data subject education. 

Turning to discrimination—which here is a stand-in for broader 
normative questions about model justification—logic-based explanations do 
a little better than outcome-based, but may not completely address the 
shortcomings. Any rule that is manifestly objectionable becomes visible, so 
that is an improvement over outcome-only explanations. And for rules that 
seem facially neutral, one might begin to speculate if they might nevertheless 
have a disparate impact, based on the different rates at which certain input 
features are held across the population. But this is ultimately little more than 
guesswork.125 There might not be anything that appears immediately 
objectionable, nor would it appear likely to generate a disparate impact, yet 
it still could. Or alternatively, a set of rules could appear objectionable or 
discriminatory, but ultimately be justified. It will often be impossible to tell 
without more, and the possibility of happening on a set of rules that lend 
themselves to intuitive normative assessment is a matter of chance. 

B.  Interpretability in Machine Learning 

The overriding question that has prompted fierce debates about 
explanation and machine learning has been whether machine learning can 
be made to comply with the law. As we demonstrated in Part I, machine 
learning poses unique challenges for explanation and understanding—and 
thus challenges for meeting the apparent requirements of the law. Part II 
further demonstrated that even meeting the requirements of the law does 
not automatically provide the types of explanations that would be necessary 

                                                                                                                       
124 The Article 29 Working Party has, however, suggested that this approach is central 

to the “meaningful information” requirement. See id. 
125 See Part III.A.3, infra. 
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to assess whether decisions are well justified. And yet addressing the 
potential inscrutability of machine learning models remains a fundamental 
part of meeting this goal. 

As it happens, machine learning has a well-developed toolkit to deal 
with calls for explanation. There is an extensive literature on what the field 
calls “interpretability.”126 Early research recognized and tried to grapple 
with the challenge of explaining the decisions of machine learning models 
such that people using these systems would feel comfortable acting upon 
them.127 Practitioners and researchers have developed a wide variety of 
strategies and techniques to ensure that they learn interpretable models 
from data—many of which may be useful for complying with existing law, 
such as FCRA/ECOA and the GDPR. 

Interpretability has received considerable attention in research and 
practice due to the widely-held belief that there is a tension between how 
well a model will perform and how well humans will be able to interpret it. 
This view reflects the reasonable idea that models that consider a larger 
number of variables, a larger number of relationships between these 
variables, and a more diverse set of potential relationships is likely to be both 
more accurate and more complex. This will certainly be the case when the 
phenomenon that machine learning tries to model is itself complex. This 
intuition suggests that favoring simplicity for the sake of interpretability will 
come at the cost of performance.128  

While such views seem to be widely held,129 over the past decade, 
methods have emerged that attempt to side-step these difficult choices 
altogether, promising to increase interpretability while retaining high 
performance.130 The demand for explanations can be met with at least three 

                                                                                                                       
126 Lipton, supra note 48; Riccardo Guidotti et al., A Survey Of Methods For Explaining 

Black Box Models, https://arxiv.org/abs/1802.01933 (forthcoming). 
127 Bruce G. Buchanan & Edward H. Shortliffe. Rule-Based Expert System, in THE 

MYCIN EXPERIMENT OF THE STANFORD HEURISTIC PROGRAMMING PROJECT __ (1984). 
128 Leo Breiman, Statistical Modeling: The Two Cultures (with comments and a rejoinder by the 

author) 16 STAT. SCI. 16, 199, 206-13 (2001). 
129 Henrik Brink & Joshua Bloom, Overcoming the Barriers to Production-Ready Machine-

Learning Workflows, STRATA (2014); Such charts appear in government documents as well. 
DAVID GUNNING, EXPLAINABLE ARTIFICIAL INTELLIGENCE (XAI), DARPA-BAA-16-53 
(Aug. 10, 2016), https://www.darpa.mil/attachments/DARPA-BAA-16-53.pdf. 

130 For a recent survey, see Michael Gleicher, A Framework for Considering Comprehensibility 
in Modeling. 4 BIG DATA 4, 75 (2016). 
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different responses: 1) purposefully orchestrating the learning process such 
that the resulting model is interpretable; 2) applying special techniques after 
model creation to either approximate the model in a more readily 
intelligible form or identify features that are most salient for specific 
decisions; and 3) providing tools that allow people to interact with the model 
and get a sense for its operation. 

1. Purposefully Building Interpretable Models 

Where complexity might cause a model to become unwieldy, 
practitioners have a number of different levers at their disposal to 
purposefully design simpler models. First, they may choose to consider only 
a limited set of all possible features. By limiting the analysis to a smaller set 
of variables, the total number of relationships uncovered in the learning 
process might be sufficiently limited to be intelligible to a human. It is very 
likely that a model with five features, for example, will be more interpretable 
than a model with five hundred.  

Second, practitioners might elect to use a learning method that 
outputs a model that can be more easily parsed than the output of other 
learning methods.131 For example, decision tree algorithms learn nested 
rules that can be represented visually as a tree with subdividing branches. 
To understand how the model would process any particular case, 
practitioners need only walk through the relevant branches of the tree; to 
understand the model overall, practitioners can explore all the branches to 
develop a sense of how it would apply to all possible cases. 

The experience of applying machine learning to real-world problems 
has led to widely held beliefs among practitioners about the relative 
interpretability of models that result from different learning methods. In 
particular, folk knowledge suggests that there is a trade-off between 
interpretability and accuracy.132 Methods like linear regression generate 
models perceived as highly interpretable, but relatively low performing, 
while methods like deep learning result in high performing models that are 
exceedingly difficult to interpret. Though this is a commonly asserted and 
accepted trade-off, researchers have pointed out that such comparisons do 

                                                                                                                       
131 David Lehr & Paul Ohm, Playing with the Data: What Legal Scholars Should Learn About 

Machine Learning, 51 U.C. DAVIS L. REV. 653, 688-95 (2017). 
132 See, e.g., Breiman, supra note 128, at 208. 
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not rest on a rigorous definition of interpretability or empirical studies.133 
And yet such beliefs routinely guide practitioners’ decisions when applying 
machine learning to different kinds of problems.134 

Another method is to set the parameters of the learning process to 
ensure that the resulting model is not so complex that it defies human 
comprehension. For example, even decision trees will become unwieldy for 
humans at some point if they involve an exceedingly large number of 
branches and terminal leaves. Practitioners routinely set an upper bound on 
the number of terminal leaves to constrain the potential complexity of the 
model.135 For decades, practitioners in regulated industries like credit and 
insurance have purposefully limited themselves to a relatively small set of 
features and less sophisticated learning methods.136 In so doing, they have 
been able to generate models that lend themselves to sensible explanation, 
but they have also knowingly forgone the additional accuracy that would 
come from a richer and more advanced analysis.137  

Linear models remain the standard in industry because they allow 
companies to much more readily comply with the law. When they involve a 
sufficiently small set of features, linear models are concise enough for a 
human to grasp the relevant statistical relationships and to play out different 
scenarios. They are simple enough that a full description of the model may 
amount to the kind of meaningful information about the logic of automated 
decisions requested by the GDPR. At the same time, linear models also 
make the relative importance of different features immediately evident by 
assigning a specific numerical weight to each feature, which might allow 
companies to quickly extract the principal factors for an adverse action 
notice under ECOA. 

Beyond the choice of features, learning method, or learning 
parameters, there are techniques that can make simplicity an additional and 
explicit optimization criterion in the learning process. The most common 
such method is called regularization. Much like setting an upper limit on the 
number of branches in a decision tree, regularization methods allow model 

                                                                                                                       
133 Alex A. Freitas, Comprehensible Classification Models: A Position Paper. 15 ACM 

SIGKDD EXPLORATIONS NEWSLETTER 1 (2014). 
134 See Lipton, supra note 48, at 4. 
135 Id. 
136 Hall, et al., supra note 96. 
137 Id. 
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complexity to be taken into account during the learning process by assigning 
a cost to excess complexity.138 In doing so, model simplicity becomes an 
additional express objective alongside model performance—and the 
learning process can be set up in such a way as to find the optimal trade-off 
between these sometimes-competing objectives.139 

Finally, the learning process can also be constrained in such a way 
that all features exhibit monotonicity. Monotonicity constraints are 
widespread in credit scoring because they make it easier for people to reason 
about how scores will change when the value of specific variables change 
and therefore allow creditors to automate the process of generating the 
reason codes required by FCRA and ECOA.140 As a result of these legal 
requirements, creditors and others that use data-driven decision-making 
often have incentives to ensure that their models are interpretable by design. 

2. Post Hoc Methods 

An entirely different set of techniques for improved interpretability 
exist that do not place any constraints on the model-building process. 
Instead, these techniques begin with models learned with more complex 

                                                                                                                       
138 One specific version of this method, widely used in practice, is called Lasso. Robert 

Tibshirani. Regression Shrinkage and Selection Via the Lasso, J. Royal Stat. Soc’y 267. Series B 
(Methodological) (1996). It was originally designed to increase accuracy by avoiding 
overfitting, which occurs when a model assigns significance to too many features, and thus 
accidentally learns patterns that are peculiar to the training data and not representative of 
patterns in the real world. Machine learning is only effective in practice when it successfully 
identifies robust patterns in the training data while also ignoring patterns that are just 
artifacts of the particular sample of cases assembled in the training data. Lasso increases 
accuracy by forcing the learning process to ignore relationships that are relatively weak, 
and therefore more likely to be artifacts of the specific examples that happened to be in the 
training data. Because Lasso works by strategically removing unnecessary features, in many 
real-world applications, the technique can simultaneously improve interpretability (by 
reducing complexity) and increase performance (by helping to avoid overfitting). Where it 
applies, this demonstrates that improved interpretability might not always come at the cost 
of performance. But where potential overfitting is not a danger, regularization methods will 
indeed result in degradations in performance. 

139 Gleicher, supra note 130. 
140 Hall, et al., supra note 96. Monotonicity allows creditors to rank order variables 

according to how much the value of each variable in an applicant’s file differs from the 
value of such variables for the ideal customer—and the top four variables can function as 
reason codes. 
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methods and attempt to approximate them with simpler and more readily 
interpretable methods. Most methods in this camp generate what can be 
understood as a model of the model.  

These methods attempt to overcome the fact that simpler learning 
methods cannot always reliably discover as many useful relationships in the 
data. For example, the learning process involved in decision trees is what is 
known as a “greedy algorithm.”141 Once the learning process decides to 
introduce a particular branch, the method does not permit walking back up 
the branch. Therefore, if there is a relationship between items on two 
different branches, it will not be discovered. More complex learning 
methods, like support vector machines or neural networks, lack the same 
limitation, but they do not result in models as interpretable as decision trees. 
Nonetheless, rules that cannot be learned with simpler methods can often still 
be represented effectively by simpler models. Techniques like rule extraction 
can allow simple models to “cheat” because the answers that simpler 
learning method would otherwise miss are known ahead of time. 

These methods are costly and do not have universal success. 
Practitioners must invest a considerable amount of time and effort to adapt 
and apply these techniques to their particular task. And despite 
practitioners’ best efforts, replicating the performance of more complex 
models in a simple enough form might not be possible where the 
phenomena are themselves particularly complex. For example, 
approximating a model developed with deep learning in a decision tree 
might require too large a number of branches and leaves to be 
understandable in practice.142 

When these methods work well, they ensure that the entire set of 
relationships learned by the model can be expressed concisely, without 
giving up much performance. Accordingly, they serve a similar role to the 
interpretability-driven design constraints discussed above. When they do not 
work as well, arriving at an interpretable model might necessitate sacrificing 
part of the performance gained by using the more complex model. But even 
when these methods involve a notable loss in performance, the resulting 
models frequently perform far better than what would have been learned 

                                                                                                                       
141 STUART RUSSELL & PETER NORVIG, ARTIFICIAL INTELLIGENCE: A MODERN 

APPROACH 92 (3d. ed. 2014). 
142 See Lipton, supra note 50, at 98. 
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with simple methods alone.143 This helps to explain why such methods have 
been adopted in practice. 

Other tools have also emerged that attack the problem of 
interpretability from a different direction. Rather than attempting to ensure 
that machine learning generates an intelligible model overall, these new 
tools furnish more limited explanations that only account for the relative 
importance of different features in particular outcomes—similar to the 
reason codes required by FCRA and ECOA. At a high level, most of these 
methods adopt a similar approach: they attempt to establish the importance 
of any feature to a particular decision by iteratively varying the value of that 
feature while holding the value of other features constant.144  

These tools seem well suited for the task set by ECOA, FCRA, or 
future similar outcome-oriented approaches: explaining the principal 
reasons that account for the specific adverse decision. As we will discuss 
further in the next section, there are several reasonable ways to explain the 
same specific outcome. These methods are useful for two of the most 
common: either determining the relative contribution of different features or 
identifying the features whose values would have to change the most to 
change the outcome.145 One could imagine applying these methods to 
models that consider an enormous range of features and map out an 
exceedingly complex set of relationships. While such methods will never 

                                                                                                                       
143 Johan Huysmans, Bart Baesens & Jan Vanthienen, Using Rule Extraction to Improve the 

Comprehensibility of Predictive Models (unpublished manuscript), 
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=961358 

144 David Baehrens, et al., How to Explain Individual Classification Decisions.11 J. MACHINE 
LEARNING RESEARCH 1803 (2010); Andreas Henelius, et al.. A Peek Into the Black Box: 
Exploring Classifiers by Randomization, 28 DATA MINING AND KNOWLEDGE DISCOVERY 1503 
(2014); Philip Adler et al., Auditing Black-Box Models for Indirect Influence, 54 KNOWLEDGE AND 
INFO. SYSTEMS 95 (2018); Marco Tulio Ribeiro, Sameer Singh, & Carlos Guestrin. Why 
Should I Trust You?: Explaining the Predictions of Any Classifier. In PROC. 22ND ACM SIGKDD 
INTERNATIONAL CONFERENCE ON KNOWLEDGE DISCOVERY AND DATA MINING 1135 
(2016); Anupam Datta, Shayak Sen, & Yair Zick, Algorithmic Transparency Via Quantitative 
Input Influence: Theory And Experiments With Learning Systems, in SECURITY AND PRIVACY (SP), 
2016 IEEE SYMPOSIUM 598 (2016). 

145 These methods are generally sensitive to interactions among variables and are able 
to measure indirect as well as direct influence. See, e.g., Adler, et al., supra note 144; Datta, et 
al., supra note 144; JULIUS ADEBAYO, FAIRML: AUDITING BLACK-BOX PREDICTIVE 
MODELS (2017), http://blog.fastforwardlabs.com/2017/03/09/fairml-auditing-black-box-
predictive-models.html. 
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make these relationships sensible to a human overall, they will provide a 
well-ordered list of reasons that explain a specific decision.  

Unfortunately, however, these methods may not work well in cases 
where models take a much larger set of features into account. Should many 
features each contribute a small amount to a particular determination, 
listing each of them in an explanation for a particular decision is not likely 
to be terribly helpful. This is the machine-learning version of Taylor’s 
hypothetical credit example. The number of features identified as influential 
might be sufficiently large that the explanation would simply reproduce the 
problem of inscrutability that it aims to address.146 But the only alternative 
in these cases—arbitrarily listing fewer reasons than the correct number—is 
also unsatisfying when they are all equivalently important. As it happens, 
post hoc explanations for credit and other similarly important decisions are 
likely to be most attractive precisely when they do not seem to work well—
that is, when the only way to achieve a certain level of performance is to 
vastly expand the range of features under consideration.  

These methods are also unlikely to generate explanations that satisfy 
logic-like approaches like the GDPR. Indeed, such techniques pose a unique 
danger in misleading people into believing that the reasons that account for 
specific decisions must also apply in the same way for others—that the 
reasons for a specific decision illustrate a general rule. Understandably, 
people will have a tendency to extrapolate from explanations of specific 
decisions to like cases, but the model—especially a complex one—may have 
a very different basis for identifying like cases. These methods offer 
explanations that apply only to the case at hand, and cannot be 
extrapolated to decisions based on other input data. 

3. Interactive Approaches 

One final set of approaches is interactive rather than explanatory. 
Practitioners can allow people to get a feel for their models by producing 
interactive interfaces that bear a strong resemblance to the more rigorous 
tools developed within computer science. This can take two quite different 

                                                                                                                       
146 This might come as a surprise, given how well this approach works when applied to 

deep learning models, but recall that explanations in the case of object recognition take the 
form of visualizations: highlighting the specific pixels in an image that would have to 
change to change the classification.  
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forms. One is the type proposed by Danielle Citron and Frank Pasquale,147 
and implemented, for example, by Credit Karma.148 Beginning with a 
person’s baseline credit information, Credit Karma offers a menu of 
potential changes, such as opening new credit cards, obtaining a new loan, 
or going into foreclosure, among others. A person using the interface can 
then select each of these to see how each action would affect his credit score. 
This does not amount to a full explanation because a person at a different 
starting point could make similar moves with different outcomes, but it gives 
the individual user a partial functional feel for the logic of the system. 

The second is more complicated and abstract. Mireille Hildebrandt 
has proposed something she terms “transparency-enhancing 
technologies.”149 Hildebrandt envisions an interface that would allow people 
to adjust the value of multiple features at the same time in a model, with the 
goal of providing people a loose sense of the relationship between these 
features and some outcome as well as the relationship between the features 
themselves. The goal of this type of technology is not to tell the user what 
changes in his results specifically, but allow him to get a feel from an 
arbitrary starting point. 

While regulators have expressed interest in this idea,150 it poses a 
difficult technical challenge. The statistical relationships at work in these 
models may be sufficiently complex that no consistent rule would become 
evident by tinkering with adjustable sliders, for example. Models might 
involve a very large number of inputs with complex and shifting 
interdependencies such that even the most systematic tinkering would 
quickly generate outcomes that would be difficult for a person to explain in 
a principled way.  

Where models are simple enough, these approaches seem to get at 
the educational goals of both ECOA and the GDPR by allowing data 

                                                                                                                       
147 See Citron and Pasquale, supra note 7, at 28-30 (discussing “interactive modeling”). 
148 See CREDIT SCORE SIMULATOR, https://www.creditkarma.com/tools/credit-score-

simulator. 
149 Mireille Hildebrandt, A Vision of Ambient Law, INFO. TECH. & SOC’Y COLLOQUIUM 

(2009). See also NICHOLAS DIAKOPOULOS, ALGORITHMIC ACCOUNTABILITY REPORTING: 
ON THE INVESTIGATION OF BLACK BOXES, http://towcenter.org/wp-
content/uploads/2014/02/78524_Tow-Center-Report-WEB-1.pdf; 

150 INFORMATION COMMISSIONER'S OFFICE, BIG DATA, ARTIFICIAL INTELLIGENCE, 
MACHINE LEARNING AND DATA PROTECTION 87-88, https://ico.org.uk/media/for-
organisations/documents/2013559/big-data-ai-ml-and-data-protection.pdf 
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subjects to gain an intuitive feel for the system. But ironically, this would be 
accomplished by complying with neither law, because a person is unlikely to 
be able to give a specific reason for denial or an account of the logic after 
playing with it, even if they feel that they understand the system better 
afterward. 

One danger of this approach is that it could do more to placate than 
elucidate. People could try to make sense of variations in the observed 
outputs by favoring the simplest possible explanation that accounts for the 
limited set of examples that they generated by playing with the system. But 
such an explanation is likely to take the form of a rule that incorrectly 
assigns a small set of specific variables unique significance and treats their 
effect on the outcome as linear, monotonic, and independent. Thus, for 
already simple models that can be explained, interactive approaches may be 
useful (to give people a feel without disclosing the algorithm, for example), 
but for truly inscrutable systems, they could well be dangerous. 

 
*   *   * 

 
Remarkably, the techniques available within machine learning for 

ensuring interpretability correspond almost perfectly to the different types of 
explanation called for in both existing and forthcoming law. There are, on 
the one hand, varied strategies and techniques available to practitioners that 
can deliver models whose inner workings can be expressed succinctly and 
sensibly to a human observer, either an expert (e.g., a regulator) or lay 
person (e.g., a person affected by the decision). Laws that seek logic-like 
explanations would be well served by these methods. On the other hand, 
outcome-focused laws like ECOA that care only about principal reasons—
and not the set of rules that govern all decisions—have an obvious partner 
in tools that furnish post hoc accounts of the factors that influenced any 
particular determination.  

Where they succeed, these methods can be used to meet the 
demands of regulatory regimes that demand outcome- and logic-like 
explanations. But both techniques have their limitations. If highly 
sophisticated machine learning tools continue to be used, interpretability 
may simply be difficult to achieve in some instances, especially when the 
phenomena at issue are themselves complex. And post hoc accounts that list 
the factors most relevant to a specific decision may not work well when the 
number of relevant factors grows beyond a handful—a situation that is most 
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likely to occur when such methods would be most attractive (e.g., when 
dealing with deep learning models).  

Notably, neither the techniques nor the laws go beyond describing 
the operation of the model. Though they may help to explain why a 
decision was reached or how decisions are made, they cannot address why 
decisions happen to be made that way or whether the decisions are 
justifiable. 

III. FROM EXPLANATION TO INTUITION 

So far, the majority of discourse around understanding machine 
learning models has seen the proper task as opening the black box and 
explaining what is inside. This has certainly been the focus of legal and 
technical approaches, as we demonstrated in the prior Part. As far as we can 
tell, scholars, technologists, and policymakers have three different beliefs 
about the value of opening the black box. The first is a fundamental 
question of autonomy, dignity, and personhood. The second is a more 
instrumental value: educating the subjects of automated decisions about 
how to achieve different results. The third is a more normative question—
the idea that by explaining the model, we can recognize its flaws.  

But the black-box-only approach is limited for the purposes of 
justifying decision-making. The first two beliefs are not about justifying 
decisions at all, and the third relies heavily on the expected power of 
intuition. In this Part we demonstrate that an exclusive focus on the black 
box makes it appear that for those concerned with the justification for 
decision-making, the goal of explanation is to find a way to bring intuition 
to bear in deciding whether the model is well justified. We then explain both 
the power and limitations of an approach that relies on intuition. 

A.  The Value of Opening the Black Box 

1. Explanation as Inherent Good 

There are several reasons to view explanation as a good unto itself, 
and perhaps a necessary part of a system constrained by law, including a 



DRAFT – PLEASE DO NOT QUOTE WITHOUT PERMISSION 6/8/18  

 
 
2018] THE INTUITIVE APPEAL OF EXPLAINABLE MACHINES 41 
 
 

 

respect for autonomy, dignity, and personhood.151 There is a fundamental 
difference between wanting an explanation for its own sake, irrespective of 
what the specific explanation is, and wanting an explanation for the purpose 
of vindicating certain specific empowerment or accountability goals. Fears 
about a system that lacks explanation are visceral. This fear is best 
exemplified in popular consciousness by Franz Kafka’s The Trial,152 a story 
about faceless bureaucracy that makes consequential decisions about people 
for which they have no input and no understanding.153  

This concern certainly motivates some of the concern of lawmakers 
and scholars. In his article Privacy and Power, Dan Solove refers to this as a 
“dehumanizing” state of affairs described by the “powerlessness and 
vulnerability created by people’s lack of any meaningful form of 
participation” in the decision.154 David Luban, Alan Strudler, and David 
Wasserman argue that “a central aspect of the common good”—which they 
argue forms the basis of law’s legitimacy—“lies in what we might call the 
moral intelligibility of our lives,” and that the “horror of the bureaucratic 
process lies not in officials’ mechanical adherence to duty, but rather in the 
individual’s ignorance of what the fulfillment of his or her duty may 
entail.”155 The concerns of dignity and personhood certainly motivate the 
data protection regime in Europe,156 if less directly the law in the United 
States.157 

We lack the space (and the expertise) to do proper justice to the 
personhood argument for explanation. Accordingly, our goal is to flag it 
here and set it aside as a parallel concern to our broader concerns about 
enabling justifications for automated decisions. To the extent the 
                                                                                                                       

151 Lawrence B. Solum, Legal Personhood for Artificial Intelligences, 70 N.C. L. REV. 1231, 
1238-39 (1992) (explaining that while “person” usually means human being in the law, 
“personhood” is a question of the attendant “bundle of rights and duties”).  

152 FRANZ KAFKA, THE TRIAL (1925). 
153 See Daniel J. Solove, Privacy and Power: Computer Databases and Metaphors for Information 

Privacy, 53 STAN. L. REV. 1393, 1398 (2001) (arguing that Kafka’s The Trial is a better 
metaphor than George Orwell’s 1984 for modern anxieties over data). 

154 Id. at 1423. 
155 David Luban, Alan Strudler & David Wasserman, Moral Responsibility in the Age of 

Bureaucracy, 90 MICH. L. REV. 2348, 2355 (1992).  
156 Meg Leta Jones, The Right to a Human in the Loop: Political Constructions of Computer 

Automation and Personhood, 47 SOC. STUDIES SCI. 216, 223-24. 
157 See James Q. Whitman, The Two Western Cultures of Privacy: Dignity Versus Liberty, 113 

YALE L.J. 1151 (2004). 
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personhood rationale can be converted to a more actionable legal issue, it is 
reflected in the concept of “procedural justice,” most famously championed 
by Tom Tyler. Procedural justice is the essential quality of a legal system 
that shows respect for its participants, which might entail transparency, 
consistency, or even politeness.158 Tyler and others have shown that people 
care deeply about procedural justice, to the point that they might find a 
proceeding more tolerable and fair if they find their procedural justice 
concerns satisfied than if they have their preferred outcome in the 
proceeding.159 Procedural justice, Tyler argues, is necessary on a large scale 
because it allows people to buy in to the legal system, and comply with the 
law, both of which are essential parts of a working legal system.160 
Presumably, to the extent automated decisions can be legally or morally 
justified, people will have to accept them rather than have them imposed 
externally, and a result, the personhood rationale for model explanation also 
implicates procedural justice.  

Ultimately, that there is inherent value in explanation is clear. But as 
a practical matter, those concerns are difficult to administer. It is difficult to 
quantify the inherent value of explanation or to compare it to other 
concerns. To the extent there are genuine tradeoffs between explanation 
and other normative values such as accuracy or fairness, we believe the 
inherent value of explanation does not automatically trump competing 
considerations. Nor does noting the inherent value provide much guidance 
as to the type of explanation required. While the inherent value cannot be 
ignored, it is not sufficient to end the discussion at this point.  

2. Explanation as Enabling Action 

Some scholars and policymakers have focused on explanation as a 
means to enable action in the consumer or data subject. This reflects the 
desire for consumer education that justified credit scoring regulations. While 
we do not intend to claim that consumer or data subject explanation is the 
sole focus of the scholars involved in this discourse, we believe the desire for 
actionable explanations is driving a good deal of this work. 
                                                                                                                       

158 Tom R. Tyler, What Is Procedural Justice?: Criteria used by Citizens to Assess the Fairness of 
Procedures, 22 L. & SOC’Y REV. 103, 132. 

159 See, e.g., Tom R. Tyler, Procedural Justice, Legitimacy, and the Effective Rule of Law, 30 
CRIME & JUSTICE 287, 291 (2003).; Tyler, supra note 158 at 128. 

160 TOM R. TYLER, WHY PEOPLE OBEY THE LAW (1990). 
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Within this subset of the total work, the scholarship has broken into 
two related debates. The first is whether the goal of black box explanation is 
outcome- or logic-driven, and the second is about how to best explain 
outcomes in an actionable way. 

The divide between outcome- and logic-based explanations 
originates with an Article by Sandra Wachter, Brent Mittlestadt, and 
Luciano Floridi.161 These scholars split explanations between “system 
functionality” and “specific decisions.”162 As they define it, system 
functionality is “the logic, significance, envisaged consequences, and general 
functionality of an automated  decision-making  system,” and explanations 
of specific decisions are, “the rationale, reasons, and individual 
circumstances of a specific automated decision.”163 Aside from a few details, 
this framework roughly corresponds to our discussion of outcome- and 
logic-based explanations. In a responsive Article, one of us argued that given 
the input data, a description of the logic will provide a data subject with the 
means to determine any particular outcome, and thus, explanations of the 
logic will be more useful.164 This mirrors the debate in the technical 
community about the best way to understand the meaning of 
interpretability. As we described in Part II.B, the main split within the 
technical community is whether to aim for interpretable models or to 
account for specific decisions.  

As the discussion has evolved in the legal scholarship, new work has 
seemingly converged on the belief that explaining specific outcomes is the 
right approach. The debate has therefore shifted to the different methods by 
which specific decisions can be explained, of which there are many. For 
example, a working group at the Berkman Klein Center for Internet and 
Society begin by recognizing that explanations are infinitely variable in 
concept, but claim that “[w]hen we talk about an explanation for a decision, 
though, we generally mean the reasons or justifications for that particular 
outcome, rather than a description of the decision-making process in 

                                                                                                                       
161 Wachter, et al., supra note 21. 
162 Id. at 78. They actually insert explanations into a 2x2 grid: they can be either ex 

ante or ex post and can be either explanations of system functionality or specific decisions. 
Only the latter part is relevant to the discussion at hand. 

163 Id. 
164 Selbst & Powles, supra note 66, at 239; see also Citron & Pasquale, supra note 7, at 26 

(focusing on the “the logics of predictive scoring systems”). 
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general.”165 They propose three different ways to examine a specific 
decision: the main factors in a decision, the minimum change required to 
switch the outcome of a decision, and explanations for similar cases with 
divergent outcomes or divergent cases with similar outcomes.166  

Wachter, Mittlestadt, and Chris Russell are narrower still, focusing 
on counterfactual explanations that represent “the smallest change to the 
world” that would result in a different answer.167 They envision a distance 
metric where if one were to plot all n features in an n-dimensional space, the 
counterfactual is the shortest “distance” from the data subject’s point in the 
space (defined by the values of the features she possesses) to the surface that 
makes up the outer edge of a desirable outcome.168  

In the beginning of their article, Wachter, Mittlestadt, and Russell 
discuss three rationales for explanations: to help an individual understand 
the decision, to help contest the decision, and to enable action to create a 
better outcome.169 These are similar to the three we mention here. But 
when they apply their suggested intervention of counterfactual explanations, 
it is clear that most of the value comes from the last rationale: actionable 
explanations. Their discussion of how counterfactuals aid understanding 
simply argues that as a matter of positive law, the GDPR requires almost 
nothing except a “meaningful overview,” which can be encapsulated via 
pictorial “icons” about the type of processing done, and that because 
counterfactual explanations offer something specific to the data subject, they 
aid understanding more. If their interpretation of the law is correct,170 then 

                                                                                                                       
165 FINALE DOSHI-VELEZ, ET AL., ACCOUNTABILITY OF AI UNDER THE LAW: THE 

ROLE OF EXPLANATION, https://arxiv.org/abs/1711.01134 at 2. 
166 Id. at 3. 
167 Wachter, Mittlestadt & Russell, supra note 116. 
168 Id. at *12–16. Distance metrics are a way to solve this problem. Hall et al. describe 

another distance metric that is used in practice. Hall, Phan & Ambati, supra note 96. They 
employ a distance metric to identify the features that need to change the most to turn a 
credit applicant into the ideal applicant. Id. Alternatively, other methods could be, for 
example, the features over which a consumer has the most control, the features that would 
cost a consumer the least to change, or the features least coupled to other life outcomes, 
and thus easier to isolate. The main point is that the law provides no formal guidance as to 
the proper metric for determining what reasons are most salient, and this part of the debate 
is all about attempting to resolve this question. 

169 Wachter, Mittlestadt & Russell, supra note 116, at *5. 
170 The positive law debate about the right to explanation is not the subject of this 

Article, but suffice it to say, despite the certainty with which the authors state their 
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offering more than nothing is not saying much. Meanwhile, in the later 
discussion of using counterfactuals to contest the decision, the authors admit 
that in order to contest a decision, it is likely necessary to understand the 
logic of a system, rather than be given a counterfactual explanation.171 The 
real value, then, of their intervention, is to better allow data subjects to alter 
their behavior, when the counterfactual in question suggests that the 
decision is made based on alterable characteristics.  

Lilian Edwards and Michael Veale took a different approach, 
thinking about “model-centric” and “subject-centric” explanations.172 They 
define these terms as follows: “Model-centric explanations (MCEs) provide 
broad information about a ML model which is not decision or input-data 
specific,” while “[s]ubject-centric explanations (SCEs) are built on and 
around the basis of an input record.”173 Thus, SCEs are another way to 
explain specific outcomes. They further differentiate SCEs as sensitivity-
based, case-based, demographic-based, and performance-based, but do not 
elaborate after defining the terms.174 Edwards and Veale do set themselves 
apart from the other scholars discussed here because their MCEs are in part 
explanations outside the black box, and bear some similarity to what we 
seek to accomplish in Part IV. 

Empowering people to navigate the algorithms that affect their lives 
is an important goal and has genuine value. This is a pragmatic response to 
a difficult problem. But it casts the goal of explanations as something quite 
limited: ensuring people know the rules of the game so that they can play it 
better. This approach is not oriented around asking if the basis of decisions 
is well-justified; rather it takes decisions as a given and seeks to allow those 
affected by them to avoid or work around bad outcomes. Rather than using 
explanations to ask about the justifications for decision-making, this 
approach shifts responsibility for bad outcomes from the designers of 
automated decisions to those affected by them.175 

                                                                                                                       
interpretation of the law, it is just one interpretation. See sources cited supra note 116. 

171 Id. at *38. Their one example where a counterfactual can lead to the ability to 
contest is a similarly atypical case to those we discuss in Part III.C, infra. 

172 Edwards & Veale, supra note 116, at 55–59. 
173 Id. at 55–56. 
174 Id at 58. 
175 This is remarkably similar to the longstanding privacy and data protection debate 

around notice and consent, where the goal of notice is to better inform consumers and data 
subjects, and the assumption is that better information will lead to preferable results. See 
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3. Explanation as Exposing a Basis for Evaluation 

The final presumed value of explanation is that it will reveal some 
basis to question the validity of or normatively object to decision-making. As 
Pauline Kim has observed:  

When a model is interpretable, debate may ensue over whether its use is 
justified, but it is at least possible to have a conversation about whether relying 
on the behaviors or attributes that drive the outcomes is normatively 
acceptable. When a model is not interpretable, however, it is not even possible 
to have the conversation. 

But what does it mean to have a conversation based on what an 
interpretable model reveals? 

The work of Rich Caruana et al. begins to answer that question.176 
They discovered that a model trained to predict complications from 
pneumonia had learned to associate asthma with a reduced risk of death.177 
To anyone with a passing knowledge of asthma and pneumonia, this result 
was obviously wrong. The model was trained on clinical data from past 
pneumonia patients, and it turns out that patients who suffer from asthma 
truly did end up with better outcomes.178 What the model missed, however, 
was that these patients regularly monitored their breathing causing them to 
go to the hospital earlier, and once at the hospital, they were thought to be 
higher risk, so they received more immediate and focused treatment.179 
Caruana et al. drew a general lesson from this experience: to avoid learning 
artifacts in the data, the model should be sufficiently simple that experts can 
inspect the relationships it has uncovered to determine if they correspond 
with domain knowledge. Thus, the purpose of explanation is to permit a 

                                                                                                                       
Daniel J. Solove, Privacy Self-Management and the Consent Dilemma, 126 HARV. L. REV. 1880 
(2013). In reality, this often fails protect privacy because it construes privacy as a matter of 
individual decision-making that a person can choose to protect, rather than something that 
can be affected by others with more power. See, e.g., Roger Ford, Unilateral Invasions of 
Privacy, 91 NOTRE DAME L. REV 1075 (2016). 

176 Rich Caruana et al., Intelligible Models for Healthcare: Predicting Pneumonia Risk 
and Hospital 30-day Readmission, Proc. 21th ACM SIGKDD Int’l Conference on 
Knowledge Discovery and Data Mining, 1721 (2015). 

177 Id. at 1721. 
178 Id. 
179 Id. 
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check against intuition. 
This approach assumes that when a model is made intelligible, 

experts can assess whether the relationships uncovered by the model seem 
appropriate, given their background knowledge of the phenomenon being 
modeled. This was indeed the case for asthma. But this is not the general 
case. Often, rather than assigning significance to features in a way that is 
obviously right or wrong, a model will uncover a relationship that is 
perceived simply as strange. For example, if the hospital’s data did not 
reveal a dependence on an asthma diagnosis—which is clearly linked to 
pneumonia through breathing—but rather revealed a dependence on skin 
cancer, it would be less obvious what to make of that fact. It would be 
wrong to simply dismiss it as an artifact of the data, but it also does not fit 
with any obvious story we might be able to tell. 

Another example of this view of explanation is the approach to 
interpretability known as Local Interpretable Model-Agnostic Explanations 
(LIME).180 It has generated one of the canonical examples of the value of 
interpretability in machine learning. The authors investigated a model 
trained using deep learning, which was designed to tell wolves and huskies 
apart in photographs. Using LIME, they discovered that the model did not 
primarily rely on the animals’ distinguishing features, but on whether snow 
appeared in the background of a photo.181 There are three reasons this is 
such a compelling example: First, what LIME identified as the 
distinguishing feature—snow—is legible to humans. Second, this feature is 
obviously not a property of the category “wolf.” Third, we can tell a story 
about why this mistake occurred: wolves are more likely to be found in an 
environment with snow on the ground. (Note: this story may not actually be 
true, but the important point is that we can convince ourselves it is.182) 

Like the asthma example, the ability to determine that the model has 
overfit the training data relies on the inherent legibility of the relevant 
feature, the existence of background knowledge about that feature, and our 
ability to use the background knowledge to tell a story about why the feature 
                                                                                                                       

180 Ribeiro, et al., supra note 144. This is one of the methods described in Part II.B.2, 
supra. 

181 Id. at 1142–43. This is a textbook example of overfitting the training data. 
182 In fact, at the time of writing, as we discussed the example and before consulting the 

original reference, we disagreed on whether the wolves or huskies were the ones pictured in 
snow. This goes to show that the story would have been equally compelling if the error had 
been reversed. 
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is important. In this example, the realization relies on something closer to 
common sense than to specialized expertise, but the explanation serves the 
same function—to allow observers to bring their intuition to bear in 
evaluating the model. 

The final examples we offer come from work by James 
Grimmelmann and Daniel Westreich183 and by Kim. Grimmelmann and 
Westreich imagine a scenario in which a model learns to distinguish 
between job applicants on a basis—musical taste—that is both correlated 
with job performance and membership in a protected class.184 They further 
stipulate that job performance varies by class membership.185 As they see it, 
this poses the challenge of determining whether the model, by relying on 
musical tastes, is in fact relying on protected class membership.186  

Grimmelmann and Westreich then argue that if one cannot tell a 
story about why musical taste correlates with job performance, the model 
must be learning something else, which they assume to be membership in a 
protected class unless it can be shown otherwise.187 The problem with this 
reasoning is that the model might not be learning protected class 
membership, but a latent variable that explains the relationship between 
musical taste and job performance. By assuming someone should be able to 
tell a story about such a variable, they—like the examples above—fail to 
account for the possibility of a strange, but legitimate, result. They use the 
ability to tell a story as a proxy for the legitimacy of the decision-making, 
but that only works if a justification (or lack thereof) immediately falls out of 
the description, as it did in the asthma and snow examples. 

Kim uses a real example. She cites a study stating that employees 
who installed new web browsers stay longer on their job.188 She then also 

                                                                                                                       
183 Grimmelmann & Westreich, supra note 55.  
184 Id. at 166–167. 
185 Id. at 167. 
186 The only reason a model would learn to do this is if 1) class membership accounts 

for all the variance in the outcome of interest or 2) class membership accounts for more of 
the variance than the input features. In the second case, the easy fix would be to include a 
richer set of features until class membership no longer communicates any useful 
information. The only way that adding features could have this effect, though, is if the 
original model was necessarily less than perfectly accurate, in which case a better model 
should have been used. 

187 Grimmelmann & Westreich, supra note 55, at 173. 
188 Kim, supra note 4, at 922. 
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begins to speculate about the latent variable that would explain the 
relationship. (So too did the chief analytics officer in the company involved, 
in an interview.189) To Kim, what determines whether the relationship is 
“substantively meaningful” rather than a mere statistical coincidence is 
whether we can successfully tell such stories. Like Grimmelmann and 
Westreich, for Kim, if no such story can be told, and the model has a 
disparate impact, it should be illegal. What these examples demonstrate is 
that, whether one seeks to adjudicate model validity or normative 
justifications, intuition actually plays the same role.  

Unlike the first two presumed values of explanation, the 
“conversation” approach does have the ultimate goal of evaluating whether 
the basis of decision-making is sound or justified. It does not, however, ask 
the question: “why are these the rules?” Instead, it makes two moves. The 
first two examples answered the question “what are the rules?” and 
expected that intuition will furnish an answer for both why the rules are 
what they are and whether they are justified. The latter two examples 
instead argued that decisions should be legally restricted to intuitive 
relationships. Such a restriction short circuits the need to ask why the rules 
are what they are by guaranteeing up front that an answer will be 
available.190 

These two approaches are highly related and simply differ by how 
they treat strange cases by default. In the case of the two technical examples, 
the assumption is that obviously flawed relationships will present themselves 
and should be overruled; those for which there is no intuition may remain. 
The two legal examples, by contrast, are more conservative. They presume 
that obviously correct relationships will show themselves, so that everything 
else should be discarded by default (they do allow for the possibility of 
defeating such a presumption). Both are forced rely on default rules to 

                                                                                                                       
189 Joe Pinsker, People Who Use Firefox or Chrome Are Better Employees, THE ATLANTIC 

(Mar. 16 2015) https://www.theatlantic.com/business/archive/2015/03/people-who-use-
firefox-or-chrome-are-better-employees/387781/ (“‘I think that the fact that you took the 
time to install Firefox on your computer shows us something about you. It shows that 
you’re someone who is an informed consumer,’ he told Freakonomics Radio. ‘You’ve made 
an active choice to do something that wasn’t default.’”) 

190 This might also explain the frequent turn to causality as a solution. Restricting the 
model to causal relationships also short circuits the need to ask the “why” question because 
the causal mechanism is the answer. Ironically, a causal model need not be intuitive, see 
supra note 58, so it may not satisfy the same normative desires that intuition seems to.  
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handle strange, but potentially legitimate cases because the fundamental 
reliance on intuition does not give them tools to evaluate these cases. 

B.  Evaluating Intuition 

Much of the anxiety around inscrutable models comes from the legal 
world’s demands for justifiable decision-making. By definition, the reasons 
that models learned from data make decisions in the way they do is because 
they reflect the particular patterns in the data on which the models were 
trained. But this cannot be a sufficient explanation for why a decision is 
made the way it is if there are broader normative concerns at stake. 
Evaluating whether some basis for decision-making is fair, for example, will 
require tools that go beyond standard technical tests of validity already 
applied to the model during its development.191 While the law gives these 
tests some credence, we have shown in prior work that reliance on accuracy 
is not normatively adequate with respect to machine learning.192 

For many, the presumed solution is requiring machine learning 
models to be intelligible.193 What the prior discussion demonstrates, though, 
is that this presumption works on a very specific line of reasoning, based on 
the idea that with enough explanation, we can bring intuition to bear in 
evaluating decision-making. As Kim observes, “[e]ven when a model is 
interpretable, its meaning may not be clear. Two variables may be strongly 
correlated in the data, but the existence of a statistical relationship does not 
tell us if the variables are causally related, or are influenced by some 
common unobservable factor, or are completely unrelated.”194 Her response 

                                                                                                                       
191 Even among practitioners, the interest in interpretability stems from warranted 

suspicion of the power of validation; there are countless reasons why assessing the likely 
performance of a model against an out-of-sample test set will fail to accurately predict a 
model’s real-world performance. Yet even with these deep suspicions, practitioners still 
believe in validation as the primary method by which the use of models can and should be 
justified. David J. Hand, Classifier Technology and the Illusion of Progress, 21 STAT. SCI. 1 (2006). 
In contrast, the law has broader concerns than real-world performance that demand very 
different justifications for the basis of decision-making encoded in machine learning models. 

192 Barocas & Selbst, supra note 4, at 673 (“[T]he process can result in 
disproportionately adverse outcomes concentrated within historically disadvantaged groups 
in ways that look a lot like discrimination.”). 

193 Kim, supra note 4; Grimmelmann & Westreich 55, supra note 59; Brennan-
Marquez, supra note 17. 

194 Kim, supra note 4, at 922. 
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is to constrain the model to features than bear an intuitive relationship to 
the outcome.195 

This way of thinking originates in disparate impact doctrine, 
which—among several ways of describing the requirement—calls for an 
employment test to have a “manifest relationship” to future job 
performance.196 But there is a difference between a manifest relationship of 
a model to job performance and a manifest relationship or nexus between a 
particular feature and job performance. Models can be shown to have a 
manifest relationship to job performance if the target variable is manifestly 
related to job performance and the model is statistically valid. This is true 
even if none of the individual features are manifestly related.197 People who 
advocate for a nexus between features and the outcome are dissatisfied with 
a purely statistical test. This dissatisfaction manifests as an inability to 
normatively evaluate the model, even though it is statistically valid. 

Regulatory guidance evinces similar reasoning. In 2011, the Federal 
Reserve issued formal guidance on model risk management.198 The purpose 
of the document was to expand on prior guidance that was limited to model 
validation.199 The guidance notes that models “may be used incorrectly or 
inappropriately” and that banks need diverse methods to evaluate them 
beyond statistical validation. Among other recommendations—which we 
will discuss in Part IV—the guidance recommends “outcomes analysis,” 

                                                                                                                       
195 Id.; Cf. Nick Seaver, Algorithms as Culture, BIG DATA & SOC’Y, Jul.–Dec. 2017, at 6 

(“To make something accountable means giving it qualities that make it legible to  groups  
of  people  in  specific  contexts. An accountable algorithm is thus literally different from an 
unaccountable one—transparency changes the practices that constitute it. For some critics 
this is precisely the point: the changes that transparency necessitates are changes that we 
want to have.”) 

196 Barocas & Selbst supra note 4, at 702 (“A challenged employment practice must be 
‘shown to be related to job performance,’ have a ‘manifest relationship to the employment 
in question,’ be ‘demonstrably a reasonable measure of job performance,’ bear some 
‘relationship to job-performance ability,’ and/or ‘must measure the person for the job and 
not the person in the abstract.’ “(quoting Linda Lye, Comment, Title VII’s Tangled Tale: The 
Erosion and Confusion of Disparate Impact and the Business Necessity Defense, 19 BERKELEY J. EMP. 
& LAB. L. 315, 321 (1998) (footnotes omitted))). 

197 Barocas & Selbst supra note 4, at 708. 
198 Federal Reserve Board, Supervisory Guidance on Model Risk Management, SR 

Letter 11-7 (Apr. 4 2011), 
https://www.federalreserve.gov/supervisionreg/srletters/sr1107a1.pdf. 

199 Id. at 2. 



DRAFT – PLEASE DO NOT QUOTE WITHOUT PERMISSION 6/8/18  

 
 
52 Fordham Law Review [Vol. 87:XX 
 
 

 

which calls for “expert judgment to check the intuition behind the outcomes 
and confirm that the results make sense.”200 

In an advisory bulletin about new financial technology, the Federal 
Reserve Board recommended that individual features have a “nexus” with 
creditworthiness in order to avoid discriminating in violation of fair lending 
laws.201 In their view, a nexus enables a “careful analysis” about the features 
assigned significance in a model predicting creditworthiness. Here, 
intuitiveness is read into ECOA as a natural requirement of having to justify 
decision-making that generates a disparate impact, via the “business 
necessity” defense.202 The business necessity defense asks whether the 
particular decision-making mechanism has a tight enough fit with the 
legitimate trait being predicted,203 and whether there were equally effective 
but less discriminatory ways to accomplish the same task. With a model that 
lacks intuitive relationships, a plaintiff could argue that the model is 
indirectly—and thus poorly—measuring some latent and more sensible 
variable that should serve as the actual basis of decision-making. The 
Guidance is suggesting that one way to avoid an uncertain result in such 
litigation is to limit decision-making to features that bear an intuitive—and 
therefore justifiable—relationship to the outcome of interest. While it is not 
clear that relying on proxies for an unrecognized latent variable presents 
problems under current disparate impact doctrine,204 the Guidance treats 
an intuition requirement as a prophylactic. This reasoning seems to underlie 
the recommendations of Kim and Grimmelmann and Westreich as well. 

What should be clear by now is that intuition is the typical bridge by 
which we go from explanation to normative assessment. And this can be a 
good thing. Intuition is powerful. It is a ready mechanism by which we can 
bring considerable knowledge to bear in evaluating machine learning 
models. Such models are myopic, having visibility into only the data upon 

                                                                                                                       
200 Id. at 13–14. 
201 Evans, supra note 97, at 4. 
202 It is interesting that the demand for intuitiveness, on this account, comes not from 

the procedural requirements of the adverse action notices—the part of ECOA most 
obviously concerned with explanations—but from the substantive concerns of disparate 
impact doctrine. 

203 See, e.g., Watson v. Fort Worth Bank & Tr., 487 U.S. 977, 1010 (1988) (business 
necessity is about careful tailoring). 

204 See Barocas & Selbst, supra note 4, at 709-710 (discussing the problems with the “fix 
the model” approach to alternative practice claims). 
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which they were trained.205 Humans, in contrast, have a wealth of insights 
accumulated through a broad range of experiences, typically described as 
“common sense.” This knowledge allows us to immediately identify and 
discount patterns that violate our well-honed expectations and to recognize 
and affirm discoveries that align with our experience. In fact, intuition is so 
powerful that we cannot keep ourselves from speculating about latent 
variables or causal mechanisms when confronted by unexplained 
phenomena. 

Intuition can also take the form of domain expertise, which further 
strengthens our capacity to see where models may have gone awry. The 
social sciences have a long history of relying on face validity to determine 
whether a model has learned something meaningful. What appears strange 
on its face is given little credence or subject to greater scrutiny. Crucially, 
intuition allows us to generate competing explanations that account for the 
observed facts and to debate their plausibility.206 Such a practice might 
seem ad hoc, but questioning face validity is a fundamental part of the social 
scientific process. Discoveries that run counter to expectations—that defy 
face validity—can give rise to further exploration and experimentation. This 
often takes the form of generating hypotheses about a latent variable or 
causal mechanism that might account for the initial finding—giving rise to 
an iterative process where new findings inform further hypotheses. 

Importantly, however, intuition has its downsides. Most 
immediately, it can be wrong. It can lead us to discount valid models 
because they are unexpected or unfamiliar. And it can equally lead us to 
endorse false discoveries because they align with our existing beliefs.207 
Intuition lets us generate “just so” stories that make good sense of the 
presented facts, but would make equally good sense of different or contrary 
facts. Such stories may feel coherent, but are in reality unreliable. In fact, 
the rich literature on cognitive biases—of which the so-called “narrative 
fallacy” is a part—is really an account of the dangers of intuition.208 While 
intuition is helpful for assessing evidently good and bad results, it is less 

                                                                                                                       
205 Selbst, supra note 10. 
206 Brennan-Marquez, supra note 17; see also Michael Pardo & Ronald J. Allen, Juridical 

Proof and the Best Explanation, 27 L. & PHIL. 223, 230 (2008). 
207 Raymond S. Nickerson, Confirmation Bias: A Ubiquitous Phenomenon in Many Guises, 2 

REV. GENERAL PSYCHOLOGY 175 (1998). 
208 See generally KAHNEMAN, supra note 57. 
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useful when dealing with findings that do not comport with or even run 
counter to experience. The overriding power of intuition means that strange 
results will stand out, but intuition may not point us in a productive 
direction for making these any more sensible. 

This is a particularly pronounced problem in the case of machine 
learning, as its value lies largely in finding patterns that go well beyond 
human intuition. The problem in such cases is not only that machine 
learning models might depart from intuition, but that they might not even 
lend themselves to hypotheses about what accounts for the models’ discoveries. 
Parsimonious models lend themselves to more intuitive reasoning, but they 
have limits. A complex world may require complex models. Machine 
learning has the power to detect the subtle patterns and intricate 
dependencies that can better account for reality. 

If our interest in interpretability is either the inherent value of 
explanation or actionable explanations, then addressing inscrutability is 
worthwhile for its own sake. But if we are interested in whether models are 
well justified, then addressing inscrutability only gets us part way there. 
Ideally, solving inscrutability will restore our ability to bring intuition to 
bear in our normative assessments of decision-making. But sometimes our 
intuitions will fail us, even when we’ve been able to build interpretable 
models. In such cases, we should consider how else to justify models. We 
should think outside the black box. We should get back to the question: 
“why are these the rules?” 

IV. DOCUMENTATION AS EXPLANATION 

Stopping with the black box engages intuition by short-circuiting the 
question of why the rules are what they are. But what would it look like for 
regulation to actually seek answers to that question? The answers cannot 
come from the black box itself. In a sense, this division is implied by the very 
concept of a black box. There is a set of explanations internal to the 
operation of the box itself, and a set of explanations about the design of the 
system and how the system will be used, that by necessity are external. In 
order to get external explanations, we have to ask the humans. 

Until recently, a common and often accepted answer for why the 
rules were the rules was that “the data says so.” By now, though, it is well 
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understood that data are human constructs209 and that subjective decisions 
pervade the process of creating a model and deciding how to act on its 
recommendations.210 What models learn will always be at least in part an 
artifact of the way its developers conceived of the problem at hand and the 
appropriate way to build a model to solve this problem. 

In order to use those answers, we need to require process, 
documentation, and access to that documentation. This can be done in a 
public format, with impact assessments, or companies can do it privately, 
with access triggered on some basis, like discovery in litigation. 

A.  The Information Needed to Evaluate Models 

When we seek to evaluate the justifications for decision-making that 
relies on a machine learning model, we are really asking about the 
institutional and subjective process behind its development—the choices 
that account for the final decision-making process. The guidance discussed 
in Part III begins to get at this by recommending documentation, but it 
appears to be mostly about validation—how to do it well, thoroughly, on an 
ongoing basis, and in preparation for a future legal challenge.211 The 
guidance wants developers to consider where the data comes from, whether 
it suffers from bias, whether the model is robust to new situations, whether 
due care has been taken with respect to potential limitations and outright 
faults with the model, etc.212 Careful validation is essential and it is non-
trivial.213 But it is also not enough. Normatively evaluating decision-making 
requires, at least, an understanding of 1) the values and constraints that 
shape the conceptualization of the problem, 2) how these values and 
constraints inform the development of machine learning models and are 
ultimately reflected in them, and 3) how the outputs of models inform final 
decisions. 

                                                                                                                       
209 Lisa Gitelman & Virginia Jackson, Introduction, in Raw Data is an Oxymoron 1 (Lisa 

Gitelman, ed., 2013); danah boyd and Kate Crawford, Critical Questions for Big Data: 
Provocations for a Cultural, Technological, and Scholarly Phenomenon, 15 INFO., 
COMM’N & SOC’Y 662, 666–68 (2012). 

210 Barocas & Selbst, supra note 4, at 673; see also Seaver, supra, note 195, at 5. 
211 Federal Reserve Board, supra note 198. 
212 Id. at 5–16; see also Pauline T. Kim, Auditing Algorithms for Discrimination, 166 U. PENN. 

L. REV. ONLINE 189, 196 (2017); Edwards & Veale, supra note 116, at 55–56. 
213 Barocas & Selbst, supra note 4, at 680-692. 
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To illustrate how each of these components work, consider credit 
scoring. What are the values embedded in credit scoring models and what 
constraints do developers operate under? Lenders will attempt to achieve 
different objectives with credits scoring at the outset.214 Credit scoring could 
aim to ensure that all credit is ultimately repaid, thus minimizing default. 
Lenders could use credit scoring to maximize profit. A lender could also 
seek to find ways to offer credit specifically to otherwise overlooked 
applicants, as many firms engaged alternative credit scoring seek to do. 
Each of these different goals reflect different core values. But other value 
judgements might be buried in the projects as well. For example, a creditor 
could be morally committed to offering credit as widely as possible, while for 
others that does not enter the decision. Or a creditor’s approach to 
regulation could be to either get away with as much as possible or steer far 
clear of regulatory scrutiny. Each of these subjective judgments will 
ultimately inform the way a project of credit scoring is conceived. 

Credit scorers will also face constraints and tradeoffs. For example, 
there might be limits on available talent with both domain expertise and the 
necessary technical skills to build models. Or models might be better 
informed if there were infinite data available, but there are practical 
challenges to collecting so much data. Ultimately, both tradeoffs are issues 
of cost,215 but they include more practical realities as well, such as 
limitations on talent in the geographical area of the firm or privacy concerns 
that limit the collection of more data. How to deal with these tradeoffs is a 
judgment call every firm will have to make.216 One other cost-related 
tradeoff is competition. Before credit scoring was popular, creditors used to 
work with borrowers over the lifetime of the loan to ensure repayment; 
credit scores first took hold in banks as a way to reduce the cost of this 
practice.217 Creditors today could return to that model, but it would likely 
involve offering higher interest rates across the board, to account for 
increased operating costs, perhaps pushing such a firm out of the market. As 
                                                                                                                       

214 See generally, MARTHA ANN POON, WHAT LENDERS SEE—A HISTORY OF THE FAIR 
ISAAC SCORECARD (2013) (unpublished dissertation), 
http://search.proquest.com/docview/1520318884. 

215 See FREDERICK SCHAUER, PROFILES, PROBABILITIES, AND STEREOTYPES 124–26 
(2003). 

216 Watson v. Fort Worth Bank & Trust, 487 U.S. 977, 998 (1988) (plurality opinion) 
(consideration of costs and other burdens relevant to a discrimination case). 

217 Poon, supra note 214, at 93-134. 
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a result, competition operates as a constraint that ultimately changes the 
decision process. Even though competition operates across all firms, it is still 
useful to have documentation stating what work the constraint is doing in 
individual project design. 

The values of and constraints faced by a firm will lead to certain 
choices about how to build and use models. As we discussed in prior work, 
the subjective choices a developer makes include choosing target variables, 
collecting training data, labeling examples, and choosing features.218 
Developers must also make choices about other parts of the process, such as 
how to treat outliers, how to partition their data for testing, what learning 
algorithms to choose, and how and how much to tune the model, among 
other things.219 Needless to say, the act of developing models is quite 
complex and involves many decisions by the developers. 

In the credit example, the values discussed above may show up in 
the model in several ways. For example, consider the different project 
objectives discussed above. If a firm seeks to maximize profit, it may employ 
a model with a different target variable than a firm that seeks to minimize 
defaults. The target variable is the very thing the model seeks to optimize, so 
in the profit-seeking case, it would be expected profit per applicant, and in 
the risk-based case, it could be likelihood of default. While the alternative 
credit scoring model hypothesized above might choose the same likelihood-
of-default target variable, their values are likely to show up in the type of 
data they collect; they would seek alternative data sources because they are 
trying to reach underserved populations. In addition to the values 
embedded a priori, the values of the firms dictate how they resolve the 
different constraints they face—e.g. cost and competition. The traditional 
credit scorers tend to not make the extra effort or spend the extra money to 
obtain the data needed to make predictions about people on the margins of 
society.220 There is also regulatory uncertainty regarding the permissibility 
of new types of credit data.221 Therefore, their models reflected the fact that 
the developers are more sensitive to cost and regulatory penalty than 
                                                                                                                       

218 Barocas & Selbst, supra note 4, at 677-692. 
219 Lehr & Ohm, supra note 131, at 683–700; see also Brian d’Alessandro, Cathy O’Neil, 

& Tom LaGatta, Conscientious Classification: A Data Scientist’s Guide to Discrimination-Aware 
Classification, 5 BIG DATA 120, 125 (2017). 

220 CFPB, Request For Information Regarding Use of Alternative Data and Modeling Techniques in 
the Credit Process, CFPB-2017-0005, at 6. 

221 Id. at 8, 30-35. 
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inclusion. 
But models are not self-executing. An additional layer of decisions 

concerns the institutional process that surrounds the model. Are the model 
outputs automatically accepted as the ultimate decisions?222 If not, how 
central is the model to the decision? How do decision-makers integrate the 
model into their larger decision frameworks? How are they trained to do so? 
What role does discretion play?  

These questions are all external to the model, but directly impact the 
model’s importance and normative valence. For example, certain creditors 
may automatically reject applicants with a predicted likelihood of default 
that exceeds 50%.223 Others, however, may opt to be more inclusive. 
Perhaps a local credit union that is more familiar with its members and has 
a community service mission might decide that human review is necessary 
for applicants whose likelihood of default sits between 40% and 60%, 
leaving the final decision to individual loan officers. Or a similar creditor 
might adopt a policy where applicants that the model is not able to score 
with great confidence are subject to human review, especially where the 
outcome would otherwise be an automatic rejection of members of legally 
protected classes. 

Many of these high-level questions about justifying models or 
                                                                                                                       

222 The distinction between models and ultimate decisions is what the GDPR aims to 
get at with Article 22’s prohibition on “decision[s] based solely on automated processing.” 
ARTICLE 29 WORKING PARTY, supra note 123,  at 19-22. 

223 This is not how credit typically works in the real world, but for demonstrative 
purposes, we decided to work with a single hypothetical. In reality, the best examples of this 
divergence between model and use seem to come from the criminal justice space. For 
example, the predictive policing measure in Chicago, known as the Strategic Subject List, 
was used to predict the 400 likeliest people in a year to be involved in violent crime. 
Monica Davey, Chicago Police Try to Predict Who May Shoot or Be Shot, N.Y. TIMES (May 23, 
2016), http://www.nytimes.com/2016/05/24/us/armed-with-data-chicago-police-try-to-
predict-who-may-shoot-or-be-shot.html. When Chicago sought funding for the initiative, 
they premised it on the idea that they would provide increased social services to those 400 
people, but in the end only ended up targeted them more for surveillance. DAVID 
ROBINSON & LOGAN KOEPKE, STUCK IN A PATTERN: EARLY EVIDENCE OF “PREDICTIVE 
POLICING” AND CIVIL RIGHTS 9 (2016). The fairness concerns are clearly different 
between those use cases. See Selbst, supra note 4, at 142–44. Similarly for COMPAS, the 
now-infamous recidivism risk score. Rather than be used for further incarceration, it was 
originally designed to figure out who would need greater access to social services upon 
reentry. Julia Angwin, et al., Machine Bias, PROPUBLICA (May 23, 2016), 
https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing. 
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particular uses of models are actually not about models at all, but about 
whether certain policies are acceptable independent of whether they use 
machine learning.224 Questions about justifying a model are often just 
questions about policy in disguise.225 For example, a predatory lender could 
use the exact same prediction of default to find prime candidates in 
underserved communities and offer them higher interest rates than they 
would otherwise. This will create more profit because the underserved loan 
candidates will be more willing to pay a higher rate, but it is pretty clearly 
predation; interest rates are not being used to offset risk, but to extract 
maximum profit from vulnerable people.226 Most importantly, that this 
practice is predatory can be judged with no reference to the credit scoring 
model. 

Evaluating models in a justificatory sense means comparing the 
choices made by the developers against society’s broader normative 
priorities, as expressed in law and policy. That is the context in which 
models are developed and should be judged. In order to accomplish this 
evaluation, then, documentation about the decisions that lie behind and 
become part of models must exist and be made available for scrutiny. Now 
that we understand what that information looks like, we can begin to think 
about how to ensure that it is accessible. 

B.  Providing the Necessary Information 

Assuming the documentation exists, there are two ways it can 
become open to scrutiny. One is that the documentation is made publicly 
available from the start and the other is that it becomes accessible to 
oversight upon some trigger. The former is essentially an algorithmic impact 
statement (AIS),227 a proposed variant of the original impact statements 

                                                                                                                       
224 VIRGINIA EUBANKS, AUTOMATING INEQUALITY __ (2018). 
225 See, e.g., id.; Jessica M. Eaglin, Constructing Recidivism Risk, 67 EMORY L.J. 59, 99-101 

(2017); Sonia Katyal, Algorithmic Civil Rights (draft on file with authors); Margaret Hu 
Algorithmic Jim Crow, 86 Fordham L. Rev. 633 (2017); Sandra G. Mayson, Dangerous 
Defendants, 127 YALE L.J. 490, 507–518 (2018) 

226 According to sociologist Jacob Faber, this is actually what happened in the 
subprime crisis to people of color. Jacob W. Faber, Racial Dynamics of Subprime Mortgage 
Lending at the Peak, HOUSING POL’Y DEBATE (2013). 

227 Selbst, supra note 4, at 169–93. 
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required by the National Environmental Policy Act.228 For the latter, the 
most common trigger is a lawsuit, in which documents can be obtained and 
scrutinized, and witnesses can be deposed or examined on the stand. In 
both methods, the coupling of existing documentation and a way to access it 
create answers to the question of what happened in the design process, with 
the goal of allowing overseers to determine whether those choices were 
justifiable. Like FCRA and ECOA, these examples have no inherent 
connection to machine learning, but their methodologies can be easily 
applied here. 

An impact statement is a document designed to explain the process 
of decision-making and the anticipated effects of that decision, and to do so 
in such a way as to open the process up to the public. Generally, the 
requirement is designed to ensure that developers do their homework, 
create a public record, and include public comments.229 Impact statements 
are an idea that originated in 1970 with the National Environment Policy 
Act,230 but have since been emulated repeatedly at all levels of government, 
in many substantive areas of policy.231 For example, aside from 
environmental law, the federal government requires privacy impact 
assessments “when developing or procuring information technology systems 
that include personally identifiable information.”232 Individual states not 
only have their own legislation requiring environmental impact 
statements,233 but also, racial impact statements for sentencing policy, for 
example.234 Recently, led by the ACLU’s “Community Control Over Police 
Surveillance” (CCOPS) initiative,235 counties and cities have begun 
                                                                                                                       

228 See 42 U.S.C. § 4332(C) (2012). 
229 Selbst, supra note 4, at 169 
230 42 U.S.C. § 4321, et seq. (2012). 
231 Bradley C. Karkkainen, Toward A Smarter NEPA: Monitoring and Managing Government’s 

Environmental Performance, 102 COLUM. L. REV. 903, 905 (2002). 
232 Kenneth A. Bamberger & Deirdre K. Mulligan, Privacy Decision-making in 

Administrative Agencies, 75 U. CHI. L. REV. 75, 76 (2008). 
233 E.g., California Environmental Quality Act (CEQA), CAL. PUB. RES. CODE § 21000 

et seq. 
234 Jessica Erickson, Racial Impact Statements: Considering the Consequences of Racial 

Disproportionalities in the Criminal Justice System, 89 WASH. L. REV. 1425, 1445 (2014); London, 
supra note Error! Bookmark not defined., at 226–31. 

235 AN ACT TO PROMOTE TRANSPARENCY AND PROTECT CIVIL RIGHTS AND CIVIL 
LIBERTIES WITH RESPECT TO SURVEILLANCE TECHNOLOGY §2(B) 
https://www.aclu.org/files/communitycontrol/ACLU-Local-Surveillance-Technology-
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requiring impact statements that apply to police purchases of new 
technology.236  

One of us has argued that a future algorithmic impact statement 
(AIS) requirement should be expressly modeled on the environmental 
impact statement (EIS), the original and most thorough version, with the 
fullest explanation requirements. Such an impact statement would require 
thoroughly explaining the types of choices discussed above. This includes 
direct choices about the model, such as target variable, whether and how 
new data was collected, and what features were considered. It also requires 
a discussion of the options that were considered but not chosen, and the 
reasons for both.237 Those reasons would—either explicitly or implicitly— 
include discussion of the practical constraints faced by the developers and 
the values that drove decisions. The AIS must also discuss the predicted 
impacts of both the chosen and unchosen paths including the possibility of 
no action, and the effects of any potential mitigation procedures.238  

In the typical American example of impact statements, they are 
public documents. Thus, a law requiring them would also require that the 
developers publish the document, and allowing for comments between the 
draft and final impact statements.239 Of course, such an idea is more 
palatable in the case of regulation of public agencies. While disclosure of the 
kinds of information we describe does not actually imply disclosure of the 
model itself—obviating the need for a discussion of trade secrets and 
gaming—firms may still be extremely reluctant to publish an AIS that 
reveals operating strategy, perceived constraints, and even embedded 
values. Thus, it is also useful to consider a documentation requirement that 
allows the documentation to remain private, but available as needed. 

A provision of the GDPR actually does just this. Article 35 requires 
“data protection impact assessments” (DPIAs) whenever data processing “is 
likely to result in a high risk to the rights and freedoms of natural 
persons.”240 As Edwards and Veale discuss, the DPIA requirement is very 
likely to apply to machine learning,241 and the assessments require 
                                                                                                                       
Model-City-Council-Bill-January-2017.pdf (ACLU CCOPS Model Bill). 

236 SANTA CLARA COUNTY, CAL. CODE DIV. A40 (2016). 
237 Selbst, supra note 4, at 172–75. 
238 Id. 
239 Id. at 177. 
240 GDPR, supra note 62, art. 35. 
241 Edwards & Veale, supra note 116, at 77–78. 
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“appropriate technical and organizational measures” to protect data subject 
rights.242 In Europe DPIAs are private documents, for which nothing but a 
summary need be made public.243 The European solution to making this 
private document available is to require consultation with the member state 
data protection authorities whenever the DPIA indicates a high risk of 
interference with data subject rights.244 

One could imagine another way of making an essentially private 
impact assessment accessible, initiated by private litigation. Interrogatories, 
depositions, document subpoenas, and trial testimony are all rules that 
enable parties to litigation to question human witnesses and examine 
documents they have created. These are all chances to directly ask the 
designers of decision systems what choices they made and why they made 
them. A hypothetical will help clarify how these opportunities, coupled with 
documentation—whether a DPIA or something similar—differs from the 
use of intuition as a method of justification. 

Imagine a new alternative credit scoring system that relies on social 
media data.245 This model assigns significance to data points that are 
unintuitive, but that reliably predict default. Suppose the model also evinces 
a disparate impact along racial lines, which was revealed by investigative 
journalists.  

Black applicants denied credit then bring suit under the substantive 
non-discrimination provisions of ECOA. Assuming, reasonably, that the 
judge agrees that disparate impact is a viable theory under ECOA,246 the 
case will turn on the business necessity defense. Thus, in order to figure out 
if there was a legal violation, it is necessary to know why the designer of the 
model proceeded in using the particular features from social media, and 
whether there were equally effective alternatives with less disparate impact. 

                                                                                                                       
242 GDPR, supra note 62, art. 35. 
243 ARTICLE 29 DATA PROTECTION WORKING PARTY, GUIDELINES ON DATA 

PROTECTION IMPACT ASSESSMENT (DPIA) AND DETERMINING WHETHER PROCESSING IS 
“LIKELY TO RESULT IN A HIGH RISK” FOR THE PURPOSES OF REGULATION 2016/679, 
Art. 29, WP 248, at 18 (Apr. 4, 2017). 

244 Edwards & Veale, supra note 116, at 78. 
245 See, e.g., Astra Taylor and Jathan Sadowski, How Companies Turn Your Facebook Activity 

Into a Credit Score, THE NATION (May 27, 2015), https://www.thenation.com/article/how-
companies-turn-your-facebook-activity-credit-score/ 

246 See CFPB Bulletin 2012-04 (Fair Lending), at 2 (Apr. 18, 2012), 
https://files.consumerfinance.gov/f/201404_cfpb_bulletin_lending_discrimination.pdf. 
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Under an intuition-driven regime, such as that proposed by either 
Kim or Grimmelmann or Westreich, the case would begin with a finding of 
prima facie disparate impact, and then, to evaluate the business necessity 
defense, the plaintiffs might put the lead engineer on the stand. The 
attorney would ask why social media data was related to the ultimate 
judgment of creditworthiness. The engineer would respond that the model 
showed they were related; “the data says so.” She is not able to give a better 
answer, because the social media data has no intuitive link to 
creditworthiness.247 Under their proposed regime, the defendant has not 
satisfied their burden, and she would be held liable.248 

Under a regime of mandated documentation, however, other 
explanations could be used in the defense of the model. The engineer would 
be permitted to answer, not just that she cannot intuitively link the social 
media data to the creditworthiness, but why the model relies on the data in 
the first place. The documentation might show (or the engineer might 
testify), for example, that her team tested the model with and without the 
social media data, finding that using the data reduced the disproportionate 
impact of the model. (In fact, a recent Request for Information by the 
Consumer Financial Protection Bureau seems to anticipate such a claim.249) 
Alternatively, the documentation might demonstrate that the team 
considered other, more intuitive features that might be necessary for a more 
accurate and fairer model, but then discovered that such features were 
exceedingly difficult or costly to measure. The company then used social 
media data because it increased accuracy and fairness under the practical 
constraints faced by the company. 

These justifications are not self-evidently sufficient to approve of the 
credit model in this hypothetical. Certainly, reducing disparate impact 
seems like a worthwhile goal. In fact, prohibiting or discouraging decision-
makers from using unintuitive models that exhibit any disparate impact may 
have the perverse effect of maintaining a disparate impact. Cost is a more 
                                                                                                                       

247 The engineer might have been able to come up with a story for why social media 
relates to credit—perhaps many of the applicant’s friends have low credit scores and the 
operating theory is that people associate with others who have similar qualities—and under 
this regime, such a story might have satisfied the defense. But the engineer knows this is a 
post-hoc explanation that may bear little relationship to the actual dynamic that explains 
the model. 

248 Grimmelmann & Westreich, supra note 55, at 170. 
249 CFPB , supra note 220, at 7–8. 
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difficult normative line,250 and would likely require a case-by-case analysis. 
Intuition-based evaluation—and its reliance on default rules—would forbid 
the consideration of either of these motivations for using social media data, 
but both rationales should at least enter into the discussion.251 

Whether accomplished through public documentation or private 
documentation with access, having to account for all the decisions made in 
the process of project inception and model development should reveal a 
number of subjective judgments than can and should be evaluated. This 
kind of explanation is particularly useful where intuition fails. In most cases, 
these decisions would not be immediately readable from the model.252 
Recall that intuition is most useful where explanations of a model reveal 
obviously good or bad reasons for decision-making, but will often offer no 
help to evaluate a strange result. Documentation will help because it 
provides a different way of connecting the model to normative concerns. In 
cases where the individual features are not intuitively related to the outcome 
of interest, but there is an obviously good or bad reason to use them 
anyway, documentation will reveal those reasons where explanation of the 
model will not. Accordingly, these high-level explanations are a necessary 
complement to any explanation of the internals of the model. 

Some models will both defy intuition and resist normative clarity 
even with documentation. But documentation leaves open the possibility 
that we might develop other ways of asking whether this was a well-
executed—intuitions about what constitutes best practice. For example, as 
common flaws become known, checking for them becomes simply a matter 
of being responsible. A safe harbor or negligence-based oversight regime 
may emerge or become attractive as the types of choices faced by firms 
become known and standardized.253 Documentation of the decisions taken 

                                                                                                                       
250 See generally Ernest F. Lidge III, Financial Costs as a Defense to an Employment 

Discrimination Claim, 58 ARK. L. REV. 1 (2006). 
251 Documentation provides a further benefit unrelated to explanation. If the 

requirement for an intuitive link is satisfied, then the case moves to the alternative practice 
prong, which looks to determine whether there was another model the creditor “refuses” to 
use. Cf. 42 U.S.C. § 2000e-2(k)(1)(A)(ii). Normally, the response of “fix the model” will not 
be persuasive because it is difficult to tell exactly how it went wrong, and what alternatives 
the developers had. Barocas & Selbst, supra note 4, at 705. But with documentation, the 
alternatives will be plain as day, because that is exactly what has been documented. 

252 Barocas & Selbst, supra note 4, at 715. 
253 William Smart, Cindy Grimm, and Woody Hartzog, An Education Theory of Fault for 
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will be also be necessary to such a regime. 
While there will certainly still be strange results for which neither 

intuition nor documentation works today, the overall set of cases we cannot 
evaluate will shrink considerably with documentation available. 

CONCLUSION 

Daniel Kahneman has referred to the human mind as a “machine 
for jumping to conclusions.”254 Intuition is a basic component of human 
reasoning, and reasoning about the law is no different. It should therefore 
not be surprising that we are suspicious of strange relationships in models 
that admit of no intuitive explanation at all. The natural inclination at this 
point is to regulate machine learning such that its outputs comport with 
intuition.  

This has led to calls for regulation by explanation. Inscrutability is 
the property of machine learning models that is seen as the problem, and 
the target of the majority of proposed remedies. The legal and technical 
work addressing the problem of inscrutability has been motivated by 
different beliefs about the utility of explanations: inherent value, enabling 
action, and providing a way to evaluate the basis of decision-making. While 
the first two rationales may have their own merits, the law has more 
substantial and concrete concerns that must be addressed. But those that 
believe solving inscrutability provides a path to normative evaluation also 
fall short of the goal because they fail to recognize the role of intuition.  

Solving inscrutability is a necessary step, but the limitations of 
intuition will prevent such assessment in many cases. Where intuition fails 
us, the task should be to find new ways to regulate machine learning so that 
it remains accountable. Otherwise, if we maintain an affirmative 
requirement for intuitive relationships, we will potentially lose out on many 
discoveries and opportunities that machine learning can offer, including 
those that would reduce bias and discrimination. 

Just as restricting our evaluation to intuition will be costly, so would 
abandoning it entirely. Intuition serves as an important check that cannot 
be provided by quantitative modes of validation. But while there will always 

                                                                                                                       
Autonomous Systems, (draft on file with authors) 

254 KAHNEMAN, supra note 57, at 185. 
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be a role for intuition, we will not always be able to use intuition to bypass 
the question of why the rules are the rules. Sometimes we need the 
developers to show their work. 

Documentation can relate the subjective choices involved in 
applying machine learning to the normative goals of substantive law. Much 
of the discussion surrounding models implicates important policy 
discussions, but does so indirectly. Often, when models are employed to 
change our way of making decisions, we tend to focus too much on the 
technology itself, when we should be focused on the policy changes that 
either led to the adoption of the technology or were wrought by the 
adoption.255 Quite aside from correcting one failure mode of intuition, then, 
the documentation has a separate worth in laying bare the kinds of value 
judgments that go into designing these systems, and allowing society to 
engage in a clearer normative debate in the future. 

We cannot and should not abandon intuition. But only by 
recognizing the role intuition plays in our normative reasoning can we 
recognize that there are other ways. To complement intuition, we need to 
ask whether people have made reasonable judgements about competing 
values under their real-world constraints. Only humans know the answer. 

                                                                                                                       
255 See generally EUBANKS, supra note 224. 



Algorithm Aversion: People Erroneously Avoid Algorithms
After Seeing Them Err

Berkeley J. Dietvorst, Joseph P. Simmons, and Cade Massey
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Research shows that evidence-based algorithms more accurately predict the future than do human
forecasters. Yet when forecasters are deciding whether to use a human forecaster or a statistical
algorithm, they often choose the human forecaster. This phenomenon, which we call algorithm aversion,
is costly, and it is important to understand its causes. We show that people are especially averse to
algorithmic forecasters after seeing them perform, even when they see them outperform a human
forecaster. This is because people more quickly lose confidence in algorithmic than human forecasters
after seeing them make the same mistake. In 5 studies, participants either saw an algorithm make
forecasts, a human make forecasts, both, or neither. They then decided whether to tie their incentives to
the future predictions of the algorithm or the human. Participants who saw the algorithm perform were
less confident in it, and less likely to choose it over an inferior human forecaster. This was true even
among those who saw the algorithm outperform the human.

Keywords: decision making, decision aids, heuristics and biases, forecasting, confidence
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Imagine that you are an admissions officer for a university and
it is your job to decide which student applicants to admit to your
institution. Because your goal is to admit the applicants who will
be most likely to succeed, this decision requires you to forecast
students’ success using the information in their applications. There
are at least two ways to make these forecasts. The more traditional
way is for you to review each application yourself and make a
forecast about each one. We refer to this as the human method.
Alternatively, you could rely on an evidence-based algorithm1 to
make these forecasts. For example, you might use the data of past
students to construct a statistical model that provides a formula for
combining each piece of information in the students’ applications.
We refer to this as the algorithm method.
Research comparing the effectiveness of algorithmic and human

forecasts shows that algorithms consistently outperform humans.
In his book Clinical Versus Statistical Prediction: A Theoretical
Analysis and Review of the Evidence, Paul Meehl (1954) reviewed
results from 20 forecasting studies across diverse domains, includ-
ing academic performance and parole violations, and showed that
algorithms outperformed their human counterparts. Dawes subse-

quently gathered a large body of evidence showing that human
experts did not perform as well as simple linear models at clinical
diagnosis, forecasting graduate students’ success, and other prediction
tasks (Dawes, 1979; Dawes, Faust, & Meehl, 1989). Following this
work, Grove, Zald, Lebow, Snitz, and Nelson (2000) meta-analyzed
136 studies investigating the prediction of human health and behavior.
They found that algorithms outperformed human forecasters by 10%
on average and that it was far more common for algorithms to
outperform human judges than the opposite. Thus, across the vast
majority of forecasting tasks, algorithmic forecasts are more accurate
than human forecasts (see also Silver, 2012).
If algorithms are better forecasters than humans, then people

should choose algorithmic forecasts over human forecasts. How-
ever, they often don’t. In a wide variety of forecasting domains,
experts and laypeople remain resistant to using algorithms, often
opting to use forecasts made by an inferior human rather than
forecasts made by a superior algorithm. Indeed, research shows
that people often prefer humans’ forecasts to algorithms’ forecasts
(Diab, Pui, Yankelevich, & Highhouse, 2011; Eastwood, Snook, &
Luther, 2012), more strongly weigh human input than algorithmic
input (Önkal, Goodwin, Thomson, Gönül, & Pollock, 2009; Prom-
berger & Baron, 2006), and more harshly judge professionals who
seek out advice from an algorithm rather than from a human
(Shaffer, Probst, Merkle, Arkes, & Medow, 2013).
This body of research indicates that people often exhibit what we

refer to as algorithm aversion. However, it does not explain when
people use human forecasters instead of superior algorithms, or why
people fail to use algorithms for forecasting. In fact, we know very
little about when and why people exhibit algorithm aversion.

1 We use the term “algorithm” to encompass any evidence-based fore-
casting formula or rule. Thus, the term includes statistical models, decision
rules, and all other mechanical procedures that can be used for forecasting.
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Although scholars have written about this question, most of the
writings are based on anecdotal experience rather than empirical
evidence.2 Some of the cited reasons for the cause of algorithm
aversion include the desire for perfect forecasts (Dawes, 1979;
Einhorn, 1986; Highhouse, 2008), the inability of algorithms to
learn (Dawes, 1979), the presumed ability of human forecasters to
improve through experience (Highhouse, 2008), the notion that
algorithms are dehumanizing (Dawes, 1979; Grove & Meehl,
1996), the notion that algorithms cannot properly consider indi-
vidual targets (Grove & Meehl, 1996), concerns about the ethical-
ity of relying on algorithms to make important decisions (Dawes,
1979), and the presumed inability of algorithms to incorporate
qualitative data (Grove & Meehl, 1996). On the one hand, these
writings offer thoughtful and potentially viable hypotheses about
why algorithm aversion occurs. On the other hand, the absence of
empirical evidence means that we lack real insight into which of
these (or other) reasons actually drive algorithm aversion and,
thus, when people are most likely to exhibit algorithm aversion. By
identifying an important driver of algorithm aversion, our research
begins to provide this insight.

A Cause of Algorithm Aversion
Imagine that you are driving to work via your normal route. You

run into traffic and you predict that a different route will be faster.
You get to work 20 minutes later than usual, and you learn from a
coworker that your decision to abandon your route was costly; the
traffic was not as bad as it seemed. Many of us have made mistakes
like this one, and most would shrug it off. Very few people would
decide to never again trust their own judgment in such situations.
Now imagine the same scenario, but instead of you having wrongly

decided to abandon your route, your traffic-sensitive GPS made the
error. Upon learning that the GPS made a mistake, many of us would
lose confidence in the machine, becoming reluctant to use it again in
a similar situation. It seems that the errors that we tolerate in humans
become less tolerable when machines make them.
We believe that this example highlights a general tendency for

people to more quickly lose confidence in algorithmic than human
forecasters after seeing them make the same mistake. We propose
that this tendency plays an important role in algorithm aversion. If
this is true, then algorithm aversion should (partially) hinge on
people’s experience with the algorithm. Although people may be
willing to trust an algorithm in the absence of experience with it,
seeing it perform—and almost inevitably err—will cause them to
abandon it in favor of a human judge. This may occur even when
people see the algorithm outperform the human.
We test this in five studies. In these studies, we asked partici-

pants to predict real outcomes from real data, and they had to
decide whether to bet on the accuracy of human forecasts or the
accuracy of forecasts made by a statistical model. We manipulated
participants’ experience with the two forecasting methods prior to
making this decision. In the control condition, they had no expe-
rience with either the human or the model. In the human condition,
they saw the results of human forecasts but not model forecasts. In
the model condition, they saw the results of model forecasts but
not human forecasts. Finally, in the model-and-human condition,
they saw the results of both the human and model forecasts.
Even though the model is superior to the humans—it outper-

forms the humans in all of the studies—experience reveals that it

is not perfect and therefore makes mistakes. Because we expected
people to lose confidence in the model after seeing it make
mistakes, we expected them to choose the model much less often
in the conditions in which they saw the model perform (the model
and model-and-human conditions) than in those in which they did
not (the control and human conditions). In sum, we predicted that
people’s aversion to algorithms would be increased by seeing them
perform (and therefore err), even when they saw the algorithms
make less severe errors than a human forecaster.

Overview of Studies
In this article, we show that people’s use of an algorithmic

versus a human forecaster hinges on their experience with those
two forecasters. In five studies, we demonstrate that seeing an
algorithm perform (and therefore err) makes people less likely to
use it instead of a human forecaster. We show that this occurs even
for those who have seen the algorithm outperform the human, and
regardless of whether the human forecaster is the participant
herself or another, anonymous participant.
In all of our studies, participants were asked to use real data to

forecast real outcomes. For example, in Studies 1, 2, and 4,
participants were given master’s of business administration
(MBA) admissions data from past students and asked to predict
how well the students had performed in the MBA program. Near
the end of the experiment, we asked them to choose which of two
forecasting methods to rely on to make incentivized forecasts—a
human judge (either themselves, in Studies 1–3, or another partic-
ipant, in Study 4) or a statistical model that we built using the same
data given to participants. Prior to making this decision, we ma-
nipulated whether participants witnessed the algorithm’s perfor-
mance, the human’s performance, both, or neither.
Because the methods and results of these five studies are similar,

we first describe the methods of all five studies and then reveal the
results. For each study, we report how we determined our sample
size, all data exclusions (if any), all manipulations, and all mea-
sures. The exact materials and data are available in the online
supplemental materials.

Method

Participants

We conducted Studies 1, 2, and 4 in the Wharton School’s
Behavioral Lab. Participants received a $10 show-up fee for an
hour-long session of experiments, of which ours was a 20-min
component, and they could earn up to an additional $10 for
accurate forecasting performance. In Study 1, we recruited as
many participants as we could in 2 weeks; in Study 2 we recruited
as many as we could in 1 week; and in Study 4, each participant
was yoked to a different participant from Study 1, and so we
decided to recruit exactly as many participants as had fully com-
pleted every question in Study 1. In Studies 1, 2, and 4, 8, 4, and
0 participants, respectively, exited the survey before completing
the study’s key dependent measure, leaving us with final samples

2 One exception is the work of Arkes, Dawes, and Christensen (1986),
who found that domain expertise diminished people’s reliance on algorith-
mic forecasts (and led to worse performance).
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of 361, 206, and 354. These samples averaged 21–24 years of age
and were 58–62% female.
We conducted Studies 3a and 3b using participants from the

Amazon.com Mechanical Turk (MTurk) Web site. Participants
received $1 for completing the study and they could earn up to an
additional $1 for accurate forecasting performance. In Study 3a,
we decided in advance to recruit 400 participants (100 per condi-
tion), and in Study 3b, we decided to recruit 1,000 participants
(250 per condition). In both studies, participants who responded to
the MTurk posting completed a question before they started the
survey to ensure that they were reading instructions. We pro-
grammed the survey to exclude any participants who failed this
check (77 in Study 3a and 217 in Study 3b), and some participants
did not complete the key dependent measure (70 in Study 3a and
187 in Study 3b). This left us with final samples of 410 in Study
3a and 1,036 in Study 3b. These samples averaged 33–34 years of
age and were 46–53% female.

Procedures
Overview. This section describes the procedures of each of

the five studies, beginning with a detailed description of Study 1
and then briefer descriptions of the ways in which Studies 2–4
differed from Study 1. For ease of presentation, Tables 1, 2, and 7
list all measures we collected across the five studies.
Study 1. This experiment was administered as an online sur-

vey. After giving their consent and entering their Wharton Behav-
ioral Lab ID number, participants were introduced to the experi-
mental judgment task. Participants were told that they would play
the part of an MBA admissions officer and that they would
evaluate real MBA applicants using their application information.
Specifically, they were told that it was their job to forecast the
actual success of each applicant, where success was defined as an
equal weighting of GPA, respect of fellow students (assessed via
a survey), prestige of employer upon graduation (as measured in an

Table 1
Studies 1, 2, and 4: Belief and Confidence Measures

Study 1 Study 2 Study 4

How much bonus money do you think you would earn if your own estimates determined your bonus? (0–10) ✓b
How much bonus money do you think you would earn if the model’s estimates determined your bonus? (0–10) ✓b
What percent of the time do you think the model’s estimates are within 5 percentiles of a student’s true score? (0–100) ✓a ✓a
What percent of the time do you think your estimates are within 5 percentiles of a student’s true score? (0–100) ✓a ✓a
On average, how many percentiles do you think the model’s estimates are away from students’ actual percentiles?
(0–100) ✓a

On average, how many percentiles do you think your estimates are away from students’ actual percentiles? (0–100) ✓a
How much confidence do you have in the statistical model’s estimates? (1 ! none; 5 ! a lot) ✓a ✓a ✓a
How much confidence do you have in your estimates? (1 ! none; 5 ! a lot) ✓a ✓a ✓a
How well did the statistical model perform in comparison to your expectations? (1 ! much worse; 5 ! much better) ✓a
Why did you choose to have your bonus be determined by your [the statistical model’s] estimates instead of the
statistical model’s [your] estimates? (open-ended) ✓a ✓a ✓a

What are your thoughts and feelings about the statistical model? (open-ended) ✓a ✓a ✓a

Note. ✓a ! the measure was collected after participants completed the Stage 2 forecasts; ✓b ! the measure was collected before participants completed
the Stage 2 forecasts. All measures were collected after participants decided whether to tie their bonuses to the model or the human. Questions are listed
in the order in which they were asked. In Study 4, all questions asking about “your estimates” instead asked about “the lab participant’s estimates.”

Table 2
Studies 3a and 3b: Belief and Confidence Measures

Study 3a Study 3b

On average, how many ranks do you think the model’s estimates are away from states’ actual ranks? (0–50) ✓a ✓b
On average, how many ranks do you think your estimates are away from states’ actual ranks? (0–50) ✓a ✓b
How much confidence do you have in the statistical model’s estimates? (1 ! none; 5 ! a lot) ✓a ✓b
How much confidence do you have in your estimates? (1 ! none; 5 ! a lot) ✓a ✓b
How likely is it that the model will predict a state’s rank almost perfectly? (1 ! certainly not true; 9 ! certainly true)! ✓a ✓b
How likely is it that you will predict a state’s rank almost perfectly? (1 ! certainly not true; 9 ! certainly true) ✓b
How many of the 50 states do you think the model would estimate perfectly? (0–50) ✓b
How many of the 50 states do you think you would estimate perfectly? (0–50) ✓b
How likely is the model to make a really bad estimate? (1 ! extremely unlikely; 9 ! extremely likely) ✓b
How well did the statistical model perform in comparison to your expectations? (1 ! much worse; 5 ! much better) ✓a
Why did you choose to have your bonus be determined by your [the statistical model’s] estimates instead of the
statistical model’s [your] estimates? (open-ended) ✓a ✓a

What are your thoughts and feelings about the statistical model? (open-ended) ✓a ✓a

Note. ✓a ! the measure was collected after participants completed the Stage 2 forecasts; ✓b ! the measure was collected before participants completed
the Stage 2 forecasts. All measures were collected after participants decided whether to tie their bonuses to the model or the human. Questions are listed
in the order in which they were asked.
! In Study 3a, the wording of this question was slightly different: “How likely is it that the model will predict states’ ranks almost perfectly?”
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annual poll of MBA students around the Unites States), and job
success 2 years after graduation (measured by promotions and
raises).
Participants were then told that the admissions office had cre-

ated a statistical model that was designed to forecast student
performance. They were told that the model was based on hun-
dreds of past students, using the same data that the participants
would receive, and that the model was sophisticated, “put together
by thoughtful analysts.”3 Participants were further told that the
model was designed to predict each applicant’s percentile among
his or her classmates according to the success criteria described
above, and a brief explanation of percentiles was provided to
ensure that participants understood the prediction task. Finally,
participants received detailed descriptions of the eight variables
that they would receive about each applicant (undergraduate de-
gree, GMAT scores, interview quality, essay quality, work expe-
rience, average salary, and parents’ education) before making their
forecasts. Figure 1 shows an example of what participants saw
when making their forecasts.
The rest of the study proceeded in two stages. In the first stage,

participants were randomly assigned to one of four conditions,
which either gave them experience with the forecasting perfor-
mance of the model (model condition), themselves (human con-
dition), both the model and themselves (model-and-human condi-
tion), or neither (control condition). The three treatment conditions
(human, model, model-and-human) were informed that they would
next make (or see) 15 forecasts, and the control condition (n ! 91)
skipped this stage of the survey altogether. Participants in the
model-and-human condition (n ! 90) learned that, for each of the
15 applicants, they would make their own forecast, and then get
feedback showing their own prediction, the model’s prediction,
and the applicant’s true percentile. Participants in the human
condition (n ! 90) learned that they would make a forecast and
then get feedback showing their own prediction and the applicant’s
true percentile. Participants in the model condition (n ! 90)
learned that they would get feedback showing the model’s predic-
tion and the applicant’s true percentile. After receiving these
instructions, these participants proceeded through the 15 forecasts,
receiving feedback after each one. They were not incentivized for
accurately making these forecasts. The 15 forecasted applicants
were randomly selected (without replacement) from a pool of 115
applicants, and thus varied across participants.
Next, in the second stage of the survey, all participants learned

that they would make 10 “official” incentivized estimates, earning
an extra $1 each time the forecast they used was within 5 percen-
tiles of an MBA student’s realized percentile. To be sure they

understood this instruction, participants were required to type the
following sentence into a text box before proceeding: “You will
receive a $1 bonus for each of your 10 estimates that is within 5
percentiles of a student’s true percentile. Therefore, you can earn
an extra $0 to $10, depending on your performance.”
We then administered the study’s key dependent measure. Par-

ticipants were told that they could choose to have either their own
forecasts or the model’s forecasts determine their bonuses for the
10 incentivized estimates. They were then asked to choose be-
tween the two methods by answering the question “Would you like
your estimates or the model’s estimates to determine your bonuses
for all 10 rounds?” The two response options were “Use only the
statistical model’s estimates to determine my bonuses for all 10
rounds” and “Use only my estimates to determine my bonuses for
all 10 rounds.” We made it very clear to participants that their
choice of selecting either the model or themselves would apply to
all 10 of the forecasts they were about to make.
After choosing between themselves and the algorithm, partici-

pants forecasted the success of 10 randomly chosen applicants
(excluding those they were exposed to in the first stage, if any). All
participants made a forecast and then saw the model’s forecast for
10 randomly selected MBA applicants.4 They received no feed-
back about their own or the model’s performance while complet-
ing these forecasts.
After making these forecasts, participants answered questions

designed to assess their confidence in, and beliefs about, the model
and themselves (see Table 1 for the list of questions). Finally,
participants learned their bonus and reported their age, gender, and
highest level of education.
Study 2. In Study 2, we conducted a closer examination of our

most interesting experimental condition—the “model-and-human”
condition in which participants saw both the human and the model
perform before deciding which forecasting method to bet on. We
wanted to see if the model-and-human condition’s tendency to tie
their incentives to their own forecasts would replicate in a larger
sample. We also wanted to see whether it would be robust to
changes in the incentive structure, and to knowing during the first
stage, when getting feedback on both the model’s and their own
performance, what the incentive structure would be.
This study’s procedure was the same as that of Study 1, except

for five changes. First, all participants were assigned to the model-
and-human condition. Second, participants were randomly as-
signed to one of three types of bonuses in the experiment’s second
stage. Participants were either paid $1 each time their forecast was
within 5 percentiles of an MBA student’s realized percentile
(5-percentile condition; n ! 70), paid $1 each time their forecast
was within 20 percentiles of an MBA student’s realized percen-
tile (20-percentile condition; n ! 69), or paid based on their
average absolute error (AAE condition; n ! 67). Participants who
were paid based on average absolute error earned $10 if their
average absolute error was !4, and this bonus decreased by $1 for
each four additional units of average error. This payment rule is
reproduced in Appendix A.

3 The statistical model was built using the same data provided to par-
ticipants and is described in the supplemental materials.
4 For all five studies, after each Stage 2 trial participants guessed if their

estimate or the model’s was closer to the true value after seeing the model’s
forecast. This measure was exploratory and we do not discuss it further.

Figure 1. Example of forecasting task stimuli presented in Studies 1, 2,
and 4.
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Third, unlike in Study 1, participants learned this payment rule
just before making the 15 unincentivized forecasts in the first
stage. Thus, they were fully informed about the payment rule while
encoding their own and the model’s performance during the first
15 trials. We implemented this design feature in Studies 3a and 3b
as well.
Fourth, participants completed a few additional confidence and

belief measures, some of which were asked immediately before
they completed their Stage 2 forecasts (see Table 1). Participants
also answered an exploratory block of questions asking them to
rate the relative competencies of the model and themselves on a
number of specific attributes. This block of questions, which was
also included in the remaining studies, is listed in Table 7.
Study 3a. Study 3a examined whether the results of Study 1

would replicate in a different forecasting domain and when the
model outperformed participants’ forecasts by a much wider mar-
gin. As in Study 1, participants were randomly assigned to one of
four conditions—model (n ! 101), human (n ! 105), model-and-
human (n ! 99), and control (n ! 105)—which determined
whether, in the first stage of the experiment, they saw the model’s
forecasts, made their own forecasts, both, or neither.
The Study 3a procedure was the same as Study 1 except for a

few changes. Most notably, the forecasting task was different. The
Study 3a forecasting task involved predicting the rank (1 to 50) of
individual U.S. states in terms of the number of airline passengers
that departed from that state in 2011. A rank of 1 indicates that the
state had the most departing airline passengers, and a rank of 50
indicates that it had the least departing airline passengers.
To make each forecast, participants received the following

pieces of information about the state: its number of major airports
(as defined by the Bureau of Transportation), its 2010 census
population rank (1 to 50), its total number of counties rank (1 to
50), its 2008 median household income rank (1 to 50), and its 2009
domestic travel expenditure rank (1 to 50). Figure 2 shows an
example of the stimuli used in this study. All of the stimuli that
participants saw during the experiment were randomly selected
without replacement from a pool of the 50 U.S. states. The statis-
tical model was built using airline passenger data from 2006 to
2010 and the same variables provided to participants; it is de-
scribed in more detail in the supplemental materials.
There were five other procedural differences between Study 3a

and Study 1. First, participants who were not in the control
condition completed 10 unincentivized forecasts instead of 15 in
the first stage of the experiment. Second, in the second stage of the
study, all participants completed one incentivized forecast instead
of 10. Thus, their decision about whether to bet on the model’s
forecast or their own pertained to the judgment of a single state.
Third, we used a different payment rule to determine partici-

pants’ bonuses for that forecast. Participants were paid $1 if they

made a perfect forecast. This bonus decreased by $0.15 for each
additional unit of error associated with their estimate. This pay-
ment rule is reproduced in Appendix B. Fourth, as in Study 2,
participants learned this payment rule before starting the first stage
of unincentivized forecasts instead of after that stage. Finally, as
shown in Tables 2 and 7, the measures that we asked participants
to complete were slightly different.
Study 3b. Study 3b was a higher-powered direct replication of

Study 3a.5 Except for some differences in the measures that we
collected, and in the timing of those measures (see Table 2), the
procedures of Studies 3a and 3b were identical.
Study 4. The previous studies investigated whether people are

more likely to use their own forecasts after seeing an algorithm
perform. In Study 4, we investigated whether this effect extends to
choices between an algorithm’s forecasts and the forecasts of a
different person.
The procedure for this experiment was identical to that of Study

1, except that participants chose between a past participant’s
forecasts and the model’s instead of between their own forecasts
and the model’s. Each participant was yoked to a unique partici-
pant from Study 1 and, thus, assigned to the same condition as that
participant: either control (n ! 88), human (n ! 87), model (n !
90), or model-and-human (n ! 89). Study 4 participants saw
exactly the same sequence of information that the matched partic-
ipant had seen, including the exact same 15 forecasting outcomes
in Stage 1. For example, Study 4 participants who were matched
with a Study 1 participant who was in the model-and-human
condition saw that participant’s Stage 1 forecasts and saw exactly
the same model forecasts that that participant had seen. Following
Stage 1, all participants decided whether to tie their Stage 2
forecasting bonuses to the model’s forecasts or to the forecasts of
the Study 1 participant they were matched with.
As shown in Table 1, Study 4 participants completed the same

measures asked in Study 1. In addition, as in Studies 2, 3a, and 3b,
they also answered the block of questions asking them to compare
the human forecaster to the model, though in this study the
questions required a comparison between the model and the par-
ticipant they were matched with, rather than a comparison between
the model and themselves (see Table 7).

Results and Discussion

Forecasting Performance

As expected, the model outperformed participants in all five
studies. As shown in Table 3, participants would have earned
significantly larger bonuses if they had tied their bonuses to the
statistical model’s forecasts than if they had tied their bonuses to
the human’s forecasts. Moreover, the model’s forecasts were much
more highly correlated with realized outcomes than were humans’
forecasts (r ! .53 vs. r ! .16, in the MBA student forecasting task;
r ! .92 vs. r ! .69, in the airline passenger forecasting task). In
terms of average absolute error, the human forecasters produced

5 As described in the supplemental materials, the replication attempt of
Study 3b was motivated by having observed some weaker results in similar
studies run prior to Study 3a. This study ensured that the Study 3a findings
were not due to chance.

Figure 2. Example of stimuli presented during the forecasting task of
Studies 3a and 3b.
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15–29% more error than the model in the MBA student forecasting
task of Studies 1, 2, and 4 and 90–97% more error than the model
in the airline passenger forecasting task of Studies 3a and 3b (see
Table 3). This was true in both the stage 1 and stage 2 forecasts.
Thus, participants in the model-and-human condition, who saw
both the model and the human perform in stage 1, were much more
likely to see the model outperform the human than to see the
opposite, and this was especially true in Studies 3a and 3b. Par-
ticipants in every condition in every study were better off choosing
the model over the human.

Main Analyses
We hypothesized that seeing the model perform, and therefore

err, would decrease participants’ tendency to bet on it rather the
human forecaster, despite the fact that the model was more accu-
rate than the human. As shown in Figure 3, this effect was
observed, and highly significant, in all four studies in which we
manipulated experience with the model. In Study 1, we observed
this effect in lab participants’ forecasts of MBA students’ perfor-
mance. In Studies 3a and 3b, we learned that this effect generalizes
to a different forecasting task—predicting states’ ranks in number
of departing airline passengers—and, importantly, to a context in
which the model dramatically outperforms the human forecasters,
producing about half as much error in these two studies. Although
some magnitude of advantage must lead participants who see the
algorithm perform to be more likely to choose it—for example, if
they were to see the algorithm predict all outcomes exactly right—
the model’s large advantage in these studies was not large enough
to get them to do so. Finally, Study 4 teaches us that the effect
extends to choices between the model and a different human judge.
In sum, the results consistently support the hypothesis that seeing
an algorithm perform makes people less likely to choose it.
Interestingly, participants in the model-and-human conditions,

most of whom saw the model outperform the human in the first
stage of the experiment (610 of 741 [83%] across the five studies),

were, across all studies, among those least likely to choose the
model.6 In every experiment, participants in the model-and-human
condition were significantly less likely to tie their bonuses to the
model than were participants who did not see the model perform.
This result is not limited to the minority who saw the human
outperform the model, as even those who saw the model outper-
form the human were less likely to choose the model than were
participants who did not see the model perform.7 In addition, the
results of Study 2, in which all participants were assigned to the
model-and-human condition, teach us that the aversion to the model
in this condition persists within a large sample, and is not contingent
on the incentive structure.
Figure 3 also shows that although seeing the model perform, and

therefore err, decreased the tendency to choose the model, seeing
the human perform, and therefore err, did not significantly de-
crease the tendency to choose the human. This suggests, as hy-
pothesized, that people are quicker to abandon algorithms that
make mistakes than to abandon humans that make mistakes, even
though, as is often the case, the humans’ mistakes were larger.
Figure 3 reveals additional findings of interest. First, although

all three of the Study 2 incentive conditions showed the hypoth-
esized aversion to using the algorithm, the magnitude of this
aversion did differ across conditions, "2(2, N ! 206) ! 8.50, p !

6 When we say that the model “outperformed” the human, we mean that
across the trials in the first stage of the experiment, the average absolute
deviation between the model’s forecasts and the true percentiles was
smaller than the average absolute deviation between the human’s forecasts
and the true percentiles.
7 With all model-and-human condition participants included, the statistical

tests are as follows: Study 1, "2(1, N ! 271) ! 39.94, p # .001; Study 3a,
"2(1, N ! 309) ! 4.72, p ! .030; Study 3b, "2(1, N ! 783) ! 16.83, p #
.001; Study 4, "2(1, N ! 264) ! 13.84, p # .001. Considering only the
model-and-human condition participants who saw the model outperform the
human during stage 1, the statistical tests are: Study 1, "2(1, N ! 242) !
20.07, p # .001; Study 3a, "2(1, N ! 302)! 2.54, p ! .111; Study 3b, "2(1,
N ! 758) ! 9.92, p ! .002; Study 4, "2(1, N ! 235) ! 5.24, p ! .022.

Table 3
Studies 1–4: Forecasting Performance of Model Versus Human

Model Human Difference Paired t test

Bonus if chose model vs. human
Study 1 $1.78 (1.17) $1.38 (1.04) $0.40 (1.52) t(360) ! 4.98, p # .001
Study 2 $1.77 (1.13) $1.09 (0.99) $0.68 (1.56) t(204) ! 6.26, p # .001
Study 3a $0.48 (0.37) $0.31 (0.36) $0.17 (0.45) t(405) ! 7.73, p # .001
Study 3b $0.49 (0.36) $0.30 (0.34) $0.20 (0.44) t(1,028) ! 14.40, p # .001
Study 4 $1.79 (1.17) $1.38 (1.05) $0.41 (1.52) t(353) ! 5.11, p # .001

AAE in model-and-human condition (Stage 1 unincentivized forecasts)
Study 1 23.13 (4.39) 26.67 (5.48) –3.53 (6.08) t(89) ! $5.52, p # .001
Study 2 22.57 (4.08) 29.12 (7.30) –6.54 (7.60) t(205) ! $12.37, p # .001
Study 3a 4.28 (1.10) 8.45 (3.52) –4.17 (3.57) t(98) ! $11.63, p # .001
Study 3b 4.39 (1.19) 8.32 (3.52) –3.93 (3.64) t(256) ! $17.30, p # .001
Study 4 23.11 (4.41) 26.68 (5.51) –3.56 (6.10) t(88) ! $5.51, p # .001

AAE (Stage 2 incentivized forecasts)
Study 1 22.07 (4.98) 26.61 (6.45) –4.54 (7.50) t(360) ! $11.52, p # .001
Study 2 22.61 (5.10) 28.64 (7.30) –6.03 (7.50) t(204) ! $9.39, p # .001
Study 3a 4.54 (4.37) 8.89 (8.99) –4.35 (9.52) t(405) ! $9.21, p # .001
Study 3b 4.32 (4.23) 8.34 (8.16) –4.03 (8.36) t(1,028) ! $15.44, p # .001
Study 4 22.02 (4.98) 26.64 (6.45) –4.62 (7.44) t(353) ! $11.68, p # .001

Note. AAE ! average absolute error.
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.014. Participants who were paid for providing forecasts within 20
percentiles of the correct answer were less likely to choose the
model than were participants who were paid for providing fore-
casts within 5 percentiles of the correct answer, "2(1, N ! 139) !
3.56, p ! .059, as well as participants whose payment was based
on the average absolute error, "2(1, N ! 136) ! 8.56, p ! .003.8
As correct predictions were easier to obtain in the 20-percentile
condition, this effect likely reflects people’s greater relative con-
fidence in their own forecasts when forecasts are easy than when
they are difficult (e.g., Heath & Tversky, 1991; Kruger, 1999;
Moore & Healy, 2008). In support of this claim, although partic-
ipants’ confidence in the model’s forecasting ability did not differ
between the 20-percentile (M ! 2.84, SD ! 0.80) and other
payment conditions (M ! 2.73, SD ! 0.85), t(203) ! 0.92, p !
.360, they were significantly more confident in their own forecast-
ing ability in the 20-percentile condition (M ! 3.20, SD ! 0.85)

than in the other payment conditions (M ! 2.67, SD ! 0.85),
t(203) ! 4.24, p # .001. Moreover, follow-up analyses revealed
that the effect of the 20-percentile incentive on preference for the
model was mediated by confidence in their own forecasts, but not
by confidence in the model’s forecasts.9

8 The 5-percentile and AAE conditions did not differ, "2(1, N ! 137) !
1.21, p ! .271. AAE ! average absolute error.
9 We conducted a binary mediation analysis, in which the dependent vari-

able was choice of the model or human, the mediators were confidence in their
own forecasts and confidence in the model’s forecasts, and the independent
variable was whether or not participants were in the 20-percentile condition.
We then used Preacher and Hayes’s (2008) bootstrapping procedure to obtain
unbiased 95% confidence intervals around the mediated effects. Confidence in
their own forecasts significantly mediated the effect of incentive condition on
choice of the model, 95% CI [–.057, $.190], but confidence in the model’s
forecasts did not, 95% CI [–.036, .095].

Figure 3. Studies 1–4: Participants who saw the statistical model’s results were less likely to choose it. Errors bars
indicate %1 standard error. In Study 2, “AAE,” “5-Pct,” and “20-Pct” signify conditions in which participants were
incentivized either for minimizing average absolute error, for getting within 5 percentiles of the correct answer, or for
getting within 20 percentiles of the correct answer, respectively. AAE ! average absolute error; Pct ! percentile.
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Additionally, although one must be cautious about making com-
parisons across experiments, Figure 3 also shows that, across
conditions, participants were more likely to bet on the model
against another participant (Study 4) than against themselves
(Study 1). This suggests that algorithm aversion may be more
pronounced among those whose forecasts the algorithm threatens
to replace.

Confidence
Participants’ confidence ratings show an interesting pattern, one

that suggests that participants “learned” more from the model’s
mistakes than from the human’s (see Table 4). Whereas seeing the
human perform did not consistently decrease confidence in the
human’s forecasts—it did so significantly only in Study 4, seeing
the model perform significantly decreased participants’ confidence
in the model’s forecasts in all four studies.10 Thus, seeing a model
make relatively small mistakes consistently decreased confidence
in the model, whereas seeing a human make relatively large
mistakes did not consistently decrease confidence in the human.
We tested whether confidence in the model’s or human’s fore-

casts significantly mediated the effect of seeing the model perform
on participants’ likelihood of choosing the model over the human.
We conducted binary mediation analyses, setting choice of the
model or the human as the dependent variable (0 ! chose to tie
their bonus to the human; 1 ! chose to tie their bonus to the
model), whether or not participants saw the model perform as
the independent variable (0 ! control or human condition; 1 !
model or model-and-human condition), and confidence in the
human’s forecasts and confidence in the model’s forecasts as
mediators. We used Preacher and Hayes’s (2008) bootstrapping
procedure to obtain unbiased 95% confidence intervals around the
mediated effects. In all cases, confidence in the model’s forecasts
significantly mediated the effect, whereas confidence in the human
did not.11
It is interesting that reducing confidence in the model’s forecasts

seems to have led participants to abandon it, because participants
who saw the model perform were not more confident in the
human’s forecasts than in the model’s. Whereas participants in the
control and human conditions were more confident in the model’s
forecasts than in the human’s, participants in the model and model-

and-human conditions were about equally confident in the model’s
and human’s forecasts (see Table 4). Yet, in our studies, they chose
to tie their forecasts to the human most of the time.
Figure 4 explores this further, plotting the relationship between

choosing the statistical model and differences in confidence in the
model’s forecasts versus the human’s forecasts. There are a few
things to note. First, passing the sanity check, people who were more
confident in the model’s forecasts than in the human’s forecasts were
more likely to tie their bonuses to the model’s forecasts, whereas
people who were more confident in the human’s forecasts than in the
model’s forecasts were more likely to tie their bonuses to the human’s
forecasts. More interestingly, the majority of people who were
equally confident in the model’s and human’s forecasts chose to tie
their bonuses to the human’s forecasts, particularly when they had
seen the model perform. It seems that most people will choose the
statistical model over the human only when they are more confi-
dent in the model than in the human.
Finally, the divergent lines in Figure 4 show that the effect of

seeing the model perform on participant’s choice of the model
is not fully accounted for by differences in confidence. Partic-
ipants who expressed less confidence in the model’s forecasts
than in the human’s forecasts were, unsurprisingly, relatively
unlikely to tie their bonuses to the model, but this was more
pronounced for those saw the model perform. This difference
may occur because expressions of confidence in the model’s
forecasts are less meaningful without seeing the model perform,

10 Seeing the model perform significantly decreased confidence in the
model’s forecasts in every study: Study 1, t(358) ! 6.69, p # .001; Study
3a, t(403) ! 2.19, p ! .029; Study 3b, t(1,032) ! 7.16, p # .001; Study
4, t(351) ! 5.12, p # .001. Seeing the human perform significantly
decreased confidence in the human’s forecasts in only one of the four
studies: Study 1, t(358) ! 1.12, p ! .262; Study 3a, t(403) ! $0.06, p !
.952; Study 3b, t(1,031) ! 0.756, p ! .450; Study 4, t(351) ! 2.28, p !
.023.
11 For confidence in the model’s forecasts, the 95% confidence intervals

were as follows: Study 1, 95% CI [–.165, $.070]; Study 3a, 95% CI
[–.071, $.004]; Study 3b, 95% CI [–.112, $.060]; Study 4, 95% CI
[–.174, $.068]. For confidence in the human’s forecasts, the 95% confi-
dence intervals were as follows: Study 1, 95% CI [–.029, .013]; Study 3a,
95% CI [–.073, .004]; Study 3b, 95% CI [–.033, .027]; Study 4, 95% CI
[–.043, .026].

Table 4
Confidence in Model’s and Human’s Forecasts: Means (and Standard Deviations)

Control Human Model Model-and-human

Confidence in model’s forecasts
Study 1 3.04a (0.86) 3.17a (0.82) 2.49b (0.71) 2.63b (0.68)
Study 2 2.77 (0.83)
Study 3a 3.40a (0.83) 3.57a (0.73) 3.34a (0.79) 3.29a (0.79)
Study 3b 3.75a (0.75) 3.61a (0.76) 3.34b (0.74) 3.36b (0.69)
Study 4 3.30a (0.80) 3.28a (0.75) 2.86b (0.73) 2.87b (0.86)

Confidence in human’s forecasts
Study 1 2.70a (0.80) 2.47a (0.69) 2.60a (0.75) 2.66a (0.75)
Study 2 2.85 (0.89)
Study 3a 2.85a (0.83) 2.90a (0.95) 3.07a (1.01) 3.03a (0.90)
Study 3b 2.92a (0.85) 2.78a (0.78) 2.83a (0.81) 2.90a (0.80)
Study 4 3.11a (0.73) 2.79b (0.69) 3.01ab (0.73) 2.97ab (0.83)

Note. Within each row, means with different subscripts differ at p # .05 using Tukey’s test.
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or because the confidence measure may fail to fully capture
people’s disdain for a model that they see err. Whatever the
cause, it is clear that seeing the model perform reduces the
likelihood of choosing the model, over and above the effect it
has on reducing confidence.

Beliefs

In addition to measuring confidence in the model’s and human’s
forecasts, we also measured beliefs about the model’s and human’s
forecasts. As shown in Tables 5 and 6, the results of these belief
measures are similar to the results of the confidence measures:
With few exceptions, seeing the model perform made participants
less optimistic about the model. For example, Study 1 participants

who saw the model perform were significantly less likely to
believe that the model would be within 5 percentiles of the right
answer than were participants who did not see the model perform.
And Study 3b participants who saw the model perform thought it
would make fewer perfect predictions than participants who did
not see the model perform.
Table 6 reveals other interesting results. One alternative account

for why people find algorithms so distasteful may rest on people’s
desire for perfect predictions. Specifically, people may choose
human over algorithmic forecasts because, although they expect
algorithms to outperform humans on average, they expect a human
forecast to have a greater chance of being perfect. However, the
data in Table 6 fail to support this. In every condition—even those
in which people were unlikely to choose the model—participants

Table 5
Estimates of Model’s and Human’s Performance: Means (and Standard Deviations)

Control Human Model Model-and-human

Estimated % of model’s estimates within 5 percentiles
Study 1 46.52a (22.48) 47.63a (23.48) 28.24b (18.78) 36.73b (22.61)
Study 4 52.89a (17.50) 50.64ab (20.28) 37.51c (19.88) 43.47b (20.83)

Estimated % of human’s estimates within 5 percentiles
Study 1 37.02a (19.35) 27.19b (18.84) 32.67ab (21.25) 31.63ab (19.90)
Study 4 45.22a (18.76) 36.80b (19.62) 40.63ab (21.22) 40.12ab (18.70)

Estimated average absolute deviation of model’s estimates
Study 3a 7.51a (8.19) 5.08b (5.75) 6.18ab (6.06) 6.13ab (6.30)
Study 3b 5.09b (6.84) 4.87b (4.29) 5.75ab (4.39) 6.53a (5.43)

Estimated average absolute deviation of human’s estimates
Study 3a 8.56a (8.51) 7.44a (7.51) 7.36a (8.46) 7.39a (6.87)
Study 3b 8.11a (8.38) 8.73a (7.40) 7.29a (6.36) 8.28a (6.71)

Note. Within each row, means with different subscripts differ at p # .05 using Tukey’s test.

Figure 4. Most people do not choose the statistical model unless they are more confident in the model’s
forecasts than in the human’s forecasts. Errors bars indicate %1 standard error. The “Did Not See Model
Perform” line represents results from participants in the control and human conditions. The “Saw Model
Perform” line represents results from participants in the model and model-and-human conditions. Differ-
ences in confidence between the model’s and human’s forecasts were computed by subtracting participants’
ratings of confidence in the human forecasts from their ratings of confidence in the model’s forecasts (i.e.,
by subtracting one 5-point scale from the other). From left to right, the five x-axis categories reflect
difference scores of: #–1, $1, 0, &1, and '1. The figure includes results from all five studies.

Th
is
do
cu
m
en
ti
s
co
py
rig
ht
ed
by
th
e
A
m
er
ic
an
Ps
yc
ho
lo
gi
ca
lA
ss
oc
ia
tio
n
or
on
e
of
its
al
lie
d
pu
bl
ish
er
s.

Th
is
ar
tic
le
is
in
te
nd
ed
so
le
ly
fo
rt
he
pe
rs
on
al
us
e
of
th
e
in
di
vi
du
al
us
er
an
d
is
no
tt
o
be
di
ss
em
in
at
ed
br
oa
dl
y.

9ALGORITHM AVERSION



believed the algorithm to be more likely than the human to yield a
perfect prediction. Moreover, in Study 3b, the effect of seeing the
model err on the likelihood of betting on the model persisted even
among those who thought the model was more perfect than them-
selves (63% vs. 55%), "2(1, N ! 795) ! 4.92, p ! .027. Thus, the
algorithm aversion that arises from experience with the model
seems not entirely driven by a belief that the model is less likely
to be perfect. Rather, it seems driven more by people being more
likely to learn that the model is bad when they see the model make
(smaller) mistakes than they are to learn that the human is bad
when they see the human make (larger) mistakes.
Finally, it is also interesting to consider the responses of par-

ticipants in the control condition in Study 3b, who did not see
either the model or themselves make forecasts before making their
judgments. These participants expected a superhuman perfor-
mance from the human—to perfectly predict 16.7 of 50 (33%)
ranks—and a supermodel12 performance from the model—to per-
fectly predict 30.4 of 50 (61%) ranks. In reality, the humans and
the model perfectly predicted 2.2 (4%) and 6.0 (12%) ranks,
respectively. Although one may forgive this optimism in light of
the control condition’s unfamiliarity with the task, those with
experience, including those who saw both the model and the
human perform, also expressed dramatically unrealistic expecta-
tions, predicting the model and human to perfectly forecast many
more ranks than was possible (see Table 6). Even those with
experience may expect forecasters to perform at an impossibly
high level.

Comparing the Model and Human
on Specific Attributes
For purely exploratory purposes, we asked participants in Stud-

ies 2–4 to rate how the human and the model compared at different
aspects of forecasting. These scale items were inspired by obser-
vations made by Dawes (1979), Einhorn (1986), and Grove and
Meehl (1996), who articulated the various ways in which humans
and algorithms may be perceived to differ. Our aim was to measure
these perceived differences, in the hope of understanding what

advantages people believe humans to have over models (and vice
versa), which could inform future attempts to reduce algorithm
aversion.
Table 7 shows the results of these measures. Participants right-

fully thought that the model was better than human forecasters at
avoiding obvious mistakes, appropriately weighing various attri-
butes, and consistently weighing information. Consistent with re-
search on the adoption of decision aids (see Highhouse, 2008),
participants thought that the human forecasters were better than the
model at getting better with practice, learning from mistakes, and
finding underappreciated candidates. These data suggest that one
may attempt to reduce algorithm aversion by either educating
people of the importance of providing consistent and appropriate
weights, or by convincing them that models can learn or that
humans cannot. We look forward to future research that builds on
these preliminary findings.

General Discussion
The results of five studies show that seeing algorithms err makes

people less confident in them and less likely to choose them over
an inferior human forecaster. This effect was evident in two
distinct domains of judgment, including one in which the human
forecasters produced nearly twice as much error as the algorithm.
It arose regardless of whether the participant was choosing be-
tween the algorithm and her own forecasts or between the algo-
rithm and the forecasts of a different participant. And it even arose
among the (vast majority of) participants who saw the algorithm
outperform the human forecaster.
The aversion to algorithms is costly, not only for the partic-

ipants in our studies who lost money when they chose not to tie
their bonuses to the algorithm, but for society at large. Many
decisions require a forecast, and algorithms are almost always
better forecasters than humans (Dawes, 1979; Grove et al.,
2000; Meehl, 1954). The ubiquity of computers and the growth

12 Sorry.

Table 6
Beliefs About the Model and Human Forecaster: Means (and Standard Deviations)

Control Human Model Model-and-human

Likelihood the model will make a perfect prediction (9-point scale)
Study 3a 5.35ac (1.61) 5.59a (1.50) 4.80bc (1.71) 4.60b (1.57)
Study 3b 6.14a (1.54) 5.72b (1.59) 4.89c (1.55) 4.94c (1.61)

Likelihood the human will make a perfect prediction (9-point scale)
Study 3b 4.30a (1.84) 3.64b (1.62) 3.73b (1.61) 3.89b (1.63)

Number of states the model will predict perfectly (0–50)
Study 3b 30.36a (14.01) 25.16b (14.57) 15.20c (11.83) 15.84c (12.35)

Number of states the human will predict perfectly (0–50)
Study 3b 16.70a (13.14) 8.43b (8.37) 9.11b (9.16) 8.60b (9.08)

Likelihood the model will make a really bad estimate (9-point scale)
Study 3b 3.78b (1.55) 3.80b (1.44) 4.41a (1.52) 4.36a (1.47)

Performance of model relative to expectations (5-point scale)
Study 3a 3.12ab (0.73) 3.32a (0.69) 2.99b (0.83) 3.11ab (0.78)

Note. Within each row, means with different subscripts differ at p # .05 using Tukey’s test.
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of the “Big Data” movement (Davenport & Harris, 2007) have
encouraged the growth of algorithms but many remain resistant
to using them. Our studies show that this resistance at least
partially arises from greater intolerance for error from algo-
rithms than from humans. People are more likely to abandon an
algorithm than a human judge for making the same mistake.
This is enormously problematic, as it is a barrier to adopting
superior approaches to a wide range of important tasks. It
means, for example, that people will more likely forgive an
admissions committee than an admissions algorithm for making
an error, even when, on average, the algorithm makes fewer
such errors. In short, whenever prediction errors are likely—as
they are in virtually all forecasting tasks—people will be biased
against algorithms.
More optimistically, our findings do suggest that people will be

much more willing to use algorithms when they do not see algo-
rithms err, as will be the case when errors are unseen, the algo-
rithm is unseen (as it often is for patients in doctors’ offices), or
when predictions are nearly perfect. The 2012 U.S. presidential
election season saw people embracing a perfectly performing
algorithm. Nate Silver’s New York Times blog, Five Thirty Eight:
Nate Silver’s Political Calculus, presented an algorithm for fore-
casting that election. Though the site had its critics before the votes
were in—one Washington Post writer criticized Silver for “doing
little more than weighting and aggregating state polls and com-
bining them with various historical assumptions to project a future
outcome with exaggerated, attention-grabbing exactitude” (Ger-
son, 2012, para. 2)—those critics were soon silenced: Silver’s
model correctly predicted the presidential election results in all 50
states. Live on MSNBC, Rachel Maddow proclaimed, “You know
who won the election tonight? Nate Silver,” (Noveck, 2012, para.
21), and headlines like “Nate Silver Gets a Big Boost From the
Election” (Isidore, 2012) and “How Nate Silver Won the 2012
Presidential Election” (Clark, 2012) followed. Many journalists
and popular bloggers declared Silver’s success a great boost for
Big Data and statistical prediction (Honan, 2012; McDermott,
2012; Taylor, 2012; Tiku, 2012).
However, we worry that this is not such a generalizable victory.

People may rally around an algorithm touted as perfect, but we
doubt that this enthusiasm will generalize to algorithms that are

shown to be less perfect, as they inevitably will be much of the
time.

Limitations and Future Directions
Our studies leave some open questions. First, we did not explore

all of the boundaries of our effect. For example, we found that
participants were significantly more likely to use humans that
produced 13–97% more error than algorithms after seeing those
algorithms err. However, we do not know if this effect would
persist if the algorithms in question were many times more accu-
rate than the human forecasters. Presumably, there is some level of
performance advantage that algorithms could exhibit over humans
that would lead forecasters to use the algorithms even after seeing
them err. However, in practice, algorithms’ advantage over human
forecasters is rarely larger than the advantage they had in our
studies (Grove et al., 2000), and so the question of whether our
effects generalize to algorithms that have an even larger advantage
may not be an urgent one to answer. Also, although we found this
effect on two distinct forecasting tasks, it is possible that our effect
is contingent on features that these tasks had in common.
Second, our studies did not explore the many ways in which

algorithms may vary, and how those variations may affect algo-
rithm aversion. For example, algorithms can differ in their com-
plexity, the degree to which they are transparent to forecasters, the
degree to which forecasters are involved in their construction, and
the algorithm designer’s expertise, all of which may affect fore-
casters’ likelihood of using an algorithm. For example, it is likely
that forecasters would be more willing to use algorithms built by
experts than algorithms built by amateurs. Additionally, people
may be more or less likely to use algorithms that are simple and
transparent—more likely if they feel more comfortable with trans-
parent algorithms, but less likely if that transparency makes it
obvious that the algorithm will err. We look forward to future
research investigating how algorithms’ attributes affect algorithm
aversion.
Third, our results show that algorithm aversion is not entirely

driven by seeing algorithms err. In the studies presented in this
paper, nontrivial percentages of participants continued to use an
algorithm after they had seen it err and failed to use an algorithm

Table 7
Participants’ Perceptions of the Model Versus Human Forecaster on Specific Attributes: Means (and Standard Deviations)

Study 2 Study 3a Study 3b Study 4

Detecting exceptions 3.55h (0.99) 3.02 (1.08) 2.98 (1.08) 3.91h (0.97)
Finding underappreciated candidates 3.74h (0.96) 4.04h (0.98)
Avoiding obvious mistakes 2.68m (1.10) 2.64m (1.03) 2.62m (1.02) 2.55m (1.13)
Learning from mistakes 3.91h (0.81) 3.74h (0.92) 3.67h (0.95) 3.81h (0.99)
Appropriately weighing a candidate’s
qualities (state’s attributes) 2.98 (1.09) 2.50m (0.92) 2.34m (0.93) 2.81m (1.11)

Consistently weighing information 2.33m (1.10) 2.49m (1.00) 2.29m (0.98) 2.05m (1.02)
Treating each student (state) individually 3.60h (1.02) 2.94 (1.02) 2.89m (1.02) 3.48h (1.25)
Getting better with practice 3.85h (0.82) 3.66h (0.96) 3.63h (0.98) 3.77h (1.08)

Note. In Studies 2–3b, participants were asked to “Please indicate how you and the model compare on the following attributes.” In Study 4, participants
were asked to “Please indicate how the lab participant and the model compare on the following attributes.” All answers were given on 5-point scales, from
1 (Model is much better) to 5 (I am [The participant is] much better). Each mean significantly below the scale midpoint is denoted with an “m” subscript,
indicating that the model is significantly better than the human; each mean significantly above the scale midpoint is denoted with an “h” subscript, indicating
that the human is significantly better than the model.

Th
is
do
cu
m
en
ti
s
co
py
rig
ht
ed
by
th
e
A
m
er
ic
an
Ps
yc
ho
lo
gi
ca
lA
ss
oc
ia
tio
n
or
on
e
of
its
al
lie
d
pu
bl
ish
er
s.

Th
is
ar
tic
le
is
in
te
nd
ed
so
le
ly
fo
rt
he
pe
rs
on
al
us
e
of
th
e
in
di
vi
du
al
us
er
an
d
is
no
tt
o
be
di
ss
em
in
at
ed
br
oa
dl
y.

11ALGORITHM AVERSION



when they had not seen it err. This suggests that there are other
important drivers of algorithm aversion that we have not uncov-
ered. Finally, our research has little to say about how best to reduce
algorithm aversion among those who have seen the algorithm err.
This is the next (and great) challenge for future research.
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Appendix A

Payment Rule for Study 2

Participants in the average absolute error condition of Study 2 were paid as follows:
• $10: within 4 percentiles of student’s actual percentile on average
• $9: within 8 percentiles of student’s actual percentile on average
• $8: within 12 percentiles of student’s actual percentile on average
• $7: within 16 percentiles of student’s actual percentile on average
• $6: within 20 percentiles of student’s actual percentile on average
• $5: within 24 percentiles of student’s actual percentile on average
• $4: within 28 percentiles of student’s actual percentile on average
• $3: within 32 percentiles of student’s actual percentile on average
• $2: within 36 percentiles of student’s actual percentile on average
• $1: Within 40 percentiles of student’s actual percentile on average

Appendix B

Payment Rule for Studies 3a and 3b

Participants in Studies 3a and 3b were paid as follows:
• $1.00: perfectly predict state’s actual rank
• $0.85: within 1 rank of state’s actual rank
• $0.70: within 2 ranks of state’s actual rank
• $0.55: within 3 ranks of state’s actual rank
• $0.40: within 4 ranks of state’s actual rank
• $0.25: within 5 ranks of state’s actual rank
• $0.10: within 6 ranks of state’s actual rank

Received July 6, 2014
Revision received September 23, 2014

Accepted September 25, 2014 !
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I. Objectives of this Paper 
 
Accountability now has broad international support and has been adopted in many laws, 
including in the EU General Data Protection Regulation (GDPR), regulatory policies and 
organisational practices. It is essential that there is consensus and clarity on the precise 
meaning and application of organisational accountability among all stakeholders, including 
organisations implementing accountability and data protection authorities (DPAs) overseeing 
accountability. Without such consensus, organisations will not know what DPAs expect of them 
and DPAs will not know how to assess organisations’ accountability-based privacy programs 
with any degree of consistency and predictability. Thus, drawing from the global experience 
with accountability to date and from the Centre for Information Policy Leadership’s (CIPL)1 own 
extensive prior work on accountability, this paper seeks to explain the following issues: 
 

• The concept of organisational accountability and how it is reflected in the GDPR; 

• The essential elements of accountability and how the requirements of the GDPR (and of 
other normative frameworks) map to these elements;  

• Global acceptance and adoption of accountability; 

• How organisations can implement accountability (including by and between controllers 
and processors) through comprehensive internal privacy programs that implement 
external rules or the organisation’s own data protection policies and goals, or through 
verified or certified accountability mechanisms, such as Binding Corporate Rules (BCR), 
APEC Cross-Border Privacy Rules (CBPR), APEC Privacy Recognition for Processors (PRP), 
other seals and certifications, including future GDPR certifications and codes of conduct; 
and 
 

• The benefits that accountability can deliver to each stakeholder group. 
 
In addition, the paper argues that accountability exists along a spectrum, ranging from basic 
accountability requirements required by law (such as under the GDPR) to stronger and more 
granular accountability measures that may not be required by law but that organisations may 
nevertheless want to implement because they convey substantial benefits. 

Indeed, in its earlier Opinion on accountability,2 the Article 29 Data Protection Working Party 
(WP29) specifically recognised and supported implementing accountability through voluntary 
accountability schemes, characterising them as a “second tier” of accountability beyond what 
may be strictly required by law: 

[T]he ‘legal architecture’ of the accountability mechanisms would envisage two levels: 
the first tier would consist of a basic statutory requirement binding upon all data 
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controllers. The content of the requirement would include two elements: the 
implementation of measures/procedures, and the maintenance of evidence thereto. 
Specific requirements could complement this first tier. A second tier would include 
voluntary accountability systems that go above and beyond the minimum legal 
requirements, as far as the underlying data protection principles (providing higher 
safeguards than those required under the applicable rules) and/or in terms of how they 
implement or ensure the effectiveness of the measures (implement requirements that 
go beyond the minimum level).3 

Of course, such heightened and voluntary accountability is not limited to formal accountability 
systems (such as BCR, codes of conduct and certifications) — organisations can also implement 
accountability through their own internal privacy programs. Regardless of how such heightened 
accountability is implemented, however, it should be encouraged and incentivised.  

Thus, while in this paper we focus on the concept of accountability, issues relating to its 
implementation and the benefits of accountability to various stakeholders, the second paper in 
this series addresses the specific issue of incentivising accountability, especially where it goes 
above the minimum legal requirements.4 The second paper explains:  

• How and why accountability measures, ideally, should exceed the minimum legal 
requirements; 

• The many benefits of accountability to all stakeholders, including DPAs, particularly as it 
moves up along the accountability spectrum from the required basics to “heightened 
accountability”; and 

• Why DPAs and legislators should incentivise accountability and what the incentives 
might be?  

II.  Background on Organisational Accountability 
 
In a nutshell, the concept of “accountability” requires organisations to take necessary steps to: 
 

a) Implement applicable data protection requirements or goals; and  

b) Be able to demonstrate such implementation. 

In its 2010 Opinion on accountability, the WP29 defined accountability as follows: “a statutory 
accountability principle would explicitly require data controllers to implement appropriate and 
effective measures to put into effect the principles and obligations [of the applicable law] and 
demonstrate this on request.”5 Similarly, in its earlier work on this topic, CIPL explained that 
accountability “involves setting privacy protection goals for companies based on criteria 
established in law, self-regulation and best practices, and vesting the organisation with both 
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the ability and the responsibility to determine appropriate, effective measures to reach those 
goals,” complemented by the “organisation’s ability to demonstrate its capacity to achieve 
specified privacy objectives.”6 

The understanding of accountability set forth in the previous paragraph has become a 
cornerstone of effective data protection and a dominant trend in global data privacy law, policy 
and organisational practices. Indeed, the term encapsulates what most regulators now expect 
of responsible organisations that handle personal data and what many privacy frameworks and 
data protection laws have incorporated as a matter of basic obligation or best practice. As 
recommended by the WP29 in its 2010 Opinion on accountability, the GDPR has now explicitly 
incorporated accountability into EU data protection law.7 The OECD Privacy Guidelines8 and the 
APEC Privacy Framework9 have long since explicitly incorporated accountability as a core data 
protection concept, and data privacy regulators in numerous jurisdictions have issued 
regulatory guidance or enforcement orders encouraging or requiring accountability including, 
Canada, Mexico, Hong Kong, Singapore, Australia, Colombia and the United States.10 Also, the 
revised Council of Europe Convention 108 makes explicit that accountability is a key concept.11 

 A. The Elements of Accountability 

Accountability-based data privacy and governance programs typically encompass and address 
each individual element of accountability. The “Accountability Wheel” in Figure 1 below 
identifies the essential elements of organisational accountability (which are further explained in 
Table 1 below). They include:  

1) Leadership and Oversight  

2) Risk Assessment (including DPIA)  

3) Policies and Procedures (including Fairness and Ethics) 

4) Transparency 

5) Training and Awareness  

6) Monitoring and Verification  

7) Response and Enforcement  

These elements have already been developed and promoted by global organisations,12 as well 
as in CIPL’s previous work on accountability.13 They are consistent also with regulatory 
guidance, for example, privacy management program guidance from both the Hong Kong and 
Canadian Privacy Commissioners14 and the WP29’s 2010 Opinion on accountability. 
Furthermore, these elements are consistent with other areas of corporate law and compliance, 
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including anti-bribery, anti-money laundering (AML), export control and competition.15 They 
have been used by organisations, regulators and courts to determine if an organisation has 
maintained an effective and comprehensive compliance program in any given regulatory area. 

With accountability firmly part of the GDPR and widely adopted in other global laws and 
regimes, many organisations will be investing in comprehensive data privacy and governance 
programs. Not all organisations will have to begin this process from scratch. Many organisations 
already have comprehensive privacy programs or will have already implemented non-privacy 
accountability-based compliance frameworks and can leverage and mutualise their existing 
efforts to create, streamline and merge accountability for data protection into their broader 
corporate accountability programs. Thus, it is critical that there is a uniform understanding of 
the concept of accountability and a harmonised interpretation of how to deliver accountability 
in practice for all stakeholders:  

• For the organisations implementing accountability;  

• For the regulators that are enforcing it; and 

• For individuals who are the focus of privacy law and compliance and who will ultimately 
benefit from accountability, as it is designed to deliver more effective protection for 
individuals and their data. 

This paper seeks to promote consensus in understanding the elements of accountability, to 
ensure that organisations implement them consistently and that DPAs assess and respond to 
such implementation consistently and predictably. 
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Figure 1 – CIPL “Accountability Wheel” – Universal Elements of Accountability 
 
 

Accountability Element: The Accountable Organisation… 
 
 

Leadership and Oversight 

Ensures appropriate data privacy governance, accountability, oversight, 
reporting, and buy-in from mid-level and top-level management, including 
appointing appropriate personnel (e.g., DPO or DPO Team, senior level 
privacy executives and data governance staff) to oversee the 
organisation’s privacy and accountability program and report to senior 
management and the board. 

 
 
 

Risk Assessment 

At program level, periodically assesses its privacy program and its 
relevance in light of changes in business models, risk, law, technology and 
other external and internal factors. At product, service and project level, 
implements controls to identify, understand and mitigate risks to 
individuals and organisations. In case of a data breach incident, assesses 
the potential risks to the rights and freedoms of individuals to mitigate the 
risks and perform the relevant notifications to the DPA and the data 
subjects. 
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Policies and Procedures 

Builds and maintains written data privacy policies and procedures that 
reflect applicable laws, regulations, industry standards and organisational 
values and goals and implements mechanisms to operationalise them 
throughout the organisation. This includes policies and procedures to 
ensure fair processing and ethical considerations. 

 
 

Transparency 

Communicates to individuals critical information about its data privacy 
program, procedures and protections, as well as the benefits and/or 
potential risks of data processing and information about individual rights 
through easily accessible means (e.g., privacy notices, policies and 
transparency tools such as dashboards and portals). Communicates and 
engages with relevant data privacy regulators about its privacy program. 

 
Training and Awareness 

Ensures ongoing training and communication to employees, contractors 
and others who handle data processed by the organisation about the 
privacy program, its objectives and controls.  

 
Monitoring and Verification 

Monitors ongoing internal compliance with the program, policies and 
procedures and establishes procedures for regular self-assessments, 
internal audits and in some instances external audit or certifications.  

 
 

Response and Enforcement 

Puts in place appropriate procedures for responding to inquiries, 
complaints, data protection breaches and internal non-compliance. 
Enforces against internal non-compliance with the program, rules and 
controls. Cooperates with third-party certification bodies, Accountability 
Agents, and data privacy regulators in investigations and enforcement 
actions. 

 
Table 1 – Organisational measures to implement the elements of accountability 

 
On page 13, Table 2 illustrates how many of the GDPR requirements map to the above 
elements of accountability. It is not an exhaustive list but an example of how various legal 
requirements fit within the accountability framework. It is intended to aid organisations in 
structuring their compliance efforts and relating their compliance activities under a given law to 
the universal elements of accountability. Importantly, based on risk assessments and in 
accordance with the risk-based approach of the GDPR, organisations can set priorities in terms 
of measures to implement the elements of accountability based on where there is the biggest 
risk to the organisation and to individuals. Finally, other data privacy laws, standards or 
frameworks can similarly be mapped to these essential elements of accountability. 

 B. Approaches to Implementing Accountability 
 
Organisations can implement accountability through various means. They include:  
 

a) Internal organisational privacy and information management programs;  

b) Regulated frameworks such as EU Binding Corporate Rules (BCR)16 and the EU-US 
Privacy Shield;17 
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c) Industry codes of conduct, such as the FEDMA European Code of Practice for the Use of 
Personal Data in Direct Marketing18 or the CISPE Code of Conduct19 and as envisaged in 
the GDPR;20 

d) Third-party certifications and seals, such as APEC Cross-Border Privacy Rules (CBPR) and 
the APEC Privacy Recognition for Processors (PRP),21 various national privacy marks, for 
example, Japan’s JIPDEC Privacy Mark System22 and certifications envisaged in Article 42 
of the GDPR; 

e) International standards, such as ISO 27018 (Code of practice for protection of personally 
identifiable information (PII) in public clouds acting as PII processors) (hereinafter, Cloud 
Privacy and Security standard).23 

Although each of these mechanisms differ in nature and scope, each of them requires 
organisations to  

1. Build and implement comprehensive internal data privacy and governance programs 
 (including policies and procedures) that implement and operationalise data privacy 
 protections that govern the organisations’ use of data. These protections can be  based 
 on:  

• legal obligations in laws such as the GDPR or other data privacy laws;  

• requirements established by accountability schemes (e.g., Privacy Shield, BCR or CBPR); 

• requirements established by internal company policies, goals or internal codes of 
business ethics; 

• requirements of external third-party certification schemes, seals or codes of conduct; or 

• requirements of international standards, such as the ISO Cloud Privacy and Security 
Standard. 

2. Be able to verify the implementation of such programs internally through different 
 assessments, controls and internal audits and, in some cases externally, through 
 external audits or certifications. 

3. Be able to demonstrate the existence and effectiveness of such programs, both 
 internally to their corporate boards, and externally to individuals, business partners, 
 shareholders and civil society bodies representing individuals and, upon demand, to 
 DPAs in an investigation or enforcement context, or to a third-party certifier in the 
 context of certified accountability frameworks. 
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It is important to note that due to the variety of potential external and internal sources for the 
privacy standards that will be operationalised through an organisation’s privacy management 
program, this paper does not argue that accountability must be mandated or informed by a 
law. However, in most cases, some external standard will provide the substantive requirements 
that must be implemented through a privacy program or other accountability mechanism. For 
example, participating APEC economies in the CBPR system are required to enforce the APEC 
CBPR program requirements through their domestic laws but it is not a requirement that a 
participating economy have a dedicated data protection law in place. For instance, the US is a 
participating economy in the APEC CBPR system with no general law on data protection, but 
enforces the APEC CBPR program requirements through the US Federal Trade Commission 
Act.24 

Further, as is evident from the above list, accountability can often be implemented through or 
accompanied by some form of external certification and validation, which ensures both 
verification and demonstration. Examples include BCR, CBPR, PRP, or certifications under ISO 
standards such as the ISO 27018 Cloud Privacy and Security standard and ISO 27001 
(Information Security Management Systems)25 and, perhaps, any future certifications under the 
GDPR. 

 C. Accountability under the GDPR 

As mentioned, the GDPR expressly incorporates accountability as a requirement. Although this 
requirement is stated explicitly with respect to controllers, the GDPR also includes increased 
statutory and contractual processor obligations that imply accountability obligations for 
processors.   

 1. Controllers 

The following provisions of the GDPR spell out the accountability requirements for controllers: 

• Article 5(2): Accountability is now explicitly a data protection principle — “The controller 
shall be responsible for, and be able to demonstrate compliance with paragraph 1 
(accountability)”, i.e. the basic data protection principles contained in GDPR Article 5, 
such as fair processing, lawful basis for processing, purpose specification and limitation, 
data quality, etc.26  

• Article 24(1): This provision concretises the concept of accountability and incorporates 
the risk-based approach into the GDPR.27 Organisations must implement, review and 
keep up-to-date appropriate technical and organisational measures, including policies, 
procedures, rules and tools, to: 

a) Ensure compliance with the GDPR; and  
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b) Be able to demonstrate compliance. 

Such measures must be based on and proportionate to, among other factors, the 
likelihood and severity of risks for individuals. In other words, accountability and privacy 
management programs must be risk-based.28  

 
Arguably, all GDPR requirements require some accountability on the part of the controller and 
operational policies and procedures to give effect to the legal obligations. Some of the more 
new and/or notable accountability measures envisaged in the GDPR include: 

• Article 6: The choice of, and evidence for a legal basis, in particular legitimate interest 
processing in Article 6(1)(f) 

• Article 12-14: Transparency and privacy notices  

• Articles 15-22: Procedures to respond to individual rights  

• Article 25: Data protection by design and by default 

• Article 28: Processor due diligence, contracting and management  

• Article 30: Maintaining records of processing 

• Article 31: Cooperation with the supervisory authority 

• Article 32: Security policies and procedures 

• Articles 33-34: Data breach notification 

• Article 35-36: Data Protection Impact Assessments 

• Articles 37-39: Appointment of a data protection officer 

• Articles 44-49: Appropriate data transfers mechanisms  

 2. Processors 

As to processor accountability, the GDPR imposes new legislative obligations and liabilities for 
processors, as well as contractual obligations between controllers and processors in Article 28. 
In order to comply with the enhanced contractual requirements and new legislative obligations, 
processors, just like controllers, will likely be expected to implement internal policies and 
procedures for their processing activities. Based on Article 28(1) of the GDPR, the processor 
shall “implement appropriate technical measures and organisational measures in such a 
manner that processing will meet the requirements” of the GDPR. Organisational measures 
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have to be interpreted in the larger sense of overall measures for governing the processor 
duties including having policies and procedures as well as the ability to review the processes 
with monitoring, auditing and response mechanisms. In other words, accountability and the 
implementation of privacy management programs are equally relevant for processors as for 
controllers, even if there are differences in the responsibilities. 

Specific obligations on processors introduced by the GDPR include: 

• Article 28: Processor (due diligence, contracting and management in case of sub-
processing, assistance to the controller, confidentiality, data deletion or returning data 
to the controller, notification of illegal instructions to the controller) 

• Article 30: Maintaining records of processing 

• Article 31: Cooperation with the supervisory authority 

• Article 32: Security policies and procedures 

• Article 33: Data breach notification to the controller 

• Article 37-39: Appointment of a data protection officer  

• Articles 44-49: Appropriate data transfer mechanisms  

All of these reflect elements of accountability, as further discussed below. 
 

3. Elements of accountability in the GDPR and in general 
 

Below are some of the examples of GDPR requirements that map to the elements of accountability, 
as well as general controls and measures that organisations should implement to ensure 
accountability under the GDPR and other national data protection laws. Organisations must be able 
to demonstrate (internally and externally) these controls and measures: 

Accountability Element: Examples of controls/measures mapped to accountability elements: 
 

Leadership and Oversight 
• Executive oversight 
• Data privacy officer/Office of oversight and reporting 
• Data privacy governance 
• Privacy engineers  

 
 

Risk Assessment 

• At program level 
• At product or service level  
• In case of data breach incident 
• DPIA for high-risk processing 
• Risk to organisations 
• Risk to individuals 
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Policies and Procedures 

• Internal privacy rules based on data protection principles 
• Information security 
• Legal basis and fair processing 
• Vendor/Processor management 
• Procedures for response to individual rights  
• Other procedures (e.g., Marketing rules, HR rules, M&A due diligence) 
• Data transfer mechanisms 
• Privacy by design 
• Privacy by default  
• Templates and tools for privacy impact assessments 
• Crisis management and incident response 

 
 

Transparency 

• Privacy policies and notices to individuals  
• Innovative transparency – dashboards, integrated in products/apps, 

articulate value exchange and benefits, part of the customer relationship 
• Access to information portals 
• Notification of data breaches 

 
Training and Awareness 

• Mandatory corporate training 
• Ad hoc and functional training 
• Awareness raising campaigns and communication strategy 

 
 

Monitoring and Verification 

• Internal records of processing 
• Documentation and evidence – consent, legitimate interest and other 

legal bases, notices, PIA, processing agreements, breach response 
• Compliance monitoring as appropriate, such as verification, self-

assessments and audits 
• Seals and certifications 

 
 

Response and Enforcement 

• Individual requests and complaint-handling 
• Breach reporting, response and rectification procedures 
• Managing breach notifications to individuals and regulators 
• Implementing response plans to address audit reports 
• Internal enforcement of non-compliance subject to local laws 
• Engagement/Co-operation with DPAs 

Table 2 – Organisational Accountability Elements Mapped to GDPR Requirements and General Measures 

 D. Implementing and Demonstrating Accountability within an Organisation 

There is no “one-size-fits-all” formula for implementing and demonstrating accountability. Each 
organisation, both controllers and processors, must find its own way to implement and 
communicate its approach to organisational accountability and responsible use of data based 
on the applicable legal requirements, its internal policies and goals as well as the risks to 
individuals that may be associated with the relevant processing operations. To effectively 
implement and demonstrate accountability, each organisation must make it an integral part of 
its culture, brand and reputation with an eye on how it wants to be perceived by its customers, 
business clients, vendors, employees, investors and regulators.  
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As mentioned earlier, there are different ways in which accountability may be implemented 
and demonstrated, bearing in mind (1) that they can overlap in practice and (2) that they 
enable the entire range of possible accountability — starting from what is legally required to 
any level of accountability beyond what is required. 

 1. Comprehensive internal privacy programs 

One way to implement and demonstrate accountability is through comprehensive internal 
privacy and information management programs. These programs implement and operationalise 
applicable legal requirements and/or internal rules and goals and are based on the elements of 
accountability as set forth in Figure 1 above. Such comprehensive internal programs ensure 
that organisations actually comply effectively with all relevant legal requirements or any 
additional goals they have set for themselves. It also allows organisations to demonstrate their 
accountability: 

a) Internally — to their corporate boards; and 
b) Externally — to individuals, business partners, shareholders and civil society bodies 

representing individuals and, upon demand, to DPAs in an investigation or enforcement 
context, or to a third-party certifier in the context of certified accountability 
frameworks.  

This is consistent with the WP29’s 2010 Opinion on accountability, which notes that the 
“expected effects of [a legislative accountability] provision would include the implementation 
of internal measures and procedures putting into effect existing data protection principles, 
ensuring their effectiveness and the obligation to prove this should data protection authorities 
request it.”29 Indeed, as discussed above, the GDPR has made the WP29’s “expectation” a 
reality. Moreover, as also mentioned above, the DPAs in Hong Kong, Canada, Singapore, 
Australia, Mexico and Colombia have incorporated and described accountability measures 
through regulatory guidance.30 Also, research and consulting organisations are engaged in 
projects to develop smart operational tools to help privacy officers implement and demonstrate 
accountability and internal privacy programs, all of which help broaden the uptake of 
accountability by industry. Importantly, there is now a wealth of experience in leading global 
organisations in building and implementing first-rate accountable privacy programs. 

 2. Co-regulatory frameworks, certifications, codes of conduct or similar schemes  

Another way to implement accountability is for an organisation to participate in a co-regulatory 
framework, recognised privacy certification, code of conduct or similar accountability scheme, 
which typically is voluntary31 and often goes above and beyond what is minimally required by 
law. This corresponds to what the WP29 has referred to as “second tier” accountability in its 
2010 Opinion on accountability32 — they help implement “first tier” required accountability but 
also go above what is required. Of course, participation in such frameworks and schemes also 
requires the kind of comprehensive internal privacy programs within an organisation described 
above that effectuate the requirements of these schemes. Examples of such schemes include 
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EU BCR for controllers or processors, Privacy Shield, APEC CBPR and PRP, and similar 
mechanisms, including any yet to be developed GDPR certifications and codes of conduct. They 
could also include programs implementing international standards, such as the relevant ISO 
standards.  

A noteworthy characteristic of such schemes is that they often incorporate (or could be made 
to incorporate) third-party certification, verification and front-line enforcement, such as 
through an “Accountability Agent” — a term used in the CBPR and PRP contexts. The benefits of 
this feature are discussed in Section III. A. below. 

 E. Which Organisations are Expected to be “Accountable”? 
 
 1. Controllers and processors  

Under the GDPR and many other data privacy laws and the APEC CBPR and PRP systems, data 
protection is a shared responsibility of controllers and processors. This shared responsibility 
must be reflected in the controller-processor contract and throughout the course of delivery of 
the services. Hence, both controllers and processors should implement accountability based on: 

a) Their respective legal obligations under the GDPR (or other applicable law or binding 
instruments such as the APEC CBPR or PRP, or other certifications and codes of 
conduct); and  

b) Contractual requirements and terms of the controller-processor agreement.  

As discussed above, the general requirements on accountability in Article 5(2) and Article 24 of 
the GDPR are addressed only to controllers.33 However, processors have accountability for their 
responsibilities as detailed in Section II. C. 2. above. As every processor will also have controller 
obligations, it would be very artificial for companies to not have accountability requirements 
that also cover their processor duties. A privacy compliance program will have to focus on 
companies processors’ duties too, which in most cases will be a very significant way in which a 
company is able to show accountability to earn trust in the marketplace. Therefore, an 
argument can be made that similar accountability obligations should also be applied to 
processors for the following reasons: 

• The GDPR imposes increased legislative obligations on processors34 and also provides 
for enhanced contractual stipulations for them.35 It is inconceivable that processors 
would be able to comply with these without having a comprehensive data privacy 
program in place based on the elements of accountability, as discussed above.36 It is in 
processors’ interest to implement accountability and thus minimise any risks of 
regulatory or contractual non-compliance and liabilities.  

• Processors will be faced with situations where they will have to demonstrate 
accountability to their clients (controllers), to DPAs, and even to individuals (due to joint 
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liability).37 These situations will typically arise in cases of audits, investigations, breach 
notifications, or enforcement.  

• Processors will likely want to demonstrate accountability proactively, as this will help 
strengthen their reputation in the information ecosystem and make them a trusted 
business partner. It may also provide them with a competitive edge vis-à-vis other 
processors. The GDPR provides that controllers must choose processors that are able to 
provide sufficient guarantees to protect controllers’ data. The APEC CBPR require 
controllers to have mechanisms in place that ensure that their processors comply with 
the controller’s data protection obligations. A processor that is able to show its 
commitment to data protection based on accountability will be able to drive more 
clients to its services.  

• Processor certifications under the GDPR will be one way in which a processor may be 
able to gain external recognition for its accountability and data privacy program. GDPR 
certifications will also serve as sufficient guarantees that an organisation has 
implemented appropriate technical and organisational measures that meet the 
requirements of the GDPR. Similarly, the BCR for Processors are widely used by 
processors to demonstrate accountability, both to regulators and clients. The use of all 
these mechanisms is likely to increase even further under the GDPR and in general. In 
the APEC context, the APEC PRP fulfil similar functions of providing external recognition 
for processors of their accountability as well as providing proof of due diligence by 
controllers in the selection of their processors. 

• Under Article 37(1) of the GDPR, processors (like controllers) have an obligation to 
designate a data protection officer (DPO) in specified circumstances requiring 
heightened internal oversight and accountability with respect to data processing 
activities. 

Having accountability for the processor responsibilities however, doesn’t mean that controller 
duties will be merged with processor duties. A good framework of accountability is able to 
differentiate between different duties and different levels of responsibility. This could, for 
example, be having specific processor compliance programs in addition to controller 
compliance programs or policies. BCR also have to be developed separately for controllers and 
processor activities with variances in the substantive requirements. However, the underlying 
accountability framework and elements will be the same. 

 a. The impact of accountability on contractual provisions and negotiations  

Historically, pre-GDPR, in contracting negotiations with processors, controllers often 
approached data privacy issues from the perspective that the controller was the one that would 
be held accountable by individuals and regulators. Hence, it was important to make sure the 
processor clearly committed to complying with specific data protection and security 
requirements in the contract. Controllers have typically been hesitant to include their own data 
protection and security obligations in the contract on the grounds that a controller’s 
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compliance or non-compliance was irrelevant from a contractual perspective and due to a 
concern that any controllers’ failure to meet a contract obligation would form the basis of an 
excuse for any subsequent service failure by the provider.  

However, as mentioned, there are a few novelties in the GDPR that are likely to change that 
overall approach:  

• Processors now have their own direct obligations and accountability to individuals and 
regulators under the GDPR.38 As such, processors will be concerned about managing this 
direct statutory liability risk to individuals and regulators in addition to any liability that 
the controller may try to impose contractually. It would be natural for processors to 
push back in contractual negotiations with controllers and say, “now that I have this 
direct statutory liability risk, I can no longer take on the same level of contractual risk.” 

• It is conceivable that a processor could end up directly liable to third parties and/or 
regulators for a breach that was caused (in whole or in part) by the controller. Hence, it 
would also be natural for the processor to require the controller to sign up to certain 
data protection and security obligations in the processing agreement and accept some 
level of liability and/or responsibility to indemnify for claims or penalties incurred by the 
processor to the extent they were caused by the controller. The GDPR appears to 
expressly contemplate that the controller’s obligations would be set out in the 
processing agreement. GDPR Article 28(3) provides that “Processing by a processor shall 
be governed by a contract or other legal act [...] that sets out the subject-matter and 
duration of the processing, the nature and purpose of the processing, the type of 
personal data and categories of data subjects and the obligations and rights of the 
controller” (emphasis added). 

The GDPR is focused on protecting the rights and freedoms of the individual and now 
recognises that all parties involved in the processing of an individual’s personal data in the 
ecosystem have some level of responsibility and accountability to ensure those rights and 
freedoms are protected. The DPAs also have an expectation that all processing parties maintain 
certain standards and practices throughout their organisations with respect to the protection of 
personal data. Since the protection of personal data is clearly a shared responsibility, it would 
be a natural extension for the DPAs to also set an expectation that the data protection 
obligations and commitments of each contracting party with respect to the personal data being 
processed are clearly set out in the processing agreement.  

This is consistent with the long-standing principle that data protection compliance and 
accountability cannot be shifted contractually from one party to another. Each party must 
remain responsible for its own compliance and risk management. It is not only a shared 
responsibility of controllers and processors to deliver accountability and protection for 
individuals and their data, but one that has to be maintained across the ever more complex 
ecosystem of controllers, processors and sub-processors, i.e. along the entire digital supply 
chain. Furthermore, if it were recognised as an acceptable practice that controllers could 
entirely shift their compliance, risk management and accountability obligations to processors 
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then processors, and in particular SMEs, would be impacted financially and this may in turn 
stifle innovation. 

Given the increased responsibilities and liability of processors, as well as accountability 
obligations and expectations on controllers and processors, it will be important that controllers 
and processors properly identify their respective responsibilities under the law and their 
contracts and that they implement their respective accountability measures accordingly. This 
will result in better alignment between and allocation of their respective roles and 
responsibilities, both contractually and operationally.  

Thus, it is expected that the changes brought by the GDPR to controller and processor 
responsibilities will bring profound changes to their contracting practices and have significant 
commercial implications. The impact of the respective responsibilities of controllers and 
processors on contracting terms and practices, including those relating to liability, and any 
associated commercial implications, may be discussed in a separate CIPL paper on controller 
and processor implications of the GDPR. 

 2. Public sector organisations 

It is also important to note that, save for a few specific exceptions, the GDPR does not 
distinguish between the private sector and public sector organisations. Articles 4(7) and 4(8) of 
the GDPR specifically include “public authorities” in the definition of a controller and processor. 
Therefore, the GDPR accountability requirements apply equally to public sector organisations as 
they do to the private sector. Furthermore, Article 37(1)(a) on the requirement to designate a 
DPO, which falls under the accountability element of leadership and oversight, specifically 
states that a controller or processor shall designate a DPO where processing is carried out by a 
public authority or body, except for courts acting in their judicial capacity. Another example is 
the requirement to carry out a DPIA. Public sector organisations often process large volumes of 
personal information about individuals, both sensitive and non-sensitive. Like private sector 
organisations, public authorities may use new technologies to more efficiently process the data 
they hold. If such processing is likely to result in a high-risk to individuals, public authorities are 
required to carry out a DPIA, just like private sector organisations. 

Accountability in public sector organisations is even more important given that data often 
“travels” between the public and private sectors. Because of the increased interest by the 
public sector in the use of private sector data (for example, in cases of medical research) it is 
essential that the public sector is subjected to the same accountability requirement as private 
sector organisations. Thus, it is important that there be a continued effort to promote 
accountability and the implementation of comprehensive privacy management programs in 
public sector organisations. This will require ensuring enhanced resources and budget for data 
protection compliance within public sector organisations.  
 
In some countries, there are indications that accountability is becoming integral in many 
respects to the public sector. For instance, the UK Security Policy Framework of May 2018,39 
includes a section on accountability and notes that “UK governmental organisations are 
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responsible for the information they handle under appropriate governance structures, including 
at Board level lead. A SIRO [Senior Information Risk Owner] is accountable and responsible for 
information risk across the organisation…” Additionally, the UK Government’s Data Ethics 
Framework40 “sets out clear principles for how data should be used in the public sector. It will 
help [public sector organisations] maximise the value of data whilst also setting the highest 
standards for transparency and accountability when building or buying new data technology”. 
 
In addition, given the statutory and administrative frameworks in which public bodies operate, 
there may be a need to explore in future work, whether there are differences in the ways public 
sector organisations deliver accountability compared to their private sector counterparts. These 
differences may prove to be limited in practice as even where public sector organisations 
process data on the basis of statutory requirements, they still have a duty to process such data 
in line with relevant data protection principles, security measures and controls and in a way 
that does not cause harm to individuals. 
 
III. The Benefits of Accountability 

The benefits of organisational accountability cannot be overstated. Accountability gives 
organisations the tools for compliance with applicable legal requirements, for protecting 
individuals from privacy harms and for engendering trust in organisations’ ability to engage in 
responsible data use. Importantly, accountability provides an approach to data protection that 
is transparent, risk-based, technology-neutral and future-proof. These are essential 
prerequisites for trust in technology, systems and the digital market place. Indeed, these 
prerequisites ensure that organisations are equipped to handle new challenges to data 
protection law and practice, regardless of advances in technology or changes in the behaviours 
or expectations of individuals. They provide organisations with the necessary flexibility and 
agility to customise their data privacy management programs to adequately address the 
identified risks and avoid the need for constant and time-consuming law reform to keep pace 
with new and ever changing advances to the digital ecosystem.41 

Risk assessment, one of accountability’s core elements, facilitates context-appropriate and risk-
based privacy protections regardless of the specific technology or practice that is being 
assessed. Risk assessment requires organisations to assess the risks of a specific data processing 
initiative or technology, balance the interests of the organisation and society against the 
possible harms to individuals, and mitigate risk in ways that are appropriate to the context. 

Organisations that have implemented the elements of accountability through their internal 
comprehensive privacy programs and/or through participation in relevant codes of conduct or 
certifications, including BCR, CBPR, PRP and the Privacy Shield should derive numerous benefits. 
These benefits include an increase in the trust of individuals, business partners, society and 
regulators that personal data will be used and managed responsibly and for the benefit of the 
organisation’s customers and society. Adopting and demonstrating a commitment to 
accountability not only benefits the organisation itself but also delivers tangible benefits to 
individuals, business partners, society and regulators. 
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 A. Accountability Benefits to Stakeholders 

One way to look at the benefits of accountability is to consider them from the perspective of 
the different stakeholders — organisations, individuals, DPAs and governments. The benefits of 
accountability can be direct or indirect to different stakeholders. Regardless, it is certain that 
organisations who have adopted accountability will be more likely to deliver to individuals and 
regulators, and to reap for themselves, the following benefits as summarised in the table 
below: 

Benefits for Organisations 
• Enables more effective privacy protections by requiring risk-based prioritisation of such protections. 
• Assists organisations in ensuring and demonstrating legal compliance to business partners and 

regulators. 
• Fosters a culture of internal privacy compliance and constructive engagement with DPAs. 
• Fosters good data hygiene and good data management and helps to support the strategic objectives 

of organisations around data. 
• Enables greater harmonisation of organisations’ privacy policies and practices with the various 

requirements of the different jurisdictions in which they do business. 
• Generates trust among the public and regulators that the organisation is processing personal data 

responsibly, potentially enhancing the reputation and goodwill of the organisation and adding value 
to its brand (trust advantage42). 

• Enables organisations to engage in broader beneficial uses of personal data, including data for social 
good, research and responsible AI and machine learning by minimising the risks of new data uses 
(e.g., through incorporating privacy by design, transparency, risk assessment, etc.) and 
demonstrating responsible data use to regulators. 

• Assists SMEs with implementing scalable privacy tools and controls within their organisations, 
appropriate to their size and type of operation. 

• Provides legal certainty for organisations with regard to cross-border data protection compliance 
through participation in recognised accountability frameworks, such as BCR and CBPR. 

• Enables cross-border data transfers through recognised mechanisms such as BCR and CBPR. 
• Furthers the creation of interoperability between different accountability frameworks and thus 

global solutions to data transfers for organisations. 
• Helps differentiate between organisations and provides a competitive edge to those who choose to 

invest in accountability relative to those who do not (accountability advantage). 
• Improves overall level of privacy behaviours of organisations which in turn improves the health of 

the data ecosystem in general and benefits all stakeholders in the digital economy in the long run. 
• Serves as a due diligence tool for controllers in identifying qualified and accountable processors. 

 
Benefits for Individuals 

• Delivers real and more effective protection of individuals and their data. 
• Ensures that the protection follows personal data transferred across borders. 
• Assures individuals that compliance with local legal requirements are met and increases individuals’ 

trust in organisations’ processing of their data. 
• Enhances privacy protections for individuals beyond minimum requirements and empowers 

individuals in the management of their data (e.g., through the extension of individual rights or 
voluntary security breach reporting by organisations). 
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• Shifts the burden of protecting individuals more explicitly to organisations. 
• Provides individuals with a benchmark for deciding whether to allow their data to be processed by 

certain organisations. 
• Provides individuals’ rights and interests heightened consideration and protection through required 

risk assessments and balancing processes. 
• Permits individuals to reap the benefits of participation in the digital society. 
• Enables more effective domestic and cross-border enforcement. 

 
Benefits for Regulators 

• Provides assurance to DPAs that organisations are identifying and prioritising high-risk data 
processing. 

• Reduces the oversight, complaint-handling and enforcement burdens of DPAs through the 
involvement of third-party certifiers, Accountability Agents and third-party dispute resolution bodies. 

• Allows DPAs to be more selective and strategic with their often limited resources in pursuing their 
overall mission. 

• Promotes constructive engagement with accountable organisations. 
• Improves cross-border privacy enforcement cooperation through the creation of mutually 

recognised requirements and processes, such as in BCR and CBPR. 
• Assists DPAs in carrying out investigations and enforcement actions by bridging together different 

legal regimes and providing a more uniform data protection environment. 
• Simplifies investigations and enforcement actions and enables companies to demonstrate 

compliance to DPAs by requiring organisations to maintain records of processing. 
• Keeps organisations honest in terms of claims made to the public by facilitating exposure of false 

claims. 
 

Table 3 – Benefits of Organisational Accountability to Stakeholders 

 B. Types and Categories of Accountability Benefits  

Another way to look at the benefits of accountability is to look at them by type or category, 
which may benefit multiple or all stakeholders: 

Accountability as a driver towards global intra-company harmonisation 

A multinational organisation’s internal privacy program, based on the elements, of 
accountability allows it to align its privacy policies and practices with the various requirements 
of the different jurisdictions in which it does business and to harmonise them as much as 
possible. The internal privacy program of the organisation, in effect, creates a practical bridge 
between different legal requirements. It sets uniform and high level privacy policies, 
procedures and operational controls for the company and can foster a company-wide privacy 
culture across multiple jurisdictions, if the company so chooses. 
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Accountability as an interoperability bridge and enabler of cross-border data flows 

Certified and enforceable accountability schemes, such as BCR, CBPR, PRP, Privacy Shield and 
future GDPR certifications or codes of conduct, enable responsible cross-border data transfers. 
They are (or can be) designed to meet an agreed privacy standard of multiple jurisdictions and 
to serve as a recognised cross-border transfer mechanism in jurisdictions that impose data 
transfer restrictions in their privacy laws.43 Indeed, as discussed, the GDPR specifically 
recognises the role of BCR, certifications and codes of conduct for this purpose. As such, and in 
light of the importance of ensuring responsible and protected global data flows, these 
mechanisms must be further developed and implemented as a matter of priority.  

At this stage there is clearly an enormous untapped potential for accountability-based schemes 
to serve as a bridge between different legal regimes. For example, BCR, CBPR, PRP, future GDPR 
certifications and similar schemes could be made interoperable with each other44 and serve as 
a model for creating a truly global accountability-based data transfer mechanism. Certainly, 
global organisations are interested in such mechanisms. The more it is possible to address local 
compliance issues and cross-border transfer restrictions through a single accountability-based 
system or a set of coordinated and interconnected systems, the better for organisations and for 
their customers, individuals and regulators. 

Accountability as an enabler of legal compliance 

Implementing an accountability-based program, whether certified or not, is a powerful tool for 
organisations to ensure and demonstrate that they comply with applicable national law (or, in 
the EU, the GDPR). This is because such programs implement local legal requirements or some 
formally recognised certification, code of conduct or similar scheme that is recognised by 
multiple countries on the basis that it is substantially consistent with the respective legal 
requirements (e.g., the CBPR). As a result, implementing such programs improves legal 
certainty for organisations.45 

Accountability as a compliance tool for SMEs 

Formal accountability schemes such as, CBPR, PRP, and future GDPR certifications can be 
particularly beneficial for SMEs that may not have the resources to independently devise full-
fledged internal privacy programs without the assistance of a third-party. Such formal 
accountability programs should be designed to be scalable to the size and nature of the 
organisation to be certified, which is essential to making such mechanisms a viable compliance 
tool for SMEs. Indeed, the GDPR requires such scalability under Articles 40 and 42. 

Furthermore, some DPAs are starting to create and adopt specific SME toolkits, for instance, 
the CNIL,46 the UK ICO47, the Spanish AEPD48 and the Hong Kong PCPD.49 These toolkits can 
provide a starting roadmap for SMEs implementing accountability into their organisations. For 
some SMEs these toolkits, either alone or accompanied by some form of certification, might be 
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enough to demonstrate that they have implemented a measurable accountability/privacy 
management framework, appropriate to their size and type of operation. 

Accountability as a due diligence tool and a tool for competitive advantage 

Formal, verified or certified accountability schemes may be used as a due diligence tool by 
controllers that are seeking qualified and accountable processors. Thus, certifying a processor 
under such a scheme benefits both the processor (because it is demonstrably accountable) and 
the controller (because it needs to contract with accountable processors). Indeed, the GDPR 
provides that participation in an approved code of conduct or certification is an element by 
which to demonstrate “sufficient guarantees” that a processor has implemented appropriate 
measures under the GDPR.50  

This benefit of accountability is grounded in the fact that accountability-based schemes require 
a verified internal compliance infrastructure, including written policies and other 
documentation, which enable the organisation to demonstrate its accountability and 
compliance not only to regulators but to potential business partners. Naturally, its role as proof 
of due diligence also makes verified or certified accountability a mechanism to achieve a 
competitive advantage over organisations that are not certified. 

 Accountability as an enabler of proactive privacy protections 

Accountability-based privacy programs also create an infrastructure for organisations to 
proactively implement strong and effective privacy protections for individuals that in some 
instances go above and beyond applicable legal requirements for the benefit of individuals and 
society, including in contexts in which no privacy laws exist at all. For example: 

• Many accountable organisations voluntarily apply internal security breach reporting and 
response practices even in countries where there is no legal requirement to notify the 
breaches; 
 

• Some organisations voluntarily extend the right of access to all of their customers and 
employees, even when there is no strict legal obligation to do so; 
 

• Organisations that participate in voluntary data protection and privacy certifications, 
codes of conduct or similar accountability schemes benefit individuals and other 
stakeholders by going above and beyond what is required by law. Indeed, to reap the 
benefits of a CBPR certification, for example, some organisations might certify to the 
CBPR even in countries where the requirements of the CBPR exceed those found in any 
domestic laws; and 
 

• Where legislative accountability requirements may not technically apply to processors, 
accountability schemes may nevertheless provide additional proactive data protection 
measures that benefit both the processors and all other stakeholders (As explained 
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above, a data processor might distinguish itself from its competitors by participating in 
BCR for Processors or the APEC PRP). 

 
Accountability as an enabler of interoperability of privacy norms 

Accountability programs, particularly those of the formal and verified or certified variety, 
contribute to the international convergence of privacy protections and norms. Such 
convergence will benefit businesses and regulators alike.51 For individuals, global convergence 
would help to ensure a more consistent and high-level of protection and enable their trust in a 
global market. 

Accountability as an enabler of societal trust in modern data uses 

Today’s technology causes much data processing to increasingly occur outside the knowledge 
and awareness of data subjects. This is especially true in recent years with the rise of social 
media, big data, Internet of Things devices and artificial intelligence. These technologies 
created a fundamental shift in the generation and collection of personal data and along with 
changes in organisational and consumer dynamics and behaviours, increased stress has been 
placed on data protection principles that were first articulated in a pre-Internet era.52 This 
reality challenges traditional expectations that notice and consent can effectively protect the 
individual and requires additional means of protecting and empowering the individual. 
Accountability provides such other means primarily by placing the burden of protecting 
individuals on organisations. When organisations discharge this responsibility effectively, they 
will create trust among the public and regulators that they are processing personal data 
responsibly, even in the absence of direct individual involvement. 

Indeed, without the tools and mechanisms to earn public trust, legitimate uses of information 
and the ability to innovate may fall victim to unnecessary opposition and restrictions even in 
instances where there is no risk of harm to individuals. At a time when more and more 
organisations, as well as society at large, are discovering the enormous economic and societal 
value of personal data and are searching for new ways to use it legitimately, it is essential that 
they employ tools that ensure they do so in a responsible, transparent and ethical manner and 
subject to appropriate privacy controls. Accountability provides these tools. It enables a clear 
understanding of both the risks and benefits of particular data uses, including novel and 
innovative data uses, as well as effective communication to the public of the intended benefits 
and possible trade-offs of such uses, so that the public is fully aware and in a position to accept 
the value exchange that takes place between businesses and individuals. 

Accountability as an enabler of calibrated and risk-based data protection 

Risk assessment is a core element of accountability. It enables organisations to understand the 
potential risks and harms to individuals that may be associated with their processing 
operations. It also requires them to implement appropriate mitigations for such risks and 
harms, taking into account the desired benefits of the processing and rights and interests of 
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individuals. Risk assessment allows organisations to prioritise their privacy and data protection 
measures and focus them on where they are needed the most based on the likelihood and 
severity of risk to individuals. In a world of limited resources, this risk-based approach to 
privacy protection will result in greater and more effective protections for individuals. 
Accountability thus ensures that organisations apply privacy requirements and deploy their 
mitigation resources flexibly and contextually depending on the involved risk while also 
effectuating the fundamental goals of data protection and complying with all legal 
requirements. 

Accountability as an enabler of constructive engagement and regulatory oversight 

In the same way that accountability enables a more risk-based and effective approach to 
privacy protections by organisations, it also enables the same for DPAs. Indeed, the WP29 has 
noted that accountability “would help them to be more selective and strategic, enabling them 
to invest their resources in a way as to generate the largest possible scale of compliance.”53 

However, to reap the full benefits of accountability, including through its core elements of risk 
assessment and considerations of fairness and ethics, organisations and DPAs must have 
common and coordinated approaches with respect to its essential elements. Arriving at such 
common and coordinated approaches will require constructive engagement on these issues 
between DPAs and accountable organisations. CIPL has previously argued that DPAs’ principal 
responsibility is leadership on data protection matters and that they should carry out this 
leadership through “constructive engagement” with organisations.54 The concept of 
accountability is uniquely able to both foster such constructive engagement and greatly benefit 
the DPAs own effectiveness. 

For example, DPAs are typically charged with enforcing privacy laws with limited budgets and 
personnel resources. Accountability is likely to alleviate some of the pressures on DPA 
resources and it will also allow them to prioritise the allocation of their resources and to adopt 
a risk-based approach. The various elements of accountability as implemented in 
comprehensive privacy programs as well as the requirement of having to be able to 
demonstrate this implementation, will result in the simplification and streamlining of privacy 
enforcement. Indeed, the nature and extent of an organisation’s accountability acts as a 
differentiator. All other things being equal, accountability as a differentiator helps DPAs to 
target their attention to the most demanding and high-risk situations, concentrating less on 
those who are willing and demonstrably striving for compliance. In investigations of factually 
complex matters, it also helps both the organisation and the DPA if the organisation is able to 
provide clear and understandable documentation of the conduct under investigation.55 

Moreover, in the context of formal and certified accountability schemes, such as BCR, the CBPR 
and PRP, Privacy Shield, or future GDPR certifications, third-party certifying organisations have 
front-line oversight, “enforcement” and complaint-handling responsibilities. These certifiers 
may further be tied into a transnational network of other third-party certifiers that can assist in 
matters involving cross-border violations. In addition, these schemes may also be supported by 
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a backstop enforcement cooperation arrangement between international DPAs.56 Each of these 
features greatly augments the oversight capacity and enforcement reach of individual DPAs.57  

Further, the WP29 has previously highlighted the potential of certified accountability to support 
DPAs:  

 The use of BCR as legal grounds for international data transfers require that data 
controllers show that they have put in place adequate safeguards, in which case data 
protection authorities may authorise the transfers. This in an area where certification 
services could be helpful. Such services would analyse the assurances provided by the 
data controller and, if appropriate, issue the relevant seal. A data protection authority 
could use the certification provided by a given certification program in its analysis of 
BCR of whether a data controller has provided sufficient safeguards for the purposes of 
international data transfers. Thus, contributing to streamlining the process for 
authorisation of international transfers.58 

Both the number and significance of the above benefits of accountability raise the question of 
how the uptake of accountability can be specifically encouraged and incentivised. As explained, 
this is the topic of the second paper in this series.59 
 
IV. Conclusion 
 
As stakeholders continue to codify, expect, encourage, explain, implement and demonstrate 
organisational accountability, it is important that they do so in a way that is consistent with the 
global consensus on what accountability means. To reap the full range of accountability’s 
benefits to all stakeholders — organisations, individuals, society and DPAs — it is crucial to 
maintain as much global coherence as possible. As demonstrated, the benefits of accountability 
are significant. Many of these benefits are “self-incentivising” for organisations. Others may be 
less so, particularly where accountability measures would exceed what is legally required. Thus, 
given the tremendous potential of accountability to place data protection on a sound and 
sustainable footing going forward, and indeed, to solve the current trust deficit in the digital 
economy, external incentives to encourage broad implementation of accountability beyond 
what is required by law are warranted. The case for such “external incentives” is laid out in the 
second paper of this series.  
 
If you would like to discuss this paper further or require additional information, please contact 
Bojana Bellamy, bbellamy@HuntonAK.com, Markus Heyder, mheyder@HuntonAK.com, 
Nathalie Laneret, nlaneret@HuntonAK.com or Sam Grogan, sgrogan@HuntonAK.com. 
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United States Department of Justice and the Enforcement Division of the United States Securities and 
Exchange Commission, A Resource Guide to the U.S. Foreign Corrupt Practices Act, Hallmarks of Effective 
Compliance Programs in Chapter 5 on Guiding Principles of Enforcement at page 57-62, November 2012, 
available at https://www.justice.gov/criminal/fraud/fcpa/guidance/guide.pdf; IDW PS 980, Institute of 
German Auditors, German Standard for Auditing Compliance Management Systems, available at 
https://www.idw.de/idw/verlautbarungen/idw-ps-980/43124. See also Hodges C., Ethical Business Practice 
and Regulation (Hart Publishing 2017), at page 171 discussing Bribery as a developing example of ethical 
regulation. The UK Bribery Act 2010 established a new strict liability corporate offence of failure to prevent 
bribery by associated persons – if however, an organisation can prove it had adequate procedures for 
preventing bribery by associated persons in place, it may escape liability. There is no definition of “adequate 
procedures” but the UK Ministry of Justice published guidance on the Act and articulated six principles to 
inform procedures organisations can put in place to prevent bribery (See The Bribery Act 2010: Guidance 

https://ico.org.uk/media/action-weve-taken/undertakings/2014352/royal-free-undertaking-03072017.pdf
https://search.coe.int/cm/Pages/result_details.aspx?ObjectId=09000016807c65bf
https://privacybridges.mit.edu/sites/default/files/documents/PrivacyBridges-FINAL.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/data_protection_accountability-the_essential_elements__discussion_document_october_2009_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/data_protection_accountability-the_essential_elements__discussion_document_october_2009_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/demonstrating_and_measuring_accountability_a_discussion_document__accountability_phase_ii-the_paris_project_october_2010_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/demonstrating_and_measuring_accountability_a_discussion_document__accountability_phase_ii-the_paris_project_october_2010_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/implementing_accountability_in_the_marketplace__accounrtability_phase_iii-the_madrid_project_november_2011_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/implementing_accountability_in_the_marketplace__accounrtability_phase_iii-the_madrid_project_november_2011_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/accountability-a_compendium_for_stakeholders__march_2011_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/accountability-a_compendium_for_stakeholders__march_2011_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/accountability-data_governance_for_the_evolving_digital_marketplace__april_2011_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/accountability-data_governance_for_the_evolving_digital_marketplace__april_2011_.pdf
https://www.ussc.gov/sites/default/files/pdf/guidelines-manual/2016/GLMFull.pdf
https://www.justice.gov/criminal/fraud/fcpa/guidance/guide.pdf
https://www.idw.de/idw/verlautbarungen/idw-ps-980/43124
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about procedures which relevant commercial organisations can put into place to prevent persons associated 
with them from bribing, available at https://www.justice.gov.uk/downloads/legislation/bribery-act-2010-
guidance.pdf). The guidance applies many of the same accountable elements of data privacy programs within 
the domain of anti-bribery legislation. These include a top-level commitment to preventing bribery (i.e. 
leadership and oversight); risk assessments of internal and external risks of bribery and due diligence 
procedures (i.e. risk assessments); policies and procedures proportionate to the bribery risks faced by the 
organisation (i.e. policies and procedures); communication, including training of bribery prevention policies 
and procedures throughout the organisation (i.e. training and awareness); and monitoring and reviewing 
procedures designed to prevent bribery by persons associated with it and making improvements where 
necessary (i.e. monitoring and verification). 

16 See WP29’s WP256 Working Document setting up a table with the elements and principles to be found in 
Binding Corporate Rules, available at https://ec.europa.eu/newsroom/just/document.cfm?doc_id=48798 and 
WP257 Working Document setting up a table with the elements and principles to be found in Processor 
Binding Corporate Rules, available at https://ec.europa.eu/newsroom/just/document.cfm?doc_id=48799. 
BCR are not only a mechanism for legitimising cross-border data transfers of data, but also a full-blown 
accountability framework. 

17 See EU-US Privacy Shield Framework, available at https://www.privacyshield.gov/Privacy-Shield-Principles-
Full-Text. Similarly, the EU-US Privacy Shield is also based on accountability and requires organisations to 
implement a comprehensive set of policies, procedures and tools. 

18 Federation of European Direct Marketing, European Code of Practice for the Use of Personal Data in Direct 
Marketing, available at https://www.fedma.org/wp-content/uploads/2017/06/FEDMACodeEN.pdf. 

19 Cloud Infrastructure Service Providers in Europe, Code of Conduct available at https://cispe.cloud/code-of-
conduct/; see letter to WP29 on the draft Code http://ec.europa.eu/newsroom/article29/item-
detail.cfm?item_id=615033. 

20 Article 24(3) GDPR recognises the importance of approved codes of conduct and certification mechanisms 
under Articles 40 and 42 GDPR for the purpose of demonstrating accountability. Article 28(5) of the GDPR 
recognises their use as due diligence tools to establish “sufficient guarantees” of compliance of processors. 

21 See APEC CBPR and PRP system documents, available at 
http://www.cbprs.org/GeneralPages/APECCBPRSystemDocuments.aspx. The APEC CBPR and PRP have 
emerged as a significant accountability and cross-border transfer frameworks in the Asia-Pacific region (See 
www.cbprs.org). 

22 See JIPDEC PrivacyMark System at https://privacymark.org/. 

23 See ISO/IEC 27018:2014 Information technology - Security techniques - Code of practice for protection of 
personally identifiable information (PII) in public clouds acting as PII processors, available at 
https://www.iso.org/standard/61498.html. 

24 Yeong Zee Kin, “From Compliance to Accountability” in Data Protection Law in Singapore – Privacy and 
Sovereignty in an Interconnected World (Simon Chesterman ed) (Academy Publishing, 2nd Ed, 2018) Ch 11. at 
page 325. 
 
25 See ISO/IEC 27000 family - Information security management systems, available at 
https://www.iso.org/isoiec-27001-information-security.html.  

https://www.justice.gov.uk/downloads/legislation/bribery-act-2010-guidance.pdf
https://www.justice.gov.uk/downloads/legislation/bribery-act-2010-guidance.pdf
https://ec.europa.eu/newsroom/just/document.cfm?doc_id=48798
https://ec.europa.eu/newsroom/just/document.cfm?doc_id=48799
https://www.privacyshield.gov/Privacy-Shield-Principles-Full-Text
https://www.privacyshield.gov/Privacy-Shield-Principles-Full-Text
https://www.fedma.org/wp-content/uploads/2017/06/FEDMACodeEN.pdf
https://cispe.cloud/code-of-conduct/
https://cispe.cloud/code-of-conduct/
http://ec.europa.eu/newsroom/article29/item-detail.cfm?item_id=615033
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26 Paragraph 1 of Article 5 covers the “Principles relating to processing of personal data,” Article 5(1) GDPR. 

27 For a full discussion on the risk-based approach to processing under the GDPR, see CIPL’s white paper on 
Risk, High Risk, Risk Assessments and Data Protection Impact Assessments under the GDPR, 21 December 
2016, available at 
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_project_risk_white_paper
_21_december_2016.pdf. 

28 For a further discussion on risk, see CIPL papers on:  

(a) A Risk-based Approach to Privacy: Improving Effectiveness in Practice, 19 June 2014, available at 
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_1-
a_risk_based_approach_to_privacy_improving_effectiveness_in_practice.pdf;  

(b) The Role of Risk Management in Data Protection, 23 November 2014, available at 
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_2-
the_role_of_risk_management_in_data_protection-c.pdf; 

(c) Protecting Privacy in a World of Big Data, The Role of Risk Management, 16 February 2016, available at 
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/protecting_privacy_in_a_world_of_b
ig_data_paper_2_the_role_of_risk_management_16_february_2016.pdf; and  

(d) Comments by the Centre for Information Policy Leadership on the Article 29 Data Protection Working 
Party’s “Guidelines on Data Protection Impact Assessment (DPIA) and determining whether processing is 
‘likely to result in a high risk’ for the purposes of Regulation 2016/679,” 19 May 2017, available at 
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_comments_on_the_wp29s_guid
elines_on_dpias_and_likely_high_risk_19_may_2017-c.pdf.  

29 Supra note 2, at page 5, paragraph 12, and page 19 paragraphs 73 and 74. 

30 See (a) Office of the Privacy Commissioner for Personal Data, Hong Kong, Privacy Management 
Programme: A Best Practice Guide, 2014, available at https://www.pcpd.org.hk/pmp/files/PMP_guide_e.pdf;  

(b) the Office of the Privacy Commissioner of Canada (OPC), and the Offices of the Information and Privacy 
Commissioners (OIPCs) of Alberta and British Columbia, Getting Accountability Right with a Privacy 
Management Program, 2012, available at https://www.priv.gc.ca/media/2102/gl_acc_201204_e.pdf;  

(c) Personal Data Protection Commission of Singapore, Guide to developing a data protection management 
programme, 2017, available at https://www.pdpc.gov.sg/-/media/Files/PDPC/PDF-Files/Other-Guides/guide-
to-developing-a-dpmp---011117.pdf;  

(d) Office of the Australian Information Commissioner, Privacy management framework: enabling compliance 
and encouraging good practice, available at https://www.oaic.gov.au/agencies-and-
organisations/guides/privacy-management-framework;  

(e) National Institute for Transparency, Access to Information and Personal Data Protection, Principios 
rectores de la Protección de Datos Personales, available at 
http://inicio.inai.org.mx/GuiasTitulares/Guia%20Titulares-02_PDF.pdf; and  

https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_project_risk_white_paper_21_december_2016.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_project_risk_white_paper_21_december_2016.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_1-a_risk_based_approach_to_privacy_improving_effectiveness_in_practice.pdf
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https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_2-the_role_of_risk_management_in_data_protection-c.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_2-the_role_of_risk_management_in_data_protection-c.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/protecting_privacy_in_a_world_of_big_data_paper_2_the_role_of_risk_management_16_february_2016.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/protecting_privacy_in_a_world_of_big_data_paper_2_the_role_of_risk_management_16_february_2016.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_comments_on_the_wp29s_guidelines_on_dpias_and_likely_high_risk_19_may_2017-c.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_comments_on_the_wp29s_guidelines_on_dpias_and_likely_high_risk_19_may_2017-c.pdf
https://www.pcpd.org.hk/pmp/files/PMP_guide_e.pdf
https://www.priv.gc.ca/media/2102/gl_acc_201204_e.pdf
https://www.pdpc.gov.sg/-/media/Files/PDPC/PDF-Files/Other-Guides/guide-to-developing-a-dpmp---011117.pdf
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https://www.oaic.gov.au/agencies-and-organisations/guides/privacy-management-framework
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(f) Superintendente Delegado para la Protección de Datos Personales, Guía para la implementación del 
Principio de Responsabilidad Demostrada (Accountability), available at http://www.sic.gov.co/noticias/guia-
para-la-implementacion-del-principio-de-responsabilidad-demostrada. 

31 “Voluntary” refers to the fact that typically organisations are not required to participate in these 
mechanisms but may choose to do so; however, once they have opted to participate, the requirements of 
these mechanisms become binding and enforceable. 

32 Supra note 2 above, at page 6. 

33 Article 5(2) and Article 24 GDPR. 

34 See further discussion in Section II. C. 2. 

35 Article 28(3) GDPR. 

36 See further discussion in Section II.A. 

37 Article 82(4) GDPR. 

38 See, for example, Article 28 (Processor) and Article 82 GDPR (Right to compensation and liability). 

39 HMG Security Policy Framework, May 2018, available at 
https://www.gov.uk/government/publications/security-policy-framework/hmg-security-policy-framework. 
 
40 HMG Data Ethics Framework, June 2018, available at https://www.gov.uk/government/publications/data-
ethics-framework/data-ethics-framework. The Data Ethics Framework guides the design of appropriate data 
use in government and the wider public sector. 
 
41 Supra note 24 at page 337. 
 
42 See The Trust Advantage: How to Win with Big Data, Boston Consulting Group, November 2013, available 
at https://www.bcg.com/publications/2013/marketing-sales-trust-advantage-win-with-big-data.aspx. 
 
43 For example, Japan’s amended privacy regime explicitly recognises APEC CBPR as a cross-border transfer 
mechanism. Australia’s privacy law allows for “binding schemes” that ensure that the recipient of Australian 
personal data protects the data at the Australian level. The CBPR or PRP are such a binding scheme. Australia 
has stated intent to join the APEC CBPR. Guidance by the Hong Kong Privacy Commissioner on cross-border 
data transfers, provides for various options based on “due diligence” that could include contracts or “non-
contractual oversight” means (presumably, such means include CBPR) by which an organisation can ensure 
that data remains protected at the Hong Kong level after transfer (See 
https://www.pcpd.org.hk/english/resources_centre/publications/files/GN_crossborder_e.pdf at page 7). 
Singapore’s Personal Data Protection Regulations provide for the use of binding corporate rules for cross-
border data transfers and Singapore also joined the APEC CBPR and PRP systems in March 2018. For a more 
detailed discussion of the benefits and potential further development of certifications, seals and marks, 
including BCR, under the GDPR, see CIPL’s white paper on “Certifications, Seals, and Marks under the GDPR 
and Their Roles as Accountability Tools in Cross-Border Data Transfer Mechanisms,” 12 April 2017, available 
at 
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_certifications_discussion_p
aper_12_april_2017.pdf.  
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http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_certifications_discussion_paper_12_april_2017.pdf
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_certifications_discussion_paper_12_april_2017.pdf
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44 In fact, there is an ongoing effort between the European Commission, the EDPB and the APEC Data Privacy 
Subgroup to develop tools to make it easier for companies that seek approval under both the CBPR and 
GDPR-based transfer mechanisms, such as certifications and BCR. 

45 Of course, it may be the case that certain local requirements are not covered by a formal, multilateral 
accountability scheme and, therefore, must be addressed by an organisation outside of the scheme. Indeed, 
the CBPR specifically allow for such add-on obligations based on local variation. But this does not 
substantially diminish the fact that accountability schemes simplify and streamline compliance management 
and, therefore, enhance the likelihood of local compliance. 

46 See CNIL SME Toolkit, available at https://www.cnil.fr/fr/la-cnil-et-bpifrance-sassocient-pour-
accompagner-les-tpe-et-pme-dans-leur-appropriation-du-reglement. 
 
47 See UK ICO Data Protection Self-Assessment Toolkit, available at https://ico.org.uk/for-
organisations/resources-and-support/data-protection-self-assessment/. 
 
48 See Spanish AEPD tool for SMEs to help facilitate compliance with the GDPR, available at, 
https://www.aepd.es/reglamento/cumplimiento/cumplimiento-pymes.html. 
 
49 In a March 2018 presentation on data privacy updates for SMEs, the PCPD listed publishing a privacy toolkit 
for SMEs on compliance with the Personal Data (Privacy) Ordinance as one of the PCPD’s initiatives to 
support SMEs. Presentation available at 
https://www.pcpd.org.hk/english/news_events/speech/files/Data_Privacy_Updates_for_SME_14Mar.pdf. 
 
50 Articles 28(1), (4) and (5).  

51 The WP29 specifically emphasised how accountability can be used to proactively take and demonstrate 
data protection measures that go beyond what is required by the applicable law. Supra note 2 at page 6, 
paragraph 14. 

52 Supra note 24 at page 327.  
 
53 Supra note 2 at page 16, paragraph 61.  

54 CIPL’s Discussion Paper “Regulating for Results – Strategies and Priorities for Leadership and Engagement,” 
10 October 2017, available at 
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_final_draft_-
_regulating_for_results_-_strategies_and_priorities_for_leadership_and_engagement__2_.pdf, (advocating a 
“results-based” approach to data protection oversight and enforcement that relies on constructive 
engagement with industry, supporting and making use of accountability frameworks, including those that 
employ third-party certifiers, and risk-based prioritisation of DPA tasks). 

55 Supra note 2, at page 16, paragraph 60, highlighting that under accountability organisations will have to be 
able to demonstrate their implementation measures on demand. 

56 An example is the APEC Cross-border Privacy Enforcement Arrangement (CPEA) designed to provide for 
enforcement cooperation on matters involving violations of the APEC CBPR or other privacy matters. The 
CPEA is available at http://www.apec.org/~/media/Files/Groups/ECSG/CBPR/CBPR-
CrossBorderPrivacyEnforcement.pdf. 

https://www.cnil.fr/fr/la-cnil-et-bpifrance-sassocient-pour-accompagner-les-tpe-et-pme-dans-leur-appropriation-du-reglement
https://www.cnil.fr/fr/la-cnil-et-bpifrance-sassocient-pour-accompagner-les-tpe-et-pme-dans-leur-appropriation-du-reglement
https://ico.org.uk/for-organisations/resources-and-support/data-protection-self-assessment/
https://ico.org.uk/for-organisations/resources-and-support/data-protection-self-assessment/
https://www.aepd.es/reglamento/cumplimiento/cumplimiento-pymes.html
https://www.pcpd.org.hk/english/news_events/speech/files/Data_Privacy_Updates_for_SME_14Mar.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_final_draft_-_regulating_for_results_-_strategies_and_priorities_for_leadership_and_engagement__2_.pdf
https://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_final_draft_-_regulating_for_results_-_strategies_and_priorities_for_leadership_and_engagement__2_.pdf
http://www.apec.org/~/media/Files/Groups/ECSG/CBPR/CBPR-CrossBorderPrivacyEnforcement.pdf
http://www.apec.org/~/media/Files/Groups/ECSG/CBPR/CBPR-CrossBorderPrivacyEnforcement.pdf
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57 For example, much of everyday complaint-handling, small-scale consumer disputes and failures to comply 
with applicable requirements might never get resolved or rise to the attention of an enforcement authority, 
but will get resolved within the context of an accountability scheme that provides for complaint-handling and 
dispute resolution. This is also one of the key themes of CIPL’s Regulating for Results discussion paper (See 
note 54 above). 

58 Supra note 2 at page 18, paragraph 68, and supra note 43, CIPL white paper on Certifications, Seals, and 
Marks under the GDPR and Their Roles as Accountability Tools in Cross-Border Data Transfer Mechanisms at 
page 12. 

59 Supra 4. 
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I. Objectives of this Paper 

In the first paper in this series — “The Case for Accountability: How it Enables Effective Data 
Protection and Trust in the Digital Society” (first CIPL paper) — CIPL1 explained the general 
consensus on the meaning of accountability; accountability’s central importance to data 
protection, corporate digital responsibility and the digital economy; and the benefits it conveys 
to all stakeholders. The objectives of this second paper are, first, to make the case for 
specifically incentivising organisational accountability and, second, to provide specific 
suggestions for what such incentives might be. Importantly, the objective in promoting an 
approach of incentivising accountability is not to weaken or hinder the powers of data 
protection authorities (DPAs) and, consistent with CIPL’s 2017 discussion paper “Regulating for 
Results – Strategies and Priorities for Leadership and Engagement”2 (Regulating for Results), it 
enables DPAs to use other tools in their regulatory toolbox to enable good data practices and 
compliance. 

Furthermore, this discussion paper is intended to promote further thinking to define such 
incentives. CIPL looks forward to conducting further work in the future on this essential aspect 
of accountability and to further engaging on this topic with all stakeholders in the digital 
ecosystem. 

II. Why Accountability Should be Incentivised 

 A. Accountability Beyond Purely Legal Compliance 

As demonstrated in the first CIPL paper, accountability may go beyond pure legal compliance. 
Law and regulation now increasingly require basic accountability (e.g., in the GDPR) and, as 
such, help ensure compliance with applicable legal requirements. But accountability manifests 
along a continuum. An organisation’s implementation of measures and controls may go above 
and beyond what the law requires. This might be referred to as “heightened accountability.”  

As discussed in detail in the first CIPL paper, such heightened accountability provides numerous 
significant benefits to all stakeholders, including organisations, individuals and DPAs. In this 
paper, we demonstrate how these benefits, particularly those to individuals and DPAs, warrant 
significant support from DPAs through encouragement and specific incentives for implementing 
such heightened accountability. The paper also makes the case that policy and law makers 
should include effective incentives for accountability in any new or revised data protection 
regimes.  

Examples of heightened accountability that exceed the basic legal requirements include: 

• Implementing risk mitigations and controls or undertaking other protective measures 
that are not specifically required by law;  
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• Linking privacy management programs to values in the organisation’s code of business 
ethics and reflecting ethical decision-making in the organisation’s privacy policies and 
procedures; 

• Participating in non-mandatory privacy certifications and codes of conduct or similar 
formal privacy accountability schemes, such as Binding Corporate Rules (BCR)3, APEC 
Cross-Border Privacy Rules (CBPR)4, APEC Privacy Recognition for Processors (PRP)5, 
Privacy Shield6 and future GDPR certifications and codes; 

• Applying certain controls and requirements of privacy management programs to an 
organisation’s operations in countries without data privacy laws; and 

• Requiring heightened accountability of business partners in the ecosystem.  

The table below sets forth the reasons why law makers and DPAs should incentivise 
accountability. However, accountability should be particularly encouraged, incentivised and 
rewarded where it goes above what is minimally required by law, as such heightened 
accountability provides substantial additional benefit to individuals, society and DPAs. This 
approach is consistent with many other areas of law and compliance where legislators and 
regulators specifically offer incentives for good corporate behaviour and comprehensive 
compliance programs.7  

 B. The Benefits of Accountability 
 
CIPL outlined in detail the benefits of accountability in the first paper in this series. While this 
paper does not repeat that discussion, the benefits are summarised in the following table: 

 
Benefits for Regulators 

• Provides assurance to DPAs that organisations are identifying and prioritising high-risk data 
processing. 

• Reduces the oversight, complaint-handling and enforcement burdens of DPAs through the 
involvement of third-party certifiers, Accountability Agents and third-party dispute resolution bodies. 

• Allows DPAs to be more selective and strategic with their often limited resources in pursuing their 
overall mission. 

• Promotes constructive engagement with accountable organisations. 
• Improves cross-border privacy enforcement cooperation through the creation of mutually 

recognised requirements and processes, such as in BCR and CBPR. 
• Assists DPAs in carrying out investigations and enforcement actions by bridging together different 

legal regimes and providing a more uniform data protection environment. 
• Simplifies investigations and enforcement actions and enables companies to demonstrate 

compliance to DPAs by requiring organisations to maintain records of processing. 
• Keeps organisations honest in terms of claims made to the public by facilitating exposure of false 

claims. 
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Benefits for Individuals 
• Delivers real and more effective protection of individuals and their data. 
• Ensures that the protection follows personal data transferred across borders. 
• Assures individuals that compliance with local legal requirements are met and increases individuals’ 

trust in organisations’ processing of their data. 
• Enhances privacy protections for individuals beyond minimum requirements and empowers 

individuals in the management of their data (e.g., through the extension of individual rights or 
voluntary security breach reporting by organisations). 

• Shifts the burden of protecting individuals more explicitly to organisations. 
• Provides individuals with a benchmark for deciding whether to allow their data to be processed by 

certain organisations. 
• Provides individuals’ rights and interests heightened consideration and protection through required 

risk assessments and balancing processes. 
• Permits individuals to reap the benefits of participation in the digital society. 
• Enables more effective domestic and cross-border enforcement. 

 
Benefits for Organisations 

• Enables more effective privacy protections by requiring risk-based prioritisation of such protections. 
• Assists organisations in ensuring and demonstrating legal compliance to business partners and 

regulators. 
• Fosters a culture of internal privacy compliance and constructive engagement with DPAs. 
• Fosters good data hygiene and good data management and helps to support the strategic objectives 

of organisations around data. 
• Enables greater harmonisation of organisations’ privacy policies and practices with the various 

requirements of the different jurisdictions in which they do business. 
• Generates trust among the public and regulators that the organisation is processing personal data 

responsibly, potentially enhancing the reputation and goodwill of the organisation and adding value 
to its brand (trust advantage8). 

• Enables organisations to engage in broader beneficial uses of personal data, including data for social 
good, research and responsible AI and machine learning by minimising the risks of new data uses 
(e.g., through incorporating privacy by design, transparency, risk assessment, etc.) and 
demonstrating responsible data use to regulators. 

• Assists SMEs with implementing scalable privacy tools and controls within their organisations, 
appropriate to their size and type of operation. 

• Provides legal certainty for organisations with regard to cross-border data protection compliance 
through participation in recognised accountability frameworks, such as BCR and CBPR. 

• Enables cross-border data transfers through recognised mechanisms such as BCR and CBPR. 
• Furthers the creation of interoperability between different accountability frameworks and thus 

global solutions to data transfers for organisations. 
• Helps differentiate between organisations and provides a competitive edge to those who choose to 

invest in accountability relative to those who do not (accountability advantage). 
• Improves overall level of privacy behaviours of organisations which in turn improves the health of 

the data ecosystem in general and benefits all stakeholders in the digital economy in the long run. 
• Serves as a due diligence tool for controllers in identifying qualified and accountable processors. 

 
Table 1 – Benefits of Organisational Accountability to Stakeholders 
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 1. Benefits to organisations serving as “internal incentives” for accountability 

As demonstrated by Table 1, accountability provides specific and direct benefits to 
organisations. Such benefits could be seen as “internal incentives” for organisations, in that no 
further encouragement should be necessary from DPAs or law and policy makers for 
organisations to implement accountability. This is particularly true with respect to the benefit 
of ensuring and demonstrating legal compliance, thereby reducing the threat and 
consequences of legal enforcement. Clearly, laws requiring accountability also provide a 
concomitant incentive to implement it at least to the level required by law.  

There are also other “internal incentives” beyond the threat of enforcement. These apply 
regardless of whether the accountability is of the required or of the non-mandatory 
“heightened accountability” kind, and these internal incentives increase as the accountability 
moves up on the accountability spectrum. They include:  
 

a) Using formal accountability mechanisms like certifications or BCR to enable efficiencies 
and drive the benefits of being able to share personal data across borders within the 
organisation and its business partners;  

b) Providing assurances in a due diligence process, such as in vendor selection or M&A;  

c) Increasing trust and confidence among an organisation’s customers or DPAs;  

d) Improving the organisation’s reputation among business partners and/or the public; and 

e) SMEs (that may have limited data protection expertise or staff) receiving assistance 
from third-party certifiers in developing their internal privacy programs. 

Thus, organisations have a range of internal incentives to implement accountability of any 
degree along the spectrum. In many cases “enlightened self-interest” can provide the necessary 
motivation for organisations to place at the high end of the accountability spectrum. Some of 
these incentives are increasingly recognised and also formally incentivised by law makers, 
including in the GDPR. Nevertheless, the more accountability aims beyond what is required, the 
more it would be helpful to support it through additional “external incentives.” As organisations 
increasingly face competing (and sometimes conflicting) regulatory priorities coupled with 
market pressures to drive value for shareholders, providing organisations a figurative “return 
on investment” on data privacy compliance and accountability would be advantageous for any 
DPA and law and policy maker. 
 
 2. Benefits to individuals and DPAs that warrant external incentives 

Table 1 above sets forth significant benefits of accountability to individuals and DPAs. Benefits 
to individuals centre on improved privacy protections, increased individual empowerment, 
heightened trust in the digital economy and more effective redress. The benefits to the DPAs 
boil down to a significant augmentation of their limited enforcement and oversight resources 



23 JULY 2018  

7 
 

through better actual compliance by organisations and better ability to demonstrate such 
compliance, which streamlines investigations and enforcement; assurance that organisations 
are engaged in a risk-based approach to data protection; involvement of third-party 
certification bodies that provide front-line oversight, “enforcement” and complaint-handling in 
the context of formal accountability schemes such as privacy certifications and codes of 
conduct; and improved cross-border enforcement in the context of such accountability 
schemes.  

Given these wide-ranging benefits to individuals (whose collective interests DPAs represent) 
and to the DPAs themselves, accountability should not be left solely to the threat of sanctions 
under the applicable law or to the enlightened self-interest of the organisation. It should also 
be actively promoted through “external incentives.” This is particularly important in connection 
with non-mandatory heightened accountability. From an organisation’s perspective, particularly 
at the highest level of management, investing in levels of accountability that exceed what is 
required begs the question of justification, especially where the internal incentives are 
perceived as sufficiently realised. This is where external incentives have a crucial role to play. 
Such incentives will, in effect, function as an additional “return on investment” on any 
heightened accountability the organisation implements and thus will help drive corporate best 
practices in responsible data use and management. 

III. Who Should Incentivise Accountability 

External incentives for accountability should come primarily from DPAs and law makers. 

 A. DPAs 

As noted in CIPL’s Regulating for Results discussion paper,9 the DPAs’ leadership role should 
include encouraging and incentivising organisations to adopt accountability frameworks, 
particularly the kinds that go above and beyond what is minimally required.10 Indeed, DPAs 
have become de facto data regulators and society’s arbiters of responsible use of personal data 
in the modern information age. As such, they have a particular responsibility to find ways to 
incentivise the broad-scale implementation of accountability. 

 B. Law and Policy Makers  

Law and policy makers too must be concerned about accountability and individuals’ trust in the 
digital society as this is crucial for reaping the benefits of the fourth industrial revolution. Only 
accountability can deliver that, coupled with sensible regulation. Accordingly, law and policy 
makers in jurisdictions that have not yet done so should specifically incentivise accountability 
through any new or updated data protection laws and regulations to enable the trusted 
information age. 
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IV. How Accountability Should be Incentivised 

Incentivising accountability could be viewed as a core component of a results-based approach 
by DPAs to data protection oversight and enforcement. As CIPL has advocated over the past 
year and as further described in CIPL’s Regulating for Results discussion paper,11 the results-
based approach relies to a significant extent on constructive engagement between DPAs and 
accountable organisations. Prioritising the encouragement and incentivising of desired conduct 
over penalising undesirable conduct is a core principle of constructive engagement. 

There is a broad range of incentives that could be deployed to encourage broader 
implementation of accountability. As further discussed below, some laws already include, and 
some DPAs already pursue policies that provide, relevant incentives in this context. Some 
potential incentives have never been tried in the data protection context, as far as we know.  

For example, perhaps the most impactful incentive would be to allow controllers that can 
effectively demonstrate accountability beyond pure legal compliance to pursue a broader range 
of reasonable and beneficial uses of personal data. Such broader range of uses could occur in 
the context of participation in “regulatory sandboxes” specially designed for this purpose.12 A 
regulatory sandbox allows qualifying (here accountable) businesses to test innovative products, 
services, business models and delivery mechanisms in the real market, with real consumers. In 
the data protection context, this could include testing new data processing activities, data 
collection methods, or the offering of new information services with appropriate regulatory 
safeguards and oversight. Of course, given that they permit the processing of real consumers’ 
data and that statutory data protection requirements will still apply to such data processing, 
further thinking on how such sandboxes would work will be required. 

Another impactful incentive could be interpreting data protection principles and requirements 
(e.g., compatible purposes and fair processing) through the lens of risk and more flexibly for 
organisations that demonstrate heightened accountability. This would be consistent with the 
GDPR, which allows for the risk-based calibration of organisations’ compliance measures and 
mitigations. It would be useful to conduct further work on such risk-based and flexible 
interpretation of data protection principles in the future. 

Other incentives include formally recognising demonstrated or certified accountability (e.g., 
codes and certifications) as: 

1) a mitigating factor in enforcement actions and in assessing sanctions and/or levels of 
fines; 

2) evidence of due diligence when selecting data processors or service providers; and  

3) a formal cross-border data transfer mechanism. 
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Again, some legislators have already taken some steps to provide these incentives, such as in 
the GDPR and several other national data protection laws. 

An important initial step on the issue of incentives generally would be for DPAs to formally 
express their support for verified or certified accountability schemes, such as future GDPR 
codes of conduct and certifications, BCR, APEC CBPR and PRP, the Privacy Shield or similar 
mechanisms. It has been the practice of some DPAs to state informally that they take 
participation in accountability mechanisms such as CBPR or BCR and other certifications into 
account when making enforcement-related decisions and that they can be used as evidence of 
reasonable and good-faith efforts to comply with relevant requirements. However, informal 
statements to that effect do not provide sufficient assurances to organisations and their Boards 
that the advantages of doing more than necessary are sufficiently predictable and tangible. 
Thus, any support for accountability and any articulation of specific incentives should as much 
as possible be codified by law (as has been done in the GDPR to some extent; see below). If that 
is not possible, or as an interim measure, such articulation of incentives should take the shape 
of official policy positions by DPAs in jurisdictions where the law is silent on this issue but the 
DPAs may, in their discretion, consider participation in formal accountability schemes as 
mitigating factors in their enforcement decisions. 

As stated, the GDPR has started to codify possible incentives to participate in such 
accountability schemes. For example, Article 83(2)(j) provides that “in deciding whether to 
impose an administrative fine and deciding on the amount [...] due regard shall be given to [...] 
adherence to approved codes of conduct [...] or approved certification mechanisms [...].” 
Discussing that provision, the WP29 guidelines on administrative fines13 note that “[i]n case of a 
breach of one of the provisions of the Regulation, adherence to an approved code of conduct 
might be indicative of how comprehensive the need is to intervene with an effective, 
proportionate, dissuasive administrative fine or other corrective measure from the supervisory 
authority.”14 

Further, the WP29 guidelines on administrative fines also state that 

 [w]here the controller or processor has adhered to an approved code of conduct, the 
supervisory authority may be satisfied that the code community in charge of 
administering the code takes the appropriate action themselves against their member, 
for example through the monitoring and enforcement schemes of the code of conduct 
itself. Therefore, the supervisory authority might consider that such measures are 
effective, proportionate or dissuasive enough in that particular case without the need 
for imposing additional measures from the supervisory authority itself. Certain forms of 
sanctioning non-compliant behaviour may be made through the monitoring scheme, 
according to article 41 (2) c and 42 (4), including suspension or exclusion of the 
controller or processor concerned from the code community. Nevertheless, the powers 
of the monitoring body are “without prejudice to the tasks and powers of the 
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competent supervisory authority”, which means that the supervisory authority is not 
under an obligation to take into account previously imposed sanctions pertaining to the 
self-regulatory scheme.15 

Statements such as this are helpful in encouraging and incentivising participation in 
accountability schemes, particularly where they are reiterated with regard to specific codes and 
certifications as they become available. 

In addition, the GDPR also provides in Article 28(5) that “adherence of a processor to an 
approved code of conduct as referred to in Article 40 or an approved certification mechanism 
as referred to in Article 43 may be used as an element by which to demonstrate sufficient 
guarantees as referred to in [Article 28(1) and (4)].” In jurisdictions where such use of verified 
or certified accountability as evidence of due diligence and compliance is not yet formally 
recognised by law (as it is under the GDPR), DPAs could nevertheless formally endorse such use 
in connection with their ability to make discretionary enforcement decisions. 

 A. Incentives for Implementing Accountability 

As discussed in the first paper in this series and in the section on benefits of accountability, 
organisations have some internal incentive to deliver accountability and implement 
comprehensive privacy management programs (See discussion in Section II. B. 1. above). This 
section discusses how DPAs, law makers and policy makers can additionally encourage and 
incentivise companies to implement accountability beyond their own internal incentives to 
encourage more wide-spread adoption of accountability by organisations of all types, sizes and 
structures. 

The following table sets forth some of the specific incentives DPAs and/or law and policy 
makers could provide to organisations16 to encourage active implementation of accountability: 

Using demonstrated accountability17 as a differentiating or mitigating factor in investigation or enforcement 
contexts 
For example: 

• As one of the discretionary factors in considering whether to initiate an investigation or 
enforcement action. 

• As a mitigating factor in assessing the type of penalties and levels of fines. 
• As a mitigating factor in case of an individual failure/human error, where the organisation is able 

to demonstrate that it took the reasonable precautions to prevent the failure or error. 
DPAs should communicate this policy regularly and refer to it in specific enforcement cases. 
Using demonstrated accountability as a “licence to operate” and use data responsibly, based on 
organisations’ evidenced commitment to data protection  
As one of the bases for: 
• Facilitating responsible AI, machine learning, automated decision-making and other big data applications 

because of the risk assessment, mitigations and other controls in the accountability program. 
• Allowing broader use of data for social good and research. 
• Participation in relevant “regulatory sandbox” initiatives. 
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Publicly recognising best in class organisations and showcasing accountable “best practices” (including those 
that may be an aggregation of such best practices compiled and generalised by regulators) 
• To promote reputation and trust of accountable organisations. 
• To promote healthy peer pressure and competition in the marketplace. 
Supporting and guiding organisations (particularly small and emerging companies) on a path towards 
accountability, either individually or through association bodies 
For example: 
• Compliance Agreements used by the Canadian Office of the Privacy Commissioner. 
Co-funding between DPAs and industry for research into novel accountability tools 
• Similar to proposals contained in the Privacy Bridges Report of 37th International Privacy Conference, 

Amsterdam 201518 (See Bridge 10 on Collaborating on and Funding for Privacy Research Programs). 
• Specific grants by regulators such as the UK ICO and Canadian Federal and Provincial regulators to fund 

research projects in accountability. 
Offer to play proactive advisory role to organisations seeking to implement accountability 
• In context of novel technology or business models. 
• Offer specific resources, including documentation and dedicated contact persons, to support the 

implementation of heightened accountability. 
Using accountability as evidence of due diligence 
For example: 
• In a selection process of processors and other vendors. 
• In M&A transactions. 
Using formal accountability schemes as evidence of uniform and high level privacy protection to enable cross-
border data transfers within the company group and to third parties 
• APEC CBPR and PRP; EU BCR; GDPR certifications. 
Articulate proactively the elements and levels of accountability to be expected 
• For instance, at what point would expecting accountability measures constitute undue hardship to 

organisations?19 
• Based on the concept of proportionality and a risk-based approach to accountability measures. 

Table 2 – Incentives for Implementing Accountability 

Indeed, providing incentives along the lines of the above for the implementation of 
accountability is consistent with, and follows from, the explicit recognition by the WP29 and 
many other DPAs of the numerous benefits of accountability. As stated, organisations have 
choices for achieving compliance and implementing accountability. They range from bare bones 
compliance to gold plate corporate digital responsibility. The higher the aim, the stronger the 
need to justify the organisational resources required for the desired level of accountability. 
Clear and affirmative pronouncements by DPAs about the specific advantages of aiming high 
would go a long way to helping data protection officers and other relevant staff obtain the 
necessary buy-in and resources from their corporate leadership, particularly where the 
accountability measures exceed the legal requirements. Embedding such incentives in the law 
would help both DPAs and organisations. 
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 B. Balancing Incentives with Enforcement Powers 

When providing such incentives, DPAs must safeguard against any weakening of their 
legitimate data protection enforcement obligations or the appearance of such weakening. DPAs 
are functionally independent bodies and while they have an important role to play in 
supporting companies on the road towards implementing accountability, there is a fine line to 
draw between assistance and leniency. The incentives are intended to encourage the uptake of 
accountability rather than to downplay a DPA’s prerogative to take appropriate action where 
necessary. Thus, for example, using demonstrated accountability as a mitigating factor in an 
enforcement context or as evidence of due diligence in a contracting context should occur 
within clearly articulated guidelines. Using demonstrated accountability as a basis for 
facilitating broader uses of data, such as in a regulatory sandbox setting, should be clearly 
defined and subject to appropriate oversight. And, when DPAs showcase accountability “best 
practices” as an incentive for more organisations to implement such practices, they must do so 
in a way that does not compromise the DPA’s subsequent ability to enforce against 
organisations that purport to adhere to such best practices but failed to do so in practice. In 
short, any proactive incentivising of accountability, through whatever mechanism, must keep in 
mind one of the ultimate goals of accountability — enabling trust in the digital economy and 
society. 
 
V. Conclusion  
 
DPAs have been on the forefront of promoting accountability’s broad global acceptance as a 
comprehensive and coherent framework for the responsible and beneficial use of data, 
including by advocating for its inclusion in data protection law. In so doing, they have helped to 
cement accountability’s status as the cornerstone of modern data protection. The next chapter 
in the story of accountability is ensuring its broad-scale adoption and actual implementation 
across all industries, types and sizes of organisations and regions beyond what is merely 
required by law. Thus, the next frontier for accountability is for DPAs and law and policy makers 
to define clear incentives for implementing it. Such incentives will help organisations justify the 
resources and efforts necessary to maximise their accountability measures where they go 
beyond the requirements of the law. Taking accountability seriously and proactively 
incentivising it is essential to creating trust in the digital economy and society and, in fact, will 
be game-changing in that respect. 
 
If you would like to discuss this paper further or require additional information, please contact 
Bojana Bellamy, bbellamy@HuntonAK.com, Markus Heyder, mheyder@HuntonAK.com, 
Nathalie Laneret, nlaneret@HuntonAK.com or Sam Grogan, sgrogan@HuntonAK.com. 
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Ten Questions for Discussion 

 
“Regulating for Results” involves making difficult, but essential, choices about 
strategies and priorities. Data Protection Authorities (DPAs) simply cannot do 
everything, so strategic decisions are needed about what works best.  
 

1. When the challenges and expectations of the digital age are so great—and 
especially when resources are limited—what are the most promising ways for 
DPAs (independently and with others) to ensure that the regulation of data 
protection will produce the best results?  
 

2. Which ways should be explored for increasing DPA budgets to more realistic 
levels? 
 

3. What can be learned from approaches which have been adopted around the 
world in many other spheres of regulation? 
 

4. Can effectiveness be elaborated in terms of enabling people to flourish with 
dignity and autonomy in a digital world where unacceptable data uses which 
impair their privacy are prevented?  
 

5. When the responsibilities of most DPAs are so numerous, what are the best 
ways to achieve overall effectiveness? 
 

6. Does the Results-based Approach offer helpful ways to set strategic priorities 
and balance engagement, enforcement and complaint-handling? 
 

7. Is it right to give top strategic priority to Leadership functions with strong 
emphasis on constructive engagement with regulated organisations? 
 

8. What activities and techniques best promote constructive engagement in 
practice? 
 

9. Will the bodies bringing DPAs together globally, regionally and operationally 
consider adopting the suggested Principles for a Results-based Approach?   
 

10. How can the suggested Principles be improved? 
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Regulating for Results – Strategies and Priorities for 
Leadership and Engagement 
Introduction & Summary 

The ecosystem for regulating data protection and privacy is changing rapidly, and 
not just within the EU. For many years CIPL has championed the role of accountable 
organisations and the merits of a risk-based approach. We now turn to the 
“plumbing” of the system as a whole and consider how its component parts can best 
fit together.  

The aim of this paper in particular is to stimulate discussion about how Data 
Protection Authorities1 (DPAs) can maximise their effectiveness in the modern 
information age.  

When functions are numerous, expectations are high and resources are limited. This 
paper asks whether and how conscious efforts should be made for the regulation2 of 
data protection to become more “results-based”. This involves making difficult, but 
essential, choices about strategies and priorities. DPAs simply cannot do everything.  

The Results-based Approach is used by CIPL to mean DPAs—independently and 
co-operatively—maximising their effectiveness by adopting modern and strategic 
approaches to regulation that achieve best outcomes for the individuals, society and 
regulated organisations. In particular, this involves responsively engaging with, and 
supporting, those organisations, both in the private and public sectors, which are 
seeking to “get it right” while also dealing firmly with those who are not trying. 

This paper suggests some high-level Principles to provide the foundation for a 
Results-based Approach. The Principles are intended to inform the setting of 
strategic priorities, including ranking different types of function, selecting the most 
appropriate tools and targeting particular sectors, activities or organisations.  

Principles for a Results-based Approach 
 
• Regulating for Results in the Digital World requires independent Data 

Protection Authorities (DPAs) to be strategic, effective, co-ordinated and 
transparent.   
 

• The goal of a DPA should be to produce cost-effective outcomes, which 
effectively protect individuals in practice, promote responsible data use and 
facilitate prosperity and innovation.  
 

• DPAs should give top priority to securing protection for individuals. 
 

                                                           
1 “Data Protection Authorities”, as used in this paper, equates to membership of the International 
Conference of Data Protection and Privacy Commissioners. 
2 “Regulation” is used in this paper in the sense of “control” or “supervision”.  
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• Each independent DPA should be accountable for transparently spelling out 
the particular outcomes it is seeking and the priorities and approaches it will be 
adopting to achieve those outcomes in its regulatory work. 
 

• The strategies of all DPAs should be as co-ordinated, consistent and 
complementary as possible. 
 

• DPAs should treat regulated organisations in a consistent manner—adopting 
similar approaches across and within sectors, irrespective of the type or 
geographical reach of the organisation. 
 

• Each DPA should adopt a risk-based approach to all its activities, basing 
priorities on conduct that creates the most harm to individuals or to democratic 
and social values. 
 

• An approach of constructive engagement with the emphasis on leadership, 
information, advice, dialogue and support will be more effective than sole and 
excessive reliance upon deterrence and punishment. 
 

• Emphasis on information and advice is especially important in the field of data 
protection, due to its broad impact on so many organisations and the nature of 
the requirements that are either not precise or are context driven, requiring 
judgement in individual cases. 
 

• Open and constructive relationships with organisations handling personal 
information, based on honest dialogue and mutual co-operation, but without 
blurred responsibilities, will improve overall compliance outcomes. 
 

• Regulated organisations should be assessed in particular by reference to 
demonstrable good faith and due diligence in their efforts to comply. 
 

• Organisations trying to behave responsibly and to “get it right” should be 
encouraged to identify themselves, for example by transparently 
demonstrating their accountability, their privacy and risk management 
programmes, the influence of their DPOs and their use of seal / certification 
programmes, BCRs, CBPR and other accountability frameworks. 
 

• Punitive sanctions should be mainly targeted on non-compliant activity that is 
deliberate, wilful, seriously negligent, repeated or particularly serious. 
 

• Though the need to deal with individual complaints can be an important 
component of protecting individuals, handling high volumes is very resource-
intensive and can impede wider strategic goals. Complaints should be tightly 
managed with clear criteria to determine the extent of investigation, also taking 
into account that complaints are a valuable source of intelligence. 
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The primary objective of this paper is to stimulate discussion within the data 
protection and privacy community (including regulators, regulated organisations, civil 
society, academics and experts).  

While this paper seeks to provide insight on what a Results-based Approach for Data 
Protection might look like in practice, ultimately, it must be for the DPA community 
itself to decide whether and how it wishes to take this thinking forward. If the 
substance of these Principles is broadly acceptable, it is envisaged that a revised 
version could be adopted, promulgated and put into practice at four levels: 

• Globally, by the International Conference of Data Protection and Privacy 
Commissioners (ICDPPC).3 A suitable target date might be the 40th 
International Conference, which will take place in Brussels in October 2018. 

• At EU level, by the European Data Protection Board. 
• At Asia-Pacific level by the Asia-Pacific Privacy Authorities forum (APPA). 
• At the operational level, by the Global Privacy Enforcement Network (GPEN) 

and the APEC Cross-border Privacy Enforcement Arrangement (CPEA).4 

Structure of This Paper 

Section 1 elaborates the purpose and nature of the paper, emphasising the need for 
a strategic approach to setting priorities which will deliver the best results. The 
section sets out the potential benefits for individuals, DPAs and regulatees. The 
paper is intended to be helpful for all DPAs globally, not least in encouraging 
maximum consistency for a global digital economy. There is a particular focus on the 
European Union where the GDPR will bring significant changes in the way EU DPAs 
work individually and together. 

Section 2 examines the numerous functions placed upon the shoulders of DPAs by 
particular reference to those prescribed by the GDPR. From May 2018 this will shine 
an unprecedented spotlight upon DPAs across Europe. The GDPR envisages some 
22 separate “tasks” and some 27 separate powers, but without a sense of strategic 
mission. To assist the dynamics of prioritisation, the functions have been grouped by 
reference to four types: 

1. “Leader” – the functions which rely upon the expertise, authority and support 
of and information from the DPA; 

2. “Police Officer” – where enforcement is available for infringement, especially  
deliberate or wilful non-compliance; 

3. “Complaint-Handler” – where complaints may lead directly or indirectly to a 
sanction or to redress;  

                                                           
3 www.icdppc.org. 
4 The CPEA, available at http://www.apec.org/~/media/Files/Groups/ECSG/CBPR/CBPR-
CrossBorderPrivacyEnforcement.pdf, is an enforcement co-operation MOU for APEC-based privacy 
authorities. It envisions, among other things, that the participating authorities may prioritise their 
enforcement actions, both individually and collectively. See CPEA at Section 9.2.  

http://www.icdppc.org/
http://www.apec.org/~/media/Files/Groups/ECSG/CBPR/CBPR-CrossBorderPrivacyEnforcement.pdf
http://www.apec.org/~/media/Files/Groups/ECSG/CBPR/CBPR-CrossBorderPrivacyEnforcement.pdf
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4. “Authoriser” – where some form of prior authorisation is needed from the 
DPA. 

Section 3 illustrates the meagreness of resources available to DPAs. Taking the EU 
as an example, some 26 million enterprises fall within the jurisdiction of EU DPAs. 
The latest comparable figures show that the budgets for DPAs in 26 EU countries 
averaged less than €0.41 per citizen and about €8 per business. Another study 
shows that only 9 of 19 DPAs had more than 40 full-time equivalent staff and six had 
fewer than 30 staff. The section concludes with a call for increased DPA budgets, 
suggesting that simply charging an annual fee of just €20 from each regulated entity 
in the EU could raise at least €500 million for EU DPAs. 

Section 4 distils the evidence about effective regulation in other regulatory spheres. 
This draws heavily upon a range of recent studies, notably Prof Christopher 
Hodges’s work on Law and Corporate Behaviour5 which is a comprehensive survey 
of modern approaches to regulation, enforcement, compliance and ethics. It stresses 
that the optimum outcome for any regulatory system is to produce acceptable 
behaviour and to stop unacceptable behaviour. In practical terms, effective 
regulation means securing maximum compliance. Most organisations seek to “get it 
right” by complying with their responsibilities. This means that if regulators are 
serious about being effective, they must prioritise their support functions, with open 
and constructive relationships between regulators and those they regulate. 
Deterrence and punishment have limited effectiveness and should be targeted 
primarily against those who are deliberately or wilfully breaking the law. 

Section 5 is the core of this discussion paper, seeking to apply these lessons to the 
regulation of privacy and data protection. It discusses what is actually meant by 
effectiveness and results. It suggests that, going beyond mere compliance with 
formal requirements, regulating data protection means aiming for a digital world 
where people flourish with dignity as autonomous individuals. The overall results 
which are sought could thus be developed on the following lines: 

• The prevention of data uses which impair the quality of life for individuals by 
denying them the privacy to which they are entitled; and  

• The promotion of a society where a good quality of life for individuals flows 
from genuine and widespread privacy where the use of data in a digital world 
is both universal and popular. 

The section spells out, in the context of increasing functions and meagre resources, 
the need for strategic DPA priorities which pursue these outcomes. Although there is 
considerable overlapping, the four main types of function are grouped together and 
relate to the four main regulatory goals: Predict - Prevent - Detect - Enforce. The 
concept of a Results-based Approach for Data Protection is developed from this 
analysis and from evidence from other regulatory spheres. It is suggested in 

                                                           
5 https://www.bloomsbury.com/in/law-and-corporate-behaviour-9781782255826/. 

https://www.bloomsbury.com/in/law-and-corporate-behaviour-9781782255826/
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particular that the Leadership role, with maximum dialogue and Constructive 
Engagement with regulated entities, should be the top priority. 

Section 6 outlines what Constructive Engagement means in practice and gives 
examples of activities and techniques which are likely to produce the best results. 
Emphasis is placed on transparency, consultation, frank exchanges and exploiting 
the tendency (“herd instinct”) of organisations to follow the leader of the pack and 
peer and competition pressure.  

Section 7 sets out a first draft of suggested Principles for a Results-based Approach 
and suggests how (after full debate and revision) they might be adopted and 
promulgated. 

Section 8 addresses possible problems with the suggested approach. It answers 
concerns about the consequences of having to treat some functions with low priority, 
the risks of “regulatory capture” and fears that some regulatees may be reluctant to 
get too close to their regulators.  

 
Questions for Discussion 
 
This is a discussion paper. Therefore, key questions have been raised at the end of 
relevant sections. CIPL anticipates that, in due course, it will put these ten questions 
in open letters to the leaders of the International Conference, the Article 29 Working 
Party (WP29) / EDPB, the APPA forum, GPEN and the CPEA. For convenience the 
Ten Questions for Discussion are drawn together on page 4 above. 
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1. The Purpose and Nature of This Paper 
 
Data protection finds itself at a crossroads. With the fourth industrial revolution6 
and rapidly evolving information practices, as well as the new generation of 
data privacy laws and regulation, including the EU GDPR, the stakes have 
never been higher.  
 
Each independent Data Protection Authority (DPA) has a crucial role to play in 
making a reality of data protection. Sometimes, however, the overall role of DPAs 
and their specific functions are taken for granted without much detailed analysis 
about how they should be discharged in practice. 

The purpose of this discussion paper is to raise questions about how—in the face 
of numerous challenges and high expectations—the effectiveness of the 
regulatory framework can be maximised. It does this by seeking responses to a 
Results-based Approach in line with developments which have taken place in 
many other spheres of regulation. This involves adopting a strategic approach to 
setting priorities which will deliver the best results.  

The full meaning and nature of a Results-based Approach for Data Protection are 
elaborated below. But first, setting out the benefits which this discussion is 
seeking is helpful. These can be grouped as follows: 

a. Benefits for Individuals 

The basic aim of data protection regulation must be to protect individuals whilst 
facilitating the free flow of data.7 Data protection regulation promotes the trust 
which is essential for digital progress and growth, data innovation and beneficial 
data use. 

The EU approach, and that of a number of other jurisdictions, expresses this in 
terms of upholding fundamental rights and freedoms. Elsewhere, the aim is seen 
more in terms of preventing harm to individuals. In all cases, there is also a wider 
“social good” context. Whatever language is used, any regulatory framework 
should give top priority to securing protection for people.  

Any regulatory framework must be effective and effectiveness must be primarily 
assessed in terms of the impact on individuals. Are they being protected in 
practice, not just on paper? Are they getting the benefits to which they are 
entitled? Are people—consumers, citizens, employees—able to take maximum 
advantage of the digital society with confidence that their interests are being 
properly safeguarded? Can they expect that organisations will in reality handle 
their personal information correctly? 

                                                           
6 As understood by the World Economic Forum. 
7 The European Court of Justice requires DPAs to establish “a fair balance between the protection of 
the right to private life and the free movement of personal data.” (Case C-518/07 – para 30). 
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There are also balances to be drawn in terms of sensitivities to the needs and 
wishes of individuals when dealing with both commercial and public bodies. 
People generally do not have the power, knowledge or capability to safeguard 
their interests entirely by themselves. But the characteristics, attitudes and 
preferences of individuals vary considerably and the presumption must be that 
they should be the best judges of their own interests. Also, market and peer / 
competitor pressures can have a major impact on organisational reputations and 
behaviours. Any regulatory body must take great care to avoid suggesting that it 
“knows best” when it comes to deciding peoples’ best interests. A modern 
approach gives precedence to protecting and empowering individuals, but does 
not patronise or disempower them.8 

A focus on people is also vital for communicating in plain language with the media 
with the explicit aim of promoting public awareness and building popular support 
for data protection activities.9 Unless individuals understand the importance of 
data protection, and can relate it to their own lives, it will never be fully effective.  

b. Benefits for DPAs 

DPAs are faced with many challenges. They have become de facto the principal 
regulators of the digital society and the data which is powering it. They are 
expected to exercise control over millions of organisations—large, medium and 
small, operating in private, public and third sectors and often across national 
borders. Innovative technology develops daily. Individuals are becoming 
increasingly vocal about their expectations of privacy and responsible data uses. 
DPAs must balance numerous tasks and potentially competing public policy 
goals—data protection, other fundamental rights (including free speech), free 
flows of information, innovation, societal benefits, security and so on.    

Moreover, in absolute terms and in comparison to most other areas of regulation, 
DPAs are woefully under-resourced. A fundamental challenge for any DPA is how 
to maximise effectiveness when there is so much they could do and so little 
resource to do it. Resources may be increased in individual situations, but it is not 
controversial to state that resources will never be adequate. DPAs must also 
retain their credibility and their legitimacy. DPAs will never be able to do 
everything. 

The search is therefore for approaches which increase the effectiveness and 
influence of DPAs and make the best possible use of available resources by 
concentrating on those regulatory activities which promise the best outcomes. Put 
another way, the credibility and even the legitimacy of DPAs may be called into 
question if they do not take active steps to maximise effectiveness.  

                                                           
8 The EDPS Strategy contains a very welcome commitment to communicate even difficult concepts in 
clear and simple language.  
9 As made explicit in Art. 57(1)(b) GDPR. 
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The need for consistent approaches becomes even greater with demands for 
cross border co-operation and collaboration. The globalisation of data flows, 
and the need to protect individuals’ rights globally, need to be matched by 
efforts to harmonise DPAs’ duties and powers. Within the EU, this is envisaged 
by the GDPR.  

For any such ambitions to work effectively, there will need to be maximum 
clarity about the strategies and priorities of all participating authorities. A results-
based approach does not mean a standardised, one-size-fits-all approach. But 
it does mean at the least that the international community of DPAs must have 
confidence that they will be acting in ways which are complementary and 
converging. Even though DPAs operate in different legal systems and are part 
of different regulatory cultures, it is essential in the borderless digital world that 
DPAs’ priorities are mutually consistent and as seamless as possible. This will 
also improve the efficient use of DPA resources.  

Within the EU, these needs are even more evident. The co-operation and 
consistency mechanism introduced by the GDPR will need consistency of 
priorities and enforcement approaches as much as consistency of legislative 
interpretation. 

 
International co-ordination has already demonstrated its potential with 
initiatives such as the Global Privacy Enforcement Network (GPEN) and 
the APEC Cross-border Privacy Enforcement Arrangement (CPEA), with 
co-ordinated investigations and an International Internet Sweep.  
 
There have also been increased efforts to co-operate with consumer, 
competition, telecoms and other regulatory bodies. The EDPS has 
proposed the establishment of a Digital Clearinghouse to “bring together 
agencies from the areas of competition and consumer and data protection 
willing to share information and discuss how best to enforce rules in the 
interests of the individual”. The first meeting of the clearinghouse took 
place in May 2017.10 
 
 

c. Benefits for Regulatees  

All organisations—large and small businesses, governments, public agencies, 
NGOs—are digitalising their activities, products and services; processing personal 
data; and being regulated to a greater or lesser extent by data protection laws. By 
their nature, the laws cannot always be clear-cut and are often principle based 
and contextual. Yet, regulatees need to know how to behave and what actions 

                                                           
10 https://edps.europa.eu/data-protection/our-work/subjects/big-data-digital-clearinghouse_en. 

 

https://edps.europa.eu/data-protection/our-work/subjects/big-data-digital-clearinghouse_en


13 
 

they are expected to take to protect individuals and what behaviours they should 
avoid. All regulatees, large organisations, SMEs and start-ups need and are 
equally entitled to as much consistency and predictability as possible from 
regulatory bodies within and across national borders. This is especially important 
given the increasing speed of technology developments and modern data 
protection laws’ placing ever greater weight on accountability and risk 
management.  

An effective regulatory framework for the digital economy—with smooth and free, 
but well-ordered, data flows—is essential for promoting innovation, economic 
growth and prosperity. The framework should not, however, impose 
disproportionate burdens, especially where the costs get passed on as higher 
prices, lower wages or higher taxes.  

d. Global Generally, Europe Specifically 

DPAs around the world have far more in common than the detailed differences 
which may separate them. The analysis and suggestions of this paper are 
therefore intended to be helpful for all DPAs, not least in encouraging maximum 
consistency for a global digital economy.  

At the same time, the activities of DPAs in the EU will very soon be significantly 
transformed by the GDPR. This will have major implications for them, but also for 
many other DPAs which will be directly or indirectly affected by GDPR. The 
recasting of DPA functions—and in particular the one-stop-shop with a lead DPA 
and the legally binding co-operation and consistency mechanisms—crystallises 
the need for maximum consensus about how to maximise effectiveness. All EU 
DPAs will need to reset their strategic priorities and do it consistently across the 
EU. As they rise to these challenges, CIPL hopes that the analysis and 
suggestions put forward in this paper will be especially helpful to such DPAs, to 
the WP29 and (in due course) to the EDPB. 

It can be expected that the EU approach over the next few years will have a 
significant effect on the rest of the world. Although this paper accordingly 
illustrates many of its points by reference to GDPR, and anticipates that the 
EDPB could take a lead in taking forward its suggestions, it should be stressed 
that the overall approach is not intended to be confined to the European context. 
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2. The Functions of Data Protection Authorities 

Although the details of specific DPA functions vary around the world, there are broad 
similarities. In 2001, the International Conference of Data Protection and Privacy 
Commissioners adopted formal processes and criteria for recognising the credentials 
of data protection authorities.11  

Great weight has been attached to the genuine independence and autonomy of 
DPAs. They may be independent and autonomous, but they need to perform their tasks 
in the public interest. In the 2010 case of Commission v. Germany12 the European 
Court of Justice emphasised how DPAs fit within the system of checks and balances 
in a democracy based on the rule of law.  

DPAs can be seen as “hybrid” bodies, expected to ensure that organisations meet 
their obligations, that the rights of individuals are respected and (more generally) that 
high levels of privacy and data protection are maintained across society. Their 
strategic goal can be described in terms of balancing the protection of fundamental 
rights—or the prevention of harm—with the free flow and beneficial use of 
information. In the EU, the European Court of Justice described the essence of the 
DPA task as “establishing a fair balance between the protection of the right to private 
life and the free movement of personal data”.13 DPAs have been described as 
“authoritative champions”.14 

In the EU, DPAs have a constitutional status with the broad task of “controlling” or 
“supervising” the processing of personal data and ensuring compliance with the data 
protection rules.15 Articles 57 and 58 of the GDPR set out the functions—some 
new—of each data protection supervisory authority. These can be seen as a mix of 
“sticks and carrots”. These are divided into tasks and powers. Some 22 separate 
“tasks” can be identified, where the DPA “shall” undertake the prescribed activity. 
These are amplified by some 27 powers, of which 6 are “investigative”, 11 are 
“corrective” and 10 (with some replication of mandatory tasks) are “authorisation and 
advisory”. 

In effect, the GDPR presents these 22 mandatory tasks and 27 powers as a 
shopping list with little or no attempt to prioritise or indicate how they relate to each 
other, nor any articulation about the overall mission of each DPA in terms of the 
outcomes it is supposed to achieve. Each function is explicable in isolation, and most 
are neither controversial nor surprising in themselves. Yet, critically, the GDPR does 
not set out any sense of overall strategy.  

                                                           
11 https://icdppc.org/wp-content/uploads/2015/02/Criteria-and-Rules-for-Credentials-Committee-and-
the-Accreditation-Principles.pdf. 
12 C-518/07 - para 41-43. 
13 C-518/07 - para 30. 
14 Bennett and Raab, The Governance of Privacy. 
15 Article 16(2) of the Treaty on European Union and Article 8(3) of the Charter of Fundamental 
Rights.  

https://icdppc.org/wp-content/uploads/2015/02/Criteria-and-Rules-for-Credentials-Committee-and-the-Accreditation-Principles.pdf
https://icdppc.org/wp-content/uploads/2015/02/Criteria-and-Rules-for-Credentials-Committee-and-the-Accreditation-Principles.pdf
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However, nothing in the GDPR, or in laws elsewhere in the world, prevents the 
development of a more strategic, results-based approach. It is also possible to 
identify different types of function—an essential element for any strategic thinking.  

Although there are interlinkages and interdependencies, with no hard boundaries, 
Annex A of this discussion paper groups each of the GDPR functions into one of four 
broad types: 

1. “Leader” – the functions which rely upon the expertise, authority and support 
of and information from the DPA; 

2. “Police Officer” – where enforcement is available for infringement, especially  
deliberate or wilful non-compliance; 

3. “Complaint-Handler” – where complaints may lead directly or indirectly to a 
sanction or to redress;  

4. “Authoriser” – where some form of prior authorisation is needed from the 
DPA. 
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3. Meagre DPA Resources 

Although they can never be adequate, the resources available to DPAs must be 
examined before exploring strategies and priorities for maximising the effectiveness 
of regulation. 

a. Level of Resources  

The most recent comparative survey of DPA budgets was carried out as a census by 
the ICDPPC in 2017.16 Relevant data from the survey is set out and analysed in 
more detail in Annex B and set against some of the demands imposed on DPAs.17  

The survey responses include resource data for 87 Data Protection Authorities from 
58 countries. Of the countries which provided financial resource information, the total 
global DPA budget for 2016 was €887,320,351.  

For 26 EU countries18 the figures show a total budget in 2016 of €205,703,574 for a 
total population for that year of 507,471,970.19 This would suggest, across these 26 
countries as a whole, that the budget per citizen was less than €0.41.  

Even more indicative of the demands upon each DPA is the need to relate resources 
to the number of regulated organisations. Eurostat estimates that “in 2014, the 
EU28’s business economy was made up of around 26 million active enterprises”.20 
Assuming that virtually all enterprises are now processing personal data, this 
suggests that DPAs have an average budget of only about €8 per business. 

Staff numbers provide a further indication of resources and capability. The recent 
PHAEDRA study on Enforcing Privacy21 found that only 12 DPAs in the European 
Union had more than 40 full-time staff in 2015, with the highest at 350 and the lowest 
at 14. Six of the EU DPAs had fewer than 30 staff.   

The meagreness of resources is not new and is fully recognised by the DPAs 
themselves. A recent collective recognition of the problem is to be found in a 
Resolution22 adopted at the European Data Protection Authorities’ Conference in 
May 2015. Extracts from the preamble and substance of that Resolution are worth 
highlighting: 

                                                           
16 The census data is available upon request from the International Conference of Data Protection 
and Privacy Commissioners Secretariat, https://icdppc.org/the-conference-and-executive-
committee/icdppc-census/. 
17 CIPL is most grateful to the ICDPPC for making the survey data available for use in this paper 
ahead of its formal publication. 
18 Figures were not available for Austria or Croatia and the figure for Germany is lower than the actual 
value as only 7 out of 16 Länder provided data. 
19 Population figures for the 26 relevant EU countries were sourced from the World Bank on 27 July 
2017, http://data.worldbank.org/indicator/SP.POP.TOTL. 
20 http://ec.europa.eu/eurostat/statistics-explained/index.php/Business_demography_statistics. 
21 http://www.phaedra-project.eu/wp-content/uploads/phaedra1_enforcing_privacy_final.pdf. 
22 https://edps.europa.eu/sites/edp/files/publication/15-05-20_manchester_resolution_1_en_0.pdf. 

https://icdppc.org/the-conference-and-executive-committee/icdppc-census/
https://icdppc.org/the-conference-and-executive-committee/icdppc-census/
http://data.worldbank.org/indicator/SP.POP.TOTL
http://ec.europa.eu/eurostat/statistics-explained/index.php/Business_demography_statistics
http://www.phaedra-project.eu/wp-content/uploads/phaedra1_enforcing_privacy_final.pdf
https://edps.europa.eu/sites/edp/files/publication/15-05-20_manchester_resolution_1_en_0.pdf


17 
 

• “…European Data Protection Authorities are being confronted with many new 
challenges, with implications for the way in which they deliver their 
functions…”. 

• “…Data Protection Authorities are increasingly facing financial and other 
resource constraints whilst at the same time the demands on them are 
increasing”. 

• “…rights and obligations on paper must always be enforceable and 
deliverable or they are at best a delusion and at worst a deception on 
citizens”.  

• “[The Conference] calls upon the governments of European countries to 
ensure that the funding of Data Protection Authorities is sufficient to meet the 
ever increasing demands on them and to ensure that the requirements set by 
the law makers are duly followed in practice”. 

Despite the scale of responsibilities which the GDPR places on the shoulders of 
DPAs, it makes little attempt to increase the extremely limited financial and human 
resources which are available to them. Article 52(4) provides only in general terms 
that “[e]ach Member State shall ensure that each supervisory authority is provided 
with the human, technical and financial resources, premises and infrastructure 
necessary for the effective performance of its tasks and exercise of its powers…”. 

This is, however, little more than a general exhortation with more aspiration than 
precision or real obligation. It is not specific and will be difficult to enforce by legal, 
political or other means.23 The European Commission is pressing Member States to 
provide adequate funding, but has not developed any criteria for assessing what is 
adequate or “necessary”.  

There is some evidence of actual and potential upward movement. The budget of the 
Irish Data Protection Commissioner has been increased substantially—the ICDPPC 
census reports an increase of more than 20 % for 2015-16 alone. In the Netherlands 
the Autoriteit Persoonsgegevens (AP) commissioned consultants to review what 
resources it will need to discharge its GDPR responsibilities. The consultants’ 
report24 concluded that the new situation will be completely different. It emphasised 
increased complaint and data breach volumes and responsibilities, the need for 
more systemic control and more investigations arising from EU co-operation 
mechanisms, the costs of promoting public and organisational awareness, the need 
for DPIA prior consultations and the costs associated with certification and 
accreditation arrangements. According to this scenario, this new reality could require 
a trebling of staff from 72 up to 185-270. The report is currently with the Ministry of 
Security and Justice and budgetary decisions are awaited. 

                                                           
23 In the case of Commission v. Austria the CJEU did not even adopt the argument that a DPA should 
have its own separate budget. 
24 https://www.tweedekamer.nl/kamerstukken/detail?id=2017D15344&did=2017D15344. 
 

https://www.tweedekamer.nl/kamerstukken/detail?id=2017D15344&did=2017D15344
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Indications of actual or possible budget increases in Ireland, the Netherlands and 
elsewhere are welcome. Nevertheless, the overall picture does not yet appear to 
extend beyond incremental increases and remains very disturbing.  

Finally, there has not been sufficient attention paid to the need for DPAs to recruit 
more technology, communication and other experts to go beyond the legal skills to 
be found within most DPAs. 

b. Additional Resources? 

Beyond doubt, whatever approaches European DPAs adopt, they will need 
additional resources. The PHAEDRA study25 concluded that “[n]owadays – to ensure 
an appropriate level of protection of privacy and personal data and to investigate and 
prosecute violations, should they occur – these supervisory authorities face 
constraints by way of human and/or budgetary shortages…”. It quotes the 2014 view 
of the European Union Agency for Fundamental Rights that “the problem of 
resources represents one of the greatest obstacles limiting their activity”. 

Resources lag far behind those available for competition / anti-trust authorities. A 
recent, but not comprehensive, exercise conducted by Politico concluded that 
“[s]tarving watchdogs lag in preparing for EU’s biggest privacy law”.26 In March 2017, 
Isabelle Falque-Pierrotin on behalf of the WP29 sent a letter27 to the Council of 
Ministers calling for increased resources to allow DPAs to “effectively perform their 
new tasks, train their own staff, upgrade their IT-systems, promote awareness and 
give guidance on the new rules”. 

The GDPR does not address possible sources of DPA funding, but leaves this to the 
Member States. There are roughly three possible sources: 

• Governmental funds – Public funds, sourced from taxation or borrowing, 
have been the traditional budgetary source for most DPAs. But, with most 
governments facing economic challenges in an “age of austerity”, one must 
ask how realistic is it, or likely, that national governments will provide any 
significant increase from public funds over the resources already available to 
DPAs. Also, where budgets depend upon governmental funding, especially 
where constitutional guarantees for sufficient budget are lacking, the 
possibility of a threat to independence always exists. 

 
• Fines – The GDPR contemplates substantial fines for organisations which 

breach their obligations. But, any attempt to finance DPAs directly from 

                                                           
25 At page 16.  
26 http://www.politico.eu/pro/starving-watchdogs-will-police-eu-biggest-privacy-law-general-data-
protection-regulation-europe/?utm_source=POLITICO.EU&utm_campaign=edc4d71000-
EMAIL_CAMPAIGN_2017_04_04&utm_medium=email&utm_term=0_10959edeb5-edc4d71000-
189890157. 
27 http://ec.europa.eu/newsroom/document.cfm?doc_id=43668. 

http://www.politico.eu/pro/starving-watchdogs-will-police-eu-biggest-privacy-law-general-data-protection-regulation-europe/?utm_source=POLITICO.EU&utm_campaign=edc4d71000-EMAIL_CAMPAIGN_2017_04_04&utm_medium=email&utm_term=0_10959edeb5-edc4d71000-189890157
http://www.politico.eu/pro/starving-watchdogs-will-police-eu-biggest-privacy-law-general-data-protection-regulation-europe/?utm_source=POLITICO.EU&utm_campaign=edc4d71000-EMAIL_CAMPAIGN_2017_04_04&utm_medium=email&utm_term=0_10959edeb5-edc4d71000-189890157
http://www.politico.eu/pro/starving-watchdogs-will-police-eu-biggest-privacy-law-general-data-protection-regulation-europe/?utm_source=POLITICO.EU&utm_campaign=edc4d71000-EMAIL_CAMPAIGN_2017_04_04&utm_medium=email&utm_term=0_10959edeb5-edc4d71000-189890157
http://www.politico.eu/pro/starving-watchdogs-will-police-eu-biggest-privacy-law-general-data-protection-regulation-europe/?utm_source=POLITICO.EU&utm_campaign=edc4d71000-EMAIL_CAMPAIGN_2017_04_04&utm_medium=email&utm_term=0_10959edeb5-edc4d71000-189890157
http://ec.europa.eu/newsroom/document.cfm?doc_id=43668


19 
 

penalties which they themselves impose will be fiercely opposed as putting in 
place distorting incentives. Any such attempt will be highly controversial and 
open to ethical, political and legal challenge.  
 

• Regulatees – The cost of regulation could be directly borne by those it 
regulates, whether through fees or other means. This “polluter pays” approach 
is increasingly common in other areas of regulation. Some DPAs already 
receive income from chargeable services, such as auditing, training and 
publications. The approach recognises that regulation benefits organisations 
by increasing public trust and confidence in their activities and it avoids 
burdening public funds. It can also be very administratively simple and cheap 
to collect. The GDPR would not prevent, for example, a Member State from 
introducing a bare requirement for every organisation which processes 
personal data to pay a modest online fee directly or indirectly to the 
competent DPA each year.  
 
Assuming again that virtually all enterprises are now processing personal 
data, a nominal fee of just €20 from the 26 million enterprises in the EU would 
generate a total budget of €520 million each year—a massive increase of 
resource. The total would be even greater if the fee were to be more for larger 
organisations.28  

 

 
QUESTION FOR DISCUSSION 

 
1. Which ways should be explored for increasing DPA 

budgets to more realistic levels? 
 

 

 

 

  

                                                           
28 In the UK, over 400,000 data controllers are registered. The fee for larger organisations is £500. 
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4. Effective Regulation 

The challenge of effectiveness is to get the best results from whatever resources are 
available. Data protection does not exist in a vacuum and there is much to be 
learned from experience in other regulatory spheres. Many studies of regulatory 
effectiveness have emerged in recent years—and the Bibliography mentions some 
of these. Unfortunately, however, such studies have largely bypassed data 
protection and, in turn, perhaps have not been taken sufficiently into account by the 
data protection community.  

Before discussing what a Results-based Approach for regulating data protection 
might look like, therefore, this section draws upon a range of significant studies. 

 
a. Key Themes 

Although there is no single consensus about “what works best”, and the regulatory 
pendulum swings to and fro, a number of key themes can be identified. These 
include: 

• Regulatory practice—the behaviour of regulators—is just as important as the 
content of laws and regulations.  

• Aiming for well-defined results—or “outcome-based” regulation—is now 
widely recognised as a high-level regulatory principle. In other words, any 
effective regulatory delivery model should focus, as far as possible, on 
outcomes, going wider than “law enforcement” and resisting pressures to 
seek compliance for its own sake or to impose excessive regulatory 
prescription. 

• Effective regulators adopt a “risk-based approach”. This means that the 
supervisory framework, including interpretation and enforcement, is targeted 
to manage the main risks to the regulatory objectives.29 

• Effective regulators select the most appropriate approach from a wide range 
of compliance-producing tools, engaging with those they regulate and 
preferring “voluntary compliance” to enforcement where possible. This 
approach becomes even more relevant where regulatees are required or 
expected to be accountable.  

                                                           
29 This is especially relevant to the risk-based provisions of the GDPR. See also “A Risk-based 
Approach to Privacy: Improving Effectiveness in Practice”, CIPL 2014, available at 
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_1-
a_risk_based_approach_to_privacy_improving_effectiveness_in_practice.pdf; and “Risk, High Risk, 
Risk Assessments and Data Protection Impact Assessments under the GDPR”, CIPL 2016, available 
at 
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_project_risk_white_pape
r_21_december_2016.pdf. 
 

http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_1-a_risk_based_approach_to_privacy_improving_effectiveness_in_practice.pdf
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/white_paper_1-a_risk_based_approach_to_privacy_improving_effectiveness_in_practice.pdf
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_project_risk_white_paper_21_december_2016.pdf
http://www.informationpolicycentre.com/uploads/5/7/1/0/57104281/cipl_gdpr_project_risk_white_paper_21_december_2016.pdf
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• They also exploit a range of levers in addition to their own formal powers to 
ensure that standards are upheld. These levers include the influences which 
come from users, consumers and citizens (especially where they can make 
choices in a competitive marketplace and democratic arenas), from peer 
pressure amongst regulatees, from conventional and social media and from 
the political sphere. 
 

b. Law and Corporate Behaviour 

One of the most recent and comprehensive studies elaborates these themes and is 
worth citing in more detail. In his 2015 book, Law and Corporate Behaviour,30 Prof 
Christopher Hodges, professor of justice systems at the University of Oxford, draws 
together some 800 pages of evidence and analysis to inform discussion about 
effective regulation. In the words of its subtitle, it is about “[i]ntegrating theories of 
regulation, enforcement, compliance and ethics”.31  

Prof Hodges has subsequently advanced the concept of “Ethical Business 
Regulation” (EBR), which, based on empirical data on why people observe or break 
rules and on how culture can support continuous improvement and innovation, aims 
to build commercial success on compliance with social values.32 

Maximum Compliance 
Hodges argues that regulation is fundamentally about behaviour. The optimum 
outcome is to produce acceptable behaviour and to stop unacceptable behaviour. In 
practical terms, effective regulation means securing maximum compliance.  

A substantial body of evidence demonstrates how regulators in contemporary 
democracies should best seek to affect business behaviour in order to secure 
maximum compliance. This includes the findings of behavioural psychology and 
analysis of economic and cultural incentives. Regulation alone cannot achieve 
compliance, especially since it is heavily influenced by customer pressure, 
competitor behaviour, media comment and reputational considerations. Social 
norms, ethical values and peer pressure also play important parts. Enlightened self-
interest—where compliance is seen as providing a route to increased profitability or 
fulfilment of other corporate goals—is very often a dominant factor. 

Effective regulation involves harnessing these and similar forces, not resisting them 
or working in isolation from them. 

 
                                                           
30 At page 8.  
31 An abbreviated summary of key points is available at 
https://www.gov.uk/government/uploads/system/uploads/attachment_data/file/497539/16-113-ethical-
business-regulation.pdf. 
32 Ethical Business Regulation; Growing Empirical Evidence, Christopher Hodges, Wolfson College, 
University of Oxford. 
 
 

https://www.gov.uk/government/uploads/system/uploads/attachment_data/file/497539/16-113-ethical-business-regulation.pdf
https://www.gov.uk/government/uploads/system/uploads/attachment_data/file/497539/16-113-ethical-business-regulation.pdf
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The Modern Approach to Regulation 

The essence of a modern democracy is based on respect for others, not least 
expressed through support for fundamental human rights. Applying that political 
policy to a vibrant market economy produces the result that society supports honest 
business to improve the common good. Honest business and a harmonious society 
function on the basis of trust. Hence, a key purpose of regulation is to enable 
widespread trust in businesses, on the basis of which a healthy, sustainable and 
growing economy can exist, which in turn supports employment, social stability and 
innovation. This philosophy is equally applicable whether the regulatory objectives 
are primarily economic or social.   

In line with this broad philosophy, most modern regulation has moved on from the 
historical model—where a powerful individual or organisation “commands and 
controls” the actions of inferiors, exercising authority through actual or feared harsh 
punishments on those who did not obey. It is now universally accepted—and usually 
legally enforceable—that, even if regulatory bodies hold significant power to enforce 
the law, they must act fairly and proportionately, follow due process and be 
accountable for their actions.  

The modern approach inevitably also requires a good understanding about why 
organisations and people behave in particular ways and how they can be helped to 
improve.  

Empirical research has found that people obey rules where:
 
 

a. the rules correspond to recognised value systems;  

b. the rules have been made fairly; and  

c. the rules are applied fairly.  

Responsive Regulation 

A great deal of research now endorses “responsive” regulation where the emphasis 
is on engagement through information, advice and support rather than deterrence 
and punishment. Research has covered a wide range of regulated activity, including 
occupational health and safety, water pollution, environmental protection,

 
the mining 

industry,
 
food processing, care for the elderly

 
and civil aviation. 

 
Outcomes, not Compliance 

 
In response to stubbornly high accident rates on construction sites in the 1990s, the 
UK regulator (the Health & Safety Executive (HSE)) decided on a new approach—to 
make those involved own it as their problem. Instead of inspections on a site-by-site 
basis across tens of thousands of construction sites, the new approach involved 
leveraging influence in high-risk areas and engaging and forming partnerships with 
parties inside the industry able to effect widespread change.  
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The approach was a significant success. From 2000-01 to 2012-13 the number of 
fatal and major injury accidents fell from 4,410 to 2,161 (49 %).   
 
A study comparing the enforcement policies of various countries with the same laws 
illustrated clearly that the difference in effectiveness lies not in the rules, but in the 
approach of the authorities.33 The UK’s approach has permanently reduced the 
occurrence of serious safety incidents. The same approach was followed in 
Germany, with the same outcome. The approach in France, however, still relies on 
inspections and penalties for non-compliance with the rules. The “name of the game” 
is for businesses to pass inspections, not to make workplaces safe. The workplace 
safety record of France has remained one of the worst in Europe.34 
 
 
Experience in these and other fields stresses the benefits of a culture where 
regulators adopt a positive and proactive approach towards ensuring compliance. 
This involves regulators carrying out their activities in ways that support and help 
those they regulate to comply. In particular, high priority should be given to ensuring 
that clear information, guidance and advice are available to help organisations meet 
their responsibilities.

 
Such support is even more important for SMEs, where the 

research indicates that they often believe that they are complying with the law until a 
person they respect (e.g. a regulator or trade association) points out that they could 
improve, after which they usually follow the advice.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

                                                           
33 F Blanc, From Chasing Violations to Managing Risks. Origins, challenges and evolutions in 
regulatory inspections (Edward Elgar, forthcoming). 
34 Ibid. 
 



24 
 

  

Responsive Regulation – the approach of the UK Civil Aviation Authority35 

 
 

c. Conclusions From Other Spheres of Regulation 

From the evidence and this analysis, Prof Hodges draws five basic conclusions36: 

1. A regulatory system is most effective where it is consistent and 
supports behaviours which are widely seen as fair, proportionate and 
ethical. 

2. Organisations should be accountable for demonstrating, with evidence, 
their commitment to behaviour that will attract the trust of regulators, as 
well as their own management and staff, customers, suppliers, investors 
and other stakeholders.  

3. Learning is fundamental and is encouraged by open and constructive 
engagement between regulators and regulated organisations, but is 
deterred by emphasis on “blame” and / or punishment.  

4. Regulatory systems need to be based on dialogue and mutual co-
operation which are explicitly directed at maximising compliance, 
prosperity and innovation. 

                                                           
35 CAA Regulatory Enforcement Policy, based on the “responsive” model of regulation developed by 
Prof John Braithwaite, as quoted in Law and Corporate Behaviour. 
36 These are enlarged in Annex C. 
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5. Where organisations do break the rules, a proportionate response is 
needed, with the toughest penalties reserved for deliberate, repeated or 
wilful wrongdoing.   

 

 
 

QUESTION FOR DISCUSSION 
 

1. What can be learnt from approaches which have been 
adopted around the world in other spheres of regulation? 
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5. A Results-based Approach for Regulating Data Protection  

The evidence and analysis contained in various studies, as summarised above, is 
consistent with more subject-specific thinking that is starting to emerge within the 
data protection community. Both DPAs and regulated organisations increasingly 
understand that compliance is part of corporate responsibility and sustainability. 

As our digital society transforms through the fourth industrial revolution, a new 
ecosystem for data protection is emerging—based on accountable organisations and 
effective and outcome-based regulators.  

At the EU level, there is a growing recognition of the fundamental challenges for 
DPAs which can be summarised in simple terms: 

• From May 2018, the functions of DPAs will enlarge substantially; 
• DPA resources are meagre for existing functions and will be inadequate to 

fulfil the full range of tasks prescribed by the GDPR; 
• There is little or no prospect of sufficient increases in governmental funding; 

and 
• Even significant increases would not diminish the need for strategic 

approaches.   

The foundation of organisational accountability as a driver for data privacy 
compliance, which CIPL articulated for many years and which was given 
authoritative recognition in the seminal WP29 Opinion on Accountability,37 now lies 
at the heart of the GDPR. Accountability is also essential in the OECD Privacy 
Guidelines. Globally, privacy management programme guidance from the Canadian, 
Hong Kong and Australian privacy commissioners has been very well received and 
influential, as well as the references to accountability in Colombian and Mexican data 
protection laws. 

In 2015, the European Data Protection Supervisor (EDPS) published his Opinion, 
Towards a new digital ethics,38 which followed on from EDPS activities, encouraging 
synergies with consumer and competition law.39 The 2015 Opinion envisages an 
effective data protection regime in terms of an “ecosystem” where all relevant 
players (but especially DPAs and controllers) act better together to reinforce rights.  

The importance of enlightened self-interest as a driver of corporate behaviour has 
been explicitly explored by the former interim privacy commissioner for Canada. 
Chantal Bernier’s discussion paper40 outlines how the concept of “Social Licence to 
Operate” (SLO) could become the “ultimate enforcement of privacy law”. This argues 

                                                           
37 Opinion 3/2010 on the principle of accountability, WP 173. 
38 EDPS Opinion 4/2015. 
39 For example: 
https://secure.edps.europa.eu/EDPSWEB/webdav/shared/Documents/Consultation/Opinions/2014/14
-03-26_competitition_law_big_data_EN.pdf 
40 The Concept of Social Licence to Operate: A Common Ground to Apply Privacy Law? - Dentons, 
Ottawa.  

https://secure.edps.europa.eu/EDPSWEB/webdav/shared/Documents/Consultation/Opinions/2014/14-03-26_competitition_law_big_data_EN.pdf
https://secure.edps.europa.eu/EDPSWEB/webdav/shared/Documents/Consultation/Opinions/2014/14-03-26_competitition_law_big_data_EN.pdf
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the case for treating social acceptability as the common ground between regulators 
and business, especially as individuals become more assertive in their expectations 
and businesses become more concerned about the impact of data-handling 
reputation on the bottom line.  

Most recently, a report41 published by the US Chamber of Commerce in February 
2017 argued that the risks and challenges of data protection arising from the ubiquity 
and increasing value of data in the global economy make it imperative to understand 
how to regulate data protection effectively. A study of DPAs around the world 
demonstrates, however, that “their methodologies, practices and scope of authority 
vary greatly”. The report goes on to conclude that “...the common thread among all 
DPAs is that truly effective DPAs treat those they regulate as partners instead of 
adversaries”. With an approach that corresponds with the analysis and suggestions 
in this CIPL paper, the report identifies seven Key Attributes as the keys to effective 
data protection governance. They place strong emphasis on education, awareness, 
feedback, guidance and assistance.  

a. Effectiveness 

There is no settled consensus about what effectiveness means in the context of data 
protection. At the general level, there is frequent reference to such concepts as 
“upholding the fundamental rights of individuals”, “achieving a high level of data 
protection” or “ensuring compliance with requirements”. But such aspirations can be 
too hollow without more concrete objectives. Likewise, references to risks, priorities, 
targets and mantras such as “Selective to be Effective” are not sufficiently 
meaningful unless and until there is clarity and agreement about what is meant by 
being “Effective”. 

As a starting point, all effective regulators ask themselves:  

• “What results are we trying to achieve?” 
• “What does success look like?” 
• “How will we know when we’ve done a good job?” 

CIPL does not have the answers to these questions, which, in any case, are for 
DPAs to agree upon themselves, whether collectively or individually. The basic aim 
of protecting individuals in practice has already been mentioned, but, as with 
environmental protection, there is a wider “social good” dimension. At CIPL’s Dublin 
workshop a broad consensus emerged about the importance of seeking and 
securing clearly articulated results, rather than compliance for its own sake. It was 
also recognised that fundamentally effective regulation involves monitoring and 
changing behaviours, and sometimes cultures, not just ensuring that the formalities 
and paperwork are in order.  

                                                           
41 Seeking Solutions, US Chamber of Commerce, Feb. 2017, 
https://www.uschamber.com/sites/default/files/023052_dataprotectionhuntonpaper_fin.pdf. 

https://www.uschamber.com/sites/default/files/023052_dataprotectionhuntonpaper_fin.pdf
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Therefore, beyond mere compliance, regulating data protection means aiming for a 
digital world where people flourish with dignity as autonomous individuals. The 
overall results which are sought could thus be developed on the following lines: 

• the prevention of data uses which impair the quality of life for individuals by 
denying them the privacy to which they are entitled; and  

• the promotion of a society where a good quality of life for individuals flows 
from genuine and widespread privacy where the use of data in a digital world 
is both universal and popular. 

We do stress, however, that it must be for DPAs themselves to articulate the 
outcomes they are seeking.  

b. Setting Strategic Priorities  
Any well-managed DPA will need to set clear priorities, usually in a transparent 
Strategic Plan. If priorities are not articulated explicitly, there will still be de facto 
prioritisation in the shape of work done and work left undone. The Conference 
Resolution mentioned above itself recognised the need for a targeted approach: 

• “It is not though just a question of resources. It is also necessary for Data 
Protection Authorities to adopt a sustainable approach at national, EU and the 
wider European level to carrying out their functions, targeting their activities 
where the need to protect privacy is greatest…”. 

This is not straightforward. Using the familiar language of “targeting” or adopting a 
“risk-based approach” is relatively easy, but much more difficult is going beyond the 
rhetoric and developing meaningful criteria, principles or other measures to 
determine the priorities, the targets or the risks which should be tackled. This applies 
in at least two dimensions: 

• How should functions (or tasks or activities) be ranked against each other? 
• How should particular sectors, activities or organisations be targeted for 

attention within a particular function?  

All regulatory bodies, in all sectors and in all jurisdictions face these questions. The 
evidence from other spheres of regulation, as summarised in the previous section, 
suggests how they are being answered. There are lessons to be learned for data 
protection. In particular, a considerable body of evidence now exists to guide the 
priority-setting processes.  

The following construct may be helpful in answering these questions: 
 

PREDICT - PREVENT - DETECT - ENFORCE 
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These are key goals for any regulator, but it is necessary to decide the balance 
between them and where to place priority. The evidence from other regulatory 
spheres suggests that “Prevent” should be paramount, backed up by “Enforce” when 
that is necessary. A strategy can then be developed by relating these goals to all the 
DPA functions. 

A Results-based Approach to regulation involves maximum engagement with 
regulated organisations and, as this table demonstrates, Leadership is crucial for the 
effective fulfilment of all goals:   

 

 
 

Leader Authoriser Police Officer Complaint-
Handler 

PREDICT 
 

 
   

PREVENT 
  

 
  

DETECT 
 

 
 

  

ENFORCE 
 

 
 

  

 

This analysis also suggests a broad ranking of priorities:  

1. “Leader” – where the emphasis is on the expertise, authority, influence of 
and information from the DPA. 

2. “Police Officer” – where the emphasis is on enforcement in cases where 
there has been, or may have been, an infringement of the regulation. 

3. “Complaint-Handler” – where the emphasis is on dealing with individuals’ 
complaints, which may lead directly or indirectly to a sanction or to redress. 

4. “Authoriser” – where some form of prior authorisation from the DPA is 
needed. 

 

c. Leadership and Engagement  

 

 

“The guidance that DPAs provide today will produce the results they want tomorrow”. 

 

  

https://www.google.co.uk/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwja6_Km9PbSAhWKCcAKHcwzCf0QjRwIBw&url=https://clipartfest.com/categories/view/463e8277d6ef41b3c47c679cb54bed328f1b36ac/black-tick-clipart.html&psig=AFQjCNG7CCTBkLlGhnwF-9sd2z1aZgY3Dg&ust=1490711787956634
https://www.google.co.uk/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwja6_Km9PbSAhWKCcAKHcwzCf0QjRwIBw&url=https://clipartfest.com/categories/view/463e8277d6ef41b3c47c679cb54bed328f1b36ac/black-tick-clipart.html&psig=AFQjCNG7CCTBkLlGhnwF-9sd2z1aZgY3Dg&ust=1490711787956634
https://www.google.co.uk/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwja6_Km9PbSAhWKCcAKHcwzCf0QjRwIBw&url=https://clipartfest.com/categories/view/463e8277d6ef41b3c47c679cb54bed328f1b36ac/black-tick-clipart.html&psig=AFQjCNG7CCTBkLlGhnwF-9sd2z1aZgY3Dg&ust=1490711787956634
https://www.google.co.uk/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwja6_Km9PbSAhWKCcAKHcwzCf0QjRwIBw&url=https://clipartfest.com/categories/view/463e8277d6ef41b3c47c679cb54bed328f1b36ac/black-tick-clipart.html&psig=AFQjCNG7CCTBkLlGhnwF-9sd2z1aZgY3Dg&ust=1490711787956634
https://www.google.co.uk/url?sa=i&rct=j&q=&esrc=s&source=images&cd=&cad=rja&uact=8&ved=0ahUKEwja6_Km9PbSAhWKCcAKHcwzCf0QjRwIBw&url=https://clipartfest.com/categories/view/463e8277d6ef41b3c47c679cb54bed328f1b36ac/black-tick-clipart.html&psig=AFQjCNG7CCTBkLlGhnwF-9sd2z1aZgY3Dg&ust=1490711787956634
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It should be unarguable from this analysis that the Leadership role—guiding good 
practice—is the top strategic priority and can only grow in importance in the modern 
information age. It cuts across all the goals which need to be fulfilled. 

Leadership embraces those functions which rely upon the expertise and authority of 
the DPA. An effective DPA will want to be, and be seen to be, the leader in making 
clear the outcomes and behaviours which it expects. This involves understanding the 
technological, commercial and political environments, anticipating issues, 
interpreting the law and providing guidance that is forward thinking, practical and 
strategic. Although they have a part to play here, this is not a role that can be 
delegated to lawyers, consultants or other advisers, nor left in the hands of 
regulatees themselves. It is fundamental that DPAs should engage directly in 
dialogue and take the lead in providing the information, advice and support which will 
make a practical reality of data protection. DPAs can leverage informed input from 
inside regulated organisations—in private and public sectors—to help fulfil their 
mission.   

Engagement requires mutual trust and reinforces the GDPR’s Accountability 
principle. It is a two-way process—with accountable organisations willing and able to 
demonstrate their compliance, to be transparent about their own activities and to 
share insights into general technological and behavioural trends and innovations.  
Although leadership must primarily involve dialogue with regulatees, information, 
advice and awareness-raising for members of the public also have parts to play 
here.  

 

 
Examples of DPA Engagement  
 

• The WP29 has taken the very welcome initiative of consulting on draft 
Opinions and Guidelines before they are adopted. Recent examples include 
lead authorities, data portability and DPOs. 
 

• A number of DPAs have discussed Artificial Intelligence (AI) issues with 
relevant businesses and are now recognising that an approach which calls for 
“transparency of algorithms” may be less productive than emphasis on “AI 
accountability & specific checks”. 
 

• The “FabLabs”, organised by the WP29 to discuss GDPR implementation, 
have been much appreciated. 
 

• The EDPS has a structured programme of high-level visits to the EU 
institutions which it supervises. These often result in an agreed road map to 
“voluntary” compliance which avoids the need for formal enforcement.42 
 

• The EDPS also regularly consults DPOs on draft Guidelines.  
                                                           
42 See successive EDPS Annual Reports.  
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• The Pack de conformité initiative from the CNIL has invited companies from a 

given sector to jointly define with the CNIL best data protection practices for 
this sector and to simplify administrative formalities.  
 

• The US FTC conducts regular thematic workshops and consultations, on 
specific technological developments or forward-thinking topics, to solicit input 
and exchange learnings with key practitioners, experts, academics and 
leaders.  
 

• DPAs taking part in APPA’s biannual meetings regularly invite representatives 
from the regulated organisations to exchange insights on key topics of interest 
for the regulators. 

 

Increasingly, DPAs are recognising the benefits of engagement and co-operation 
with regulated organisations—especially those organisations pursuing a responsible 
approach to compliance. Although there are of course many “shades of grey”, it is 
widely recognised that few organisations are actively seeking to avoid compliance. 
Though many, especially SMEs, struggle through ignorance, the majority of 
regulatees accept that they should fulfil their legal obligations. Many of the larger 
organisations have adopted elaborate privacy management programmes to provide 
effective self-assurance or “earned recognition”, moving beyond the more traditional 
syndrome of “privacy paperwork” where efforts rarely went beyond policies collecting 
dust on a shelf. These trends are supported in the GDPR with its emphasis on 
Accountability and Risk Management and its encouragement of Certification and 
seal schemes. At the very least, a comprehensive privacy programme should 
provide evidence of serious attempts to achieve compliance.  

A further part of the DPAs’ leadership role is to encourage organisations to adopt 
accountability frameworks and incentivise good behaviours. This can be done by 
formally providing mitigations for those organisations that are able to demonstrate 
sustained accountability, or simply showcasing examples of best practice to create 
market momentum and peer pressure for others to follow. For example, the 
Singapore PDPC, at the occasion of the large international conference and 
Singapore DP week in 2016, distributed a user-friendly booklet showcasing best 
practices of over half a dozen organisations in Singapore, ranging from large 
multinational companies to public sector organisations and local start-ups.  

At the same time, DPAs need to be sophisticated in their approach. For example 
they should understand the principles and logic of risk management and continuous 
improvement of compliance policies and procedures and not use it to evidence 
weaknesses, which organisations have openly acknowledged but justifiably treated 
as low priority. Equally, guidance from DPAs on low risk or de minimis activities is 
likely to be welcomed as part of a risk-based approach.  
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d. Police Officer  

The Police Officer role—investigating, threatening or taking enforcement action 
against non-compliant organisations—is important, but—if widespread behavioural 
results are seriously sought—it should not be the top priority and should not be a first 
port of call for any DPA. The evidence summarised in section 4 above suggests that 
such an attitude would be both ineffective and counterproductive. There are 
significant risks that regulatees will adopt defensive, secretive or openly hostile 
attitudes which are most unlikely to improve outcomes for those who are supposed 
to be protected. Scarce resources could easily end up being diverted into fighting 
lengthy battles in the courts. No regulator can expect to be effective if its first-choice 
approach is to rule by fear. 

This is not to deny a due role for enforcement. DPAs around the world have been 
given significantly sharper teeth in recent years, most notably by the GDPR which 
introduces fines up to 20 million euros or 4 % of annual worldwide turnover. Such 
sanctions increase credibility and legitimacy and concentrate minds. The possibility 
of enforcement and stronger sanctions will undoubtedly influence many 
organisations, especially where commercial or reputational damage follows. DPAs 
will have to exercise their enforcement powers from time to time for them to be 
meaningful, of course with due respect to considerations of proportionality. Where 
decisive action is taken, especially where an eye-catching penalty is involved, 
attention is easy to attract (not least via media and political channels). 

Certain breaches may be so serious that a sanction is inevitable. However, clearly 
the main targets for enforcement activity (preferably set out as an explicit goal) 
should be those organisations which are engaging in deliberate, wilful, repeated or 
seriously negligent non-compliance with the law. This approach is consistent with the 
GDPR which includes multiple factors to be taken into account when deciding both 
whether to fine and the amount. These include the gravity of the infringement, its 
intentional or negligent character and any relevant previous infringements.43 In most 
cases, some form of warning would be desirable, to both alert the organisation and 
make it easier for the DPA to show intent or negligence. If a DPA is to succeed as a 
Leader, use of the “stick” is not unreasonable, especially in situations where 
warnings of non-compliant behaviour have been ignored and a real risk of harm to 
individuals exists.  

e. Complaint-Handler  

Although EU law treats the complaint mechanism as an important element of the 
individual’s right to data protection and complaint handling is also included in some 
data protection laws around the globe, it is unusual in other spheres of regulation for a 
regulatory body also to have complaint-handling functions.  

                                                           
43 GDPR, Article 83(2). 
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In the EU, the GDPR makes it mandatory for a DPA to “handle” complaints. This is 
not new and, under current EU law, complaints must be dealt with with due diligence, 
an issue which lay at the heart of the Schrems case.44   

Serious problems and threats to effectiveness may emerge, however, if the 
Complaint-Handler role is given excessive priority or not tightly managed. Firstly, this 
role is demand-led—outside the control of DPAs—and can be very resource-
intensive, to the detriment of the other functions. Unless cases are chosen very 
carefully, it can distract from more strategic activity and (however well-performed) 
bulk complaint-handling will rarely achieve desired behavioural outcomes across a 
sector. Rather than focusing on redress for select, or numerous (but relatively few), 
individuals, regulators should concentrate on protecting rights more universally 
before any wrong happens. There are real risks of creating an environment of public 
disappointment or disillusionment—whether through backlogs or unwelcome 
outcomes—and jeopardising the popular support which DPAs need.  

This is not to say that the Complaint-Handler role should—or could—be ignored 
altogether. The GDPR imposes a duty on DPAs to “handle and investigate” 
complaints. But this implies a wide discretion. “Handle” is a flexible concept which is 
not elaborated on. Article 57(1)(f) of the GDPR requires the investigation to be “to 
the extent appropriate”, which certainly allows triage arrangements, distinctions 
between different types of complaint, priority for the most serious cases and referral 
elsewhere where appropriate.  
 
A Results-based Approach should involve various elements in respect of complaints: 
  

• the Complaint-Handling role be well-managed to avoid the swamping of a 
DPA; 

• DPAs should be aware of the risks to overall effectiveness from diverted and 
inefficient use of resources; 

• the value of complaints as a source of intelligence should be stressed; 
• enquiries and information requests should be separated from genuine 

complaints; 
• objective criteria should be developed for determining which complaints are to  

be “handled and investigated” beyond initial acknowledgment and monitoring; 
• robust triage arrangements should be introduced to ensure the criteria are 

applied consistently and fairly; 
• DPAs should quickly identify abusive, frivolous or vexatious complaints; 
• complainants should be encouraged (or, where possible, directed) to 

approach Alternative Dispute Resolution (ADR)45 schemes which can provide 
remedies; 

                                                           
44 Case C-362/14, Schrems, EU:C:2015:650. 
45 See also the relatively new EU framework for Consumer Alternative Dispute Resolution (CADR). 
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• complainants should be encouraged to address a complaint initially to the 
organisation concerned, which, as an accountable organisation, should have 
complaint handling policies and procedures and be able to deal with the 
complaint effectively; and 

• certification and seal programmes should be encouraged to provide third-
party dispute resolution arrangements. 

All these would alleviate the burdens on DPAs of handling large numbers of 
complaints that might be better resolved at source or through ADR mechanisms. 
This would enable DPAs to concentrate on more serious complaints or those that 
were not resolved by the organisation concerned.   

DPAs should, in any event, publish their policies towards the receipt of complaints. 
With such an approach, and in line with the principles of “appropriate extent” and 
“due diligence”, detailed attention can then be reserved, for example, for those 
complaints which: 

1. cumulatively suggest widespread non-compliance affecting many people;  
2. suggest particularly serious detriment for the complainant;  
3. allege serious ongoing non-compliance; 
4. could lead to essential improvements in organisational behaviour; or 
5. suggest that an important point of principle needs to be addressed.  

An approach on these lines is an efficient use of scarce resources which also treats 
complaints as an important source of intelligence to complement and support other—
more important—functions. At the same time, it makes clear that DPAs must not 
allow themselves to be distracted into providing a high-volume, demand-led 
complaint resolution service.  

One objection to the approach outlined above may be its potential impact on the 
individual’s right to an effective remedy. The right to data protection is a right which 
individuals should be able to exercise effectively. CIPL suggests, however, greater 
focus on improving organisational conduct. This would, in fact, enhance the 
substance of this right by improving the effectiveness of data protection law generally 
(as the CJEU emphasised in Costeja).46 It is important to recall that data protection 
law is often viewed, like environmental protection, as a public good which benefits 
everyone. In a more strategic environment, other methods of redress may also have 
an important role to play in securing an effective remedy for the individual.  

 
Due Diligence in the EU context 

                                                           
46 Case C-131/12 Google Spain SL, Google Inc. v Agencia Española de Protección de Datos, Mario 
Costeja González. 
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In Schrems,47 the EU Court of Justice decided that DPAs must examine claims of 
individuals concerning their right to data protection “with all due diligence”. Although 
the meaning of due diligence is not fully clear, it can be argued that “due diligence” 
requires that all complaints must be investigated by a DPA, in a manner appropriate 
to the complaint. The requirement of due diligence is essentially a compromise 
between a wide margin of discretion available to DPAs and the protection of 
complainants. DPAs, having limited resources, must ensure a high level of 
protection, but also provide for a legal remedy for those who claim that in their 
individual case the law is infringed. Due diligence could function as a compromise, 
provided it is not interpreted as an obligation to dedicate resources to investigate all 
complaints. The added value of an independent DPA is not only its wide range of 
tasks, but also its capacity to perform these tasks in a manner it considers most 
effective.  
 
 

f. Authoriser 

The DPAs’ Authoriser role is also largely demand-led and potentially resource-
intensive and non-strategic. 

It covers those situations where some form of formal consultation, prior authorisation 
or approval is needed from the DPA. This ex ante approach means that the affected 
activities cannot take place at all without such authorisation. Examples in the GDPR 
include BCR approvals, ad hoc contracts for data transfers, prior consultation in case 
of DPIAs where risk cannot be mitigated, codes of conduct, etc. The actual 
processes of authorisation may not necessarily contribute much to effectiveness in 
terms of achieving high standards of behaviour. Although volumes are difficult to 
predict, this could be a significantly resource-intensive function, especially if each 
application is treated individually and examined in depth. 

As with complaint-handling, the function itself and its rationale cannot be ignored. 
However, there is scope for DPAs to consider how to simplify and discharge this 
function most effectively, especially where it relates to cross-border processing 
falling within the one-stop-shop and consistency procedures. The EDPB could play 
a leading role here, by issuing guidelines, recommendations and best practices as 
foreseen in Article 70(1) of the GDPR, thereby also engaging with DPAs outside the 
EU. 
 
Again, a strategic and co-operative approach is needed. The use of some form of 
“class-based” approval for certain prescribed types of activity, perhaps coupled with 
appropriate conditions, may be promising.48 For each case where authorisation is 

                                                           
47 Case C-362/14, Schrems, EU:C:2015:650, at 63. 
48 This could evolve in a similar way to “category exemptions” under EU competition law. 
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needed, this could easily be given on the basis of published criteria for the activity. 
Compliance with the criteria and any conditions would lead to routine and automatic 
authorisation unless the activity involved unusual or exceptional features. This 
could be linked with the “Comply or Declare” approach increasingly adopted in 
other areas of regulation. As the DPA-as-Leader becomes more engaged with 
responsible regulatees, considerable scope for consultation exists about the 
substance and application of the criteria and even for self-certification mechanisms, 
which can be checked post facto by DPAs or accredited third parties. Obviously, 
this does not replace prior approval where specifically required by the law, but it 
significantly alleviates the process.    

  
 
 

QUESTIONS FOR DISCUSSION 
 

1. When the challenges and expectations of the digital age 
are so great - and especially when resources are limited – 
what are the most promising ways for DPAs to work 
(independently and with others) to ensure that the 
regulation of data protection will produce the best 
results?  

 
2. Can effectiveness be elaborated in terms of enabling 

people to flourish with dignity and autonomy in a digital 
world where unacceptable data uses which impair their 
privacy are prevented?  

 
3. When the responsibilities of most DPAs are so numerous, 

what are the best ways to achieve overall effectiveness? 
  

4. Does the Results-based Approach offer helpful ways to 
set strategic priorities and balance engagement, 
enforcement and complaint-handling? 

 
5. Is it right to give top strategic priority to Leadership 

functions with strong emphasis on constructive 
engagement with regulated organisations? 
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6. Constructive Engagement in Practice 
 

The analysis in the previous section suggests that the Leadership functions of DPAs 
should be treated as the top strategic priority, with as much constructive engagement 
as possible between DPAs and those they regulate. In the EU this brings to life 
Article 57(1)(d) of GDPR which implicitly recognises that both sides could do much to 
assist the other to bring about optimum regulatory outcomes.  

This central conclusion was supported at the workshop hosted in Dublin by CIPL in 
June 2017, which also stressed the mutual interest of regulators and regulated 
entities in securing real data privacy regulation alongside data innovation and the 
growth of the digital economy. In other words, effective and results-based regulators 
and accountable organisations can work more alongside each other as two essential 
pillars of modern data protection. 

 
“If businesses show us [a DPA] they are investing in self-compliance, we will relax—
unless we see a smoking gun.” 
 
“It’s all about trust. Regulators and regulatees should have the same aims.” 
 
“It makes a huge difference—and the subject gets taken seriously at the top—when 
regulators openly recognise good efforts and data protection successes.” 
 
“We already work with businesses to improve their behaviours. We got 100,000 calls 
from SMEs last year.”  
 

Participants at CIPL Dublin workshop 
 
 

The workshop went on to consider what constructive engagement actually involves 
in practice. A welcome and growing trend towards constructive engagement on the 
part of many DPAs around the world has already begun and this can be built upon. 
Many activities and techniques (both current and prospective) can be identified: 

• Maximum Transparency – DPAs should be transparent in setting out their 
priorities, expectations and working methods, which will help DPAs be 
effective and help organisations to “get it right the first time”. In the same way, 
organisations must be ready to be transparent when engaging with DPAs, 
without fear or the threat of self-incrimination. 

• Practical Guidance – Usually web-based, guidance is on the interpretation 
and application of regulatory requirements, which is also open for consultation 
and response by regulated organisations. The best guidance is in plain 
language, with plenty of examples and segmented for maximum ease of use 
by each target audience—e.g. small businesses, medium enterprises, 
multinationals, specific business sectors, public bodies etc. 
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• Active Participation – In open and closed meetings, to communicate both 
concerns and expectations, participation can be just as important to also find 
out about uncertainties, trends, commercial and technology developments etc. 

• “Regulated Self-Assurance” – Places full reliance upon DPOs, codes of 
conduct, certification schemes, the ability to demonstrate accountability etc. to 
promote trustworthy self-compliance and reduce pressures on DPAs. 

• Maximum Consultation, with a “No Surprises” approach, for example seeks 
views on draft guidance or getting feedback on a proposed strategic plan 
before its final adoption. Such dialogue is especially beneficial where there 
are new requirements or no common views on what is the “right thing” to 
comply, or even what should be prevented. 

• Frank Exchanges – a willingness to participate in confidential discussions, 
often with a market leader, about the implications and acceptability—or 
otherwise—of a technological innovation. 

• Exploiting Herd Instinct – Increasingly, DPAs are recognising that 
organisations tend to follow a leader of the pack. If one or two businesses 
prominently receive some form of regulatory endorsement or clearance to 
follow a desirable course of action, competitors, peers and many others 
(especially SMEs) will follow the benchmark and do likewise. There is 
considerable scope for DPAs to exploit this tendency—promoting best-in-
class behaviours, highlighting successful transparency, DPIA and other 
templates, showcasing best practices of accountable organisations (training 
or awareness campaigns, DPO leadership etc.), deliberately influencing key 
legal and other advisers and highlighting examples of online good practice. 

• Incentives – Corporate leadership will take data protection and privacy more 
seriously if DPAs can create and communicate incentives for good faith 
privacy and compliance programmes. These incentives can include the ability 
to share data across borders, to engage more broadly in big data and 
machine learning activities and, crucially, mitigation in case of enforcement. 

• Creating Space for Responsible Innovation – There is considerable scope 
for building compliance solutions co-operatively. The Regulatory Sandbox 
(see below) offers one possibility. “Design Thinking” where data privacy 
requirements and compliance challenges can be made scalable and 
developed bottom-up by multifunctional teams may provide other 
opportunities for regulatory participation and engagement with regulated 
organisations and experts from other areas (behavioural economists, user-
centric designers, technology engineers, marketing and customer relationship 
experts).49  

• Reiterative and Dynamic Compliance – Just like with technology and 
software development, it would be helpful if both DPAs and regulated 
organisations approached compliance as a journey and a reiterative, dynamic 

                                                           
49 One current example of a responsible innovation initiative is Facebook’s “design jam” initiative 
seeking new approaches and solutions for transparency and individual control. 
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process, as opposed to a one-off event. Dynamic compliance is particularly 
suited for data protection, given the speed of technological developments and 
adoption of digital solutions. It enables improvements, based on user 
feedback, internal and external developments and learnings from industry and 
regulators. Organisations should be encouraged to adopt dynamic compliance 
and DPAs should not punish those that actively try to get it right over time.  

• Performance Indicators are essential for measuring and demonstrating DPA 
success in directly influencing the spread of good practice, preferably with 
common and/or comparable metrics. 
 

 
The Regulatory Sandbox – Space for Responsible Innovation 

 
Constructive engagement includes creating space for responsible innovation by 
accountable organisations. How might this be achieved? 

The “Regulatory Sandbox” model being developed by the UK’s Financial Conduct 
Authority50 may prove an interesting way to enable regulated companies to 
experiment and innovate in a “safe haven” overseen by the regulatory body. 

The regulatory sandbox allows businesses to test innovative products, services, 
business models and delivery mechanisms in the real market, with real consumers. 

The sandbox is a “supervised space” that is claimed to provide organisations with: 

• reduced time-to-market at potentially lower cost; and  
• appropriate consumer protection safeguards built in to new products and 

services. 

The sandbox offers tools such as restricted authorisation, individual guidance, 
waivers and no enforcement action letters. The FCA closely oversees trials using a 
customised regulatory environment for each pilot. 

Sandbox tests are expected to have a clear objective (e.g. reducing costs to 
consumers) and to be conducted on a small scale, so firms will test their innovation 
for a limited duration with a limited number of customers. It is arguable that technical 
innovation is impacting on data protection to an even greater extent than financial 
services. This model may be particularly well suited and well received in the data 
protection community, where there is increasing recognition that compliance has to 
be treated as an iterative process. 

The possible use of the sandbox model in this context was raised by the former 
Secretary-General of the CNIL in an article in Les Echos in early 2017.51 

                                                           
50 https://www.fca.org.uk/firms/regulatory-sandbox. 
51 https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-
2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-
2D2061519.php&d=DwIFAw&c=jxhwBfk-
KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweow

https://www.fca.org.uk/firms/regulatory-sandbox
https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-2D2061519.php&d=DwIFAw&c=jxhwBfk-KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweowj_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc&e
https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-2D2061519.php&d=DwIFAw&c=jxhwBfk-KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweowj_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc&e
https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-2D2061519.php&d=DwIFAw&c=jxhwBfk-KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweowj_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc&e
https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-2D2061519.php&d=DwIFAw&c=jxhwBfk-KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweowj_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc&e
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More recently, in July 2017, it was announced that the Singapore PDPC is prepared 
to work with accountable companies to create regulatory sandboxes to test proposed 
legislative changes and enable companies to continue to be innovative and 
competitive.52 

 

Constructive dialogue must be a two-way process, with a great deal of trust, 
commitment and mutual respect between DPAs and accountable organisations. 
Unless organisations are positive about helping DPAs to develop a better 
understanding of the landscape they regulate, they cannot expect DPAs to be open 
and comprehending. Regulated businesses and public bodies have to be ready and 
willing to engage constructively with DPAs. This means coming forward—both 
proactively and reactively—with an approach which is as open and frank as possible. 
Business and governmental organisations need to be able to explain and 
demonstrate as transparently as possible their processes and technology solutions 
and be ready to explain and demonstrate business models. This is also a matter of 
Enlightened Self-Interest and is especially promising in an environment where more 
and more responsible entities pride themselves on their accountability. Where an 
obviously innovatory or controversial proposal is being developed, dialogue is 
particularly valuable for identifying in advance any modifications which will ensure 
acceptability—far better than challenge after launch. In the EU, the innovative 
mechanisms in the GDPR of the one-stop-shop, lead DPA, as well as the co-
operation and consistency procedures, should encourage this two-way dialogue, 
which is more transparent and based on mutual trust and respect. 

“We need regulators to be independent, just as we need judges and referees to be 
independent. However, independence cannot come at the price of accountability or 
engagement and regulators need to keep their fingers on the pulse of the market 
through interaction with industry and consumers…. In a nutshell, regulators must be 
engaged but not enmeshed, insulated but not insular.”53 
 
 

CIPL’s Dublin workshop also emphasised that constructive engagement must extend 
beyond the direct regulator / regulatee relationship. Apart from the obvious 
importance of interacting with the individuals who are the beneficiaries of data 
protection, there are many other players and forces which can be harnessed in 
pursuit of the desired regulatory outcomes. As already mentioned, DPOs, third-party 
certification bodies and redress schemes can be used to reinforce DPAs’ Leadership 

                                                                                                                                                                                     
j_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc
&e. 
52 https://www.mci.gov.sg/pressroom/news-and-stories/pressroom/2017/7/personal-data-protection-
seminar-2017. 
53 ‘Are regulators the new Men in Black?’ Cavassini, Naru & Below, in Risk & Regulation (LSE, 2016) 
citing OECD, Being an Independent Regulator.  

https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-2D2061519.php&d=DwIFAw&c=jxhwBfk-KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweowj_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc&e
https://urldefense.proofpoint.com/v2/url?u=https-3A__www.lesechos.fr_idees-2Ddebats_cercle_cercle-2D165613-2Dlinnovation-2Dlautre-2Darme-2Ddu-2Dbrexit-2D2061519.php&d=DwIFAw&c=jxhwBfk-KSV6FFIot0PGng&r=Fk3CDN4QpXmXZZ7F2MuwcJTW5M0wnTw0gqFJV2no8r8&m=Yd8qNquweowj_8BlDbM5Ljgl43DBuw5ZitB6SZdhk7E&s=UHTdvy5zVo0ee3dA1N5JRiq8X9UDsOY4hU1BgUuAcUc&e
https://www.mci.gov.sg/pressroom/news-and-stories/pressroom/2017/7/personal-data-protection-seminar-2017
https://www.mci.gov.sg/pressroom/news-and-stories/pressroom/2017/7/personal-data-protection-seminar-2017
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role. Harnessing media and political forces is vital for getting messages across. The 
pressures of a competitive marketplace, where organisations place enormous value 
on reputation, likewise need to be fully understood and taken advantage of.  

Constructive engagement can be characterised as operating within a “Framework” 
which captures the contributions of this rich network of stakeholders. The Framework 
diagram on the next page illustrates the scope for DPAs to engage directly with 
those regulatees, but also work with a wide range of other organisations and forces.    

 
 

 
QUESTION FOR DISCUSSION 

 
1. What activities and techniques best promote 

constructive engagement in practice? 
 

 

 



42 
 

7. Principles for a Results-based Approach 
 

A strategic approach to setting priorities and making hard choices is essential for the 
effectiveness of DPAs. This applies to each individual DPA, but—as the need for 
global co-ordination and consistency increases inexorably—there also needs to be 
the fullest discussion and consensus about how best to maximise effectiveness.  

From both the general evidence about effective regulation summarised in section 4, 
and the more specific analysis of priorities for data protection in section 5, it is 
possible to draw the threads together and suggest a first draft for discussion of high-
level Principles to provide the foundation for a Results-based Approach. The 
suggested Principles put forward below are in line with approaches already adopted 
by some DPAs. The Principles, suggested for discussion at this stage, are intended 
to assist with the setting of priorities—both in terms of ranking functions against each 
other and for the targeting of particular sectors, activities or organisations.  

As well as primarily providing a framework for a Results-based Approach, the draft 
Principles are intended to promote maximum consistency of strategy amongst DPAs. 
The Principles have therefore been drafted to have wide application for data 
protection and privacy regulators on a worldwide and regional basis. The importance 
of working together to ensure compliance across borders has already been 
mentioned. But there has to be consistency of strategy as well as information-
sharing and pooling of resources. 

If their substance is broadly acceptable, it is therefore envisaged that a revised 
version of the Principles could be adopted and promulgated at four levels: 

• Globally, by the International Conference of Data Protection and Privacy 
Commissioners. A suitable target date might be the International Conference, 
scheduled for autumn 2018. 

• At EU level, by the WP29 and, in due course, by the European Data 
Protection Board. Ideally this should be done before the GDPR start date of 
May 2018. 

• At Asia-Pacific level by APPA. 
• At the operational level by the Global Privacy Enforcement Network (GPEN) 

and the APEC Cross-border Privacy Enforcement Arrangement (CPEA). 
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Principles for a Results-based Approach  

 
• Regulating for Results in the Digital World requires independent Data 

Protection Authorities (DPAs) to be strategic, effective, co-ordinated and 
transparent.   
 

• The goal of a DPA should be to produce cost-effective outcomes which protect 
individuals in practice, promote responsible data use and facilitate prosperity 
and innovation.  
 

• DPAs should give top priority to securing protection for individuals. 
 

• Each independent DPA should be accountable for transparently spelling out 
the particular outcomes it is seeking and the priorities and approaches it will be 
adopting in its regulatory work. 
 

• The strategies of all DPAs should be as co-ordinated, consistent and 
complementary as possible. 
 

• Each DPA should adopt a risk-based approach to all its activities, basing 
priorities on activities that create the most harm to individuals or to democratic 
and social values. 
 

• An approach of constructive engagement with the emphasis on leadership, 
information, advice, dialogue and support will be more effective than excessive 
reliance upon deterrence and punishment. 
 

• Emphasis on information and advice is especially important in the field of data 
protection due to its broad impact on so many organisations and the nature of 
the requirements that are either not precise or are context driven and require 
judgement in specific situations. 
 

• Open and honest relationships with organisations handling personal 
information, based on constructive dialogue and mutual co-operation, but 
without blurred responsibilities, will improve overall compliance outcomes.  
 

• Regulated organisations should be assessed in particular by reference to 
demonstrable good faith and due diligence in their efforts to comply. 
 

• Organisations trying to behave responsibly and to “get it right” should be 
encouraged to identify themselves, for example by transparently 
demonstrating their accountability, their privacy and risk management 
programmes, the influence of their DPOs and their use of seal / certification 
programmes, BCRs, CBPR and other accountability frameworks. 
 

• Punitive sanctions should be mainly targeted on non-compliant activity that is 
deliberate, wilful, seriously negligent, repeated or particularly serious. 
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• DPAs should treat regulated organisations in a consistent manner—adopting 
similar approaches across and within sectors, irrespective of the type or 
geographical reach of the organisation. 
 

• Though the need to deal with individual complaints can be an important 
component of protecting individuals, handling high volumes is very resource 
intensive and can impede wider strategic goals. Complaints are a valuable 
source of intelligence, but should be tightly managed with clear criteria to 
determine the extent of investigation. 

 
 
A Protocol? 
Any set of Principles is bound to be high level and aspirational. It may be premature 
to consider how to put more concrete flesh on to them and bring a Results-based 
Approach to life as the modern regulatory norm for DPAs. Also, the risk is real that 
any attempt to articulate specific standards will be seen as some sort of external 
imposition. 

It is absolutely not the vision of this paper to propose any sort of mandatory 
requirement. CIPL is quite clear that moves towards a Results-based Approach for 
Data Protection must be taken forward by DPAs themselves. This is not just a matter 
of their independence. Such an approach will only ever succeed if its central 
reasoning is embraced by the DPA community. It can never be imposed. 

To help this process, and to bring together the main ideas set out in this paper and 
stimulate further discussion, CIPL has produced a first draft of a Protocol for a 
Results-based Approach for Regulating Data Protection. The draft Protocol forms 
Annex D of this paper.  

Like the Principles, any Protocol for DPAs can only be agreed and adopted on a 
collective and voluntary basis with consensus about the basic framework and 
language. As a possible way forward—not least in the context of developing the 
Consistency Mechanism—the EDPB could develop its own Protocol to bring the 
Principles to life and then encourage its adoption by all EU DPAs.  

Worldwide (particularly through the APPA network and/or operationally through 
GPEN and the CPEA) the same Protocol might be adopted by DPAs or the Annex D 
draft could be taken as their starting point for developing something more tailor-
made. 
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QUESTIONS FOR DISCUSSION 

 
1. Will the bodies bringing DPAs together globally, regionally 

and operationally consider adopting Principles for a Results-
based Approach?  

 
2. How can the suggested Principles be improved? 
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8. Possible Problems  

All strategies involve tough choices. It needs to be openly recognised that a Results-
based Approach may bring some challenges and risks. Any ranking of priorities must 
mean “losers” as well as “winners”. Engagement with regulated organisations may 
be counter-intuitive and raise genuine worries—both that DPAs may become 
“captured” and that some regulatees will not welcome excessive DPA involvement in 
their past, present and future activities. 

a. Reluctance to Relegate Functions 

DPAs themselves will be nervous about downgrading any function which is cast in 
terms of a statutory duty. As noted above, in the EU, many of the GDPR functions 
are written as “tasks” which the DPA “shall” perform. Because the GDPR does not 
provide any overarching strategic goals for DPAs or any explicit authority to rank 
some functions above others, DPAs may be reluctant to do so on their own. 

There are, however, several answers to these concerns. Despite the lack of explicit 
authority, some DPAs already adopt their own high-level values or goals. A 
transparent and strategic approach is far preferable to ad hoc and unpredictable 
shifts, driven by events, from one activity to another. Low ranking, or tight 
management of demand, does not mean abandoning any function in its entirety—
and this is not suggested here. Even where there is no explicit discretion, there is still 
room for judgement and proportionality. It is increasingly the norm, for example, for 
other regulatory bodies to give priority to Leadership functions as being more 
effective in changing behaviours than their Police Officer role. Indeed, it may be 
inappropriate for any regulator to take enforcement action, seeking to impose severe 
penalties, for behaviours which it had not previously identified as unacceptable.  

Likewise, a general policy of tightly managing complaints in general, but treating a 
few as worthy of significant attention, is entirely possible. For example, complaints 
are commonly received and recorded as prima facie evidence of a problem and yet 
the vast majority may not be subjected to detailed investigation or resolution. The 
depth of investigation into each complaint is thus proportionate to the potential 
severity of the matters involved. This requires robust triage arrangements so that the 
key features of each complaint can be rapidly assessed and (in most cases) 
complainants can be told why scarce resources and disproportionate efforts cannot 
be specifically dedicated for them.  

b. Regulatory Capture  

There may be anxieties about giving greater priority to engagement with regulatees. 
There may be some concerns of “Regulatory Capture” if DPAs get too close to 
organisations which they regulate. Regulatory Capture is described as the process 
through which the regulated sector can influence and manipulate the agencies that 
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are supposed to control them. This can be seen as a threat to both the 
independence and integrity of regulators. 

Without a doubt, regulators must always properly manage their relationships with 
those they regulate, and limit the risk of “Regulatory Capture”. They must be alive to 
pressures, for example, which could result in improper influence on the selection of 
“targets” for regulation, excessive sympathy with the needs of those they regulate or 
more lenient penalties. 

With maximum transparency and other safeguards, fears of Regulatory Capture 
should remain largely theoretical. As happens in every field, independent regulators 
must be able to have a “grown-up” relationship with those they regulate. This 
necessitates contact with the regulated sector. A conscious and open “culture of 
integrity” will help DPAs to resist any pressures from the regulated sector. DPAs are 
rightly proud of their independence and are mature enough to know that 
independence also means impartiality—looking carefully at both sides of every issue 
and weighing up all the facts. A corporate culture promoting integrity and high levels 
of probity, perhaps with some internal separation of functions, will enable DPAs to 
make the right decisions about appropriate levels of engagement with the regulated 
sector, both formal and informal.  

c. Regulatee Resistance 
 
There may be corresponding concerns from the regulated community that excessive 
engagement with regulators could be problematic. Some regulated organisations 
may prefer to keep their distance from a DPA, perhaps because of fear of a penalty 
for past misconduct, having documents or practices disclosed to the DPA during 
consultations and then used against them in an enforcement matter, or fear of veto 
for a planned innovation. This would, however, be very misguided. Secretive 
organisations may ironically draw more attention to themselves and it is better to be 
warned about non-compliance in advance rather than discovering it, expensively, at 
some later stage. Also, a DPA would risk damage to its own reputation and strategy 
if it pursued heavy-handed enforcement in response to information disclosed in the 
course of a supposedly constructive relationship.  
 
More generally, as already stated, engagement is closely connected with 
organisational accountability and must be a two-way process based on mutual trust. 
Regulatees cannot expect DPAs to engage in a Results-based Approach unless they 
also play their part.  
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Annex A – DPA Functions Under GDPR 

In the following table, the main tasks and powers assigned to DPAs have been 
grouped into one of these four categories. Section 5 of this paper uses this 
breakdown in the context of setting priorities.  

TASK / POWER ARTICLE  
  

LEADER  
  
Promote public awareness of risks, rules, safeguards and rights 57(1)(b) 
Promote controller / processor awareness of obligations 57(1)(d) 
Advise national parliament, government etc.  57(1)(c) 
Provide information on request to data subjects 57(1)(e) 
Monitor application of Regulation  57(1)(a) 
Monitor relevant technologies and commercial practices etc.  57(1)(i) 
Give advice on processing operations requiring a DPIA  57(1)(l) 
Encourage and facilitate codes of practice, certification 
mechanisms and seals & marks 

57(1)(m)-(q) 

  
AUTHORISER  

  
Authorise high-risk processing on public interest grounds 58(3)(c) 
Authorise contractual clauses for international transfers 58(3)(h) 
Authorise administrative arrangements for international transfers 58(3)(i) 
Authorise Binding Corporate Rules 58(3)(j) 
Approving / accrediting codes, certification mechanisms and 
seals & marks  

42, 43, 57, 58 
& 64 passim 

  
POLICE OFFICER  

  
Enforce application of Regulation  57(1)(a) 
Conduct investigations on application of Regulation 57(1)(h) 
Order controller / processor to provide information  58(1)(a) & (e) 
Obtain access to premises, equipment and means of controller / 
processor 

58(1)(f) 

Issue warnings and reprimands  58(2)(a)-(b) 
Order compliance  58(2)(c)-(e) 
Impose limitations and bans on processing  58(2)(f) 
Order rectification, erasure etc.  58(2)(g) 
Impose administrative fines  58(2)(i) 
Suspend international data flows  58(2)(j) 
  

COMPLAINT-HANDLER  
  
Handle and investigate complaints  57(1)(f) 
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Annex B – DPA Resources 

The most recent comparative survey of DPA budgets was carried out by the 
International Conference of Data Protection and Privacy Commissioners (ICDPPC) 
in 2017.54 The survey responses include resource data for 87 data protection 
authorities from 58 countries. Of the countries which provided financial resource 
information, the total global DPA budget for 2016 was €887,320,351.55  

Financial resource information is available for every European Member State except 
Austria, Croatia and some of the German Länder. CIPL has taken the financial data 
from that survey for the 26 EU countries56 which are included and set the figures 
against the relevant population numbers. These figures show a total budget in 2016 
of €205,703,574 for a total population for that year of 507,471,970.57 This would 
suggest, across these 26 countries as a whole, that the budget per citizen was less 
than €0.41. The actual figure would probably have been slightly higher if the budgets 
for Austria, Croatia and all the German Länder had been available. The figures for 
2017 will doubtless be higher—every Member States’ 2016 DPA budget increased 
from its 2015 figure except for Portugal, Cyprus, Latvia and one German Länd—but 
it is doubtful that the budget per citizen is significantly more.  

It is even more indicative of the demands upon each DPA to establish the number of 
regulated organisations. Unlike most regulatory bodies, the responsibilities of DPAs 
are not sectoral and cover all sectors of the economy. In addition, most public bodies 
fall within the jurisdiction of DPAs and indeed the GDPR imposes some more 
stringent requirements with corresponding DPA responsibilities. 

Eurostat estimates that “in 2014, the EU28’s business economy was made up of 
around 26 million active enterprises”.58 This presumably excludes most public 
bodies. Very few enterprises now fall outside the scope of data protection 
requirements. Even the smallest one-person SME is likely to be processing the 
personal data of customers and other contacts on a mobile phone or laptop. This 
suggests that, across the EU, DPAs have an average budget of around €8 per 
business. 

  

                                                           
54 The census data is available upon request from the International Conference of Data Protection 
and Privacy Commissioners Secretariat https://icdppc.org/the-conference-and-executive-
committee/icdppc-census/. 
55 Many countries reported their budget totals in local currency. These were converted to euros using 
currency exchange rates on 27 July 2017. 
56 The figure for Germany is lower than the actual value as only 7 out of 16 Länder provided data. 
57 Population figures were sourced from the World Bank on 27 July 2017 
http://data.worldbank.org/indicator/SP.POP.TOTL. 
58 http://ec.europa.eu/eurostat/statistics-explained/index.php/Business_demography_statistics. 
 

https://icdppc.org/the-conference-and-executive-committee/icdppc-census/
https://icdppc.org/the-conference-and-executive-committee/icdppc-census/
http://data.worldbank.org/indicator/SP.POP.TOTL
http://ec.europa.eu/eurostat/statistics-explained/index.php/Business_demography_statistics
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Annex C – Basic Conclusions From “Law and Corporate Behaviour”  
 
1) A regulatory system is most effective where it is consistent and supports 

behaviours which are widely seen as fair, proportionate and ethical. 

Regulators should adopt the right incentives and actions that support, and do 
not hinder, efforts by individuals and businesses to behave correctly. For 
example, regulators should adopt published enforcement strategies that 
recognise business attempts to do the right thing.  

Regulators should be cautious about concentrating too much on detailed or 
prescriptive rules (“tick-box approach”) which reduce the ability of those on 
the front line to think for themselves and diminish both the power and the 
scope to act in responsible ways. Regulators should influence the propensity 
for successful businesses to adopt cultures based upon values in which 
everyone is aligned to focus on the achievement of desired outcomes. Such a 
culture will, for example, learn from mistakes, avoid blame, put things right 
when they have gone wrong, welcome complaints

 
and generate ideas for 

improvement and innovation.  

  

2) Organisations should be accountable for demonstrating, with evidence, 
their commitment to behaviour that will attract the trust of regulators—as 
well as their own management and staff, customers, suppliers, investors 
and other stakeholders.  

A business should be encouraged—and sometimes required—to adopt 
accountable and responsible business practices in everything that is done 
throughout the organisation. Codes on individual aspects are not enough—the 
approach has to be holistic. It has to be led from the top, but to exist at every 
level of the social groups within an organisation.  

Regulators should be looking for evidence that an organisation operates with 
integrity and has a positive approach to compliance. Mere claims by a 
company that it can be trusted will clearly not suffice. Evidence may take such 
forms as governance structures which place emphasis on compliance, 
consistent adherence to behavioural standards, a high proportion of satisfied 
customers, consistent application of compliance and audit systems and a 
transparent approach to external scrutiny. 

 

3) Learning is fundamental and is encouraged by open and constructive 
engagement between regulators and regulated organisations, but is 
deterred by emphasis on “blame” and/or punishment.  
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Regulatory systems where learning and maintenance of performance are 
critically important—such as civil aviation,

 
pharmacovigilance and workplace 

health and safety—approach “regulation” as a behavioural framework for 
supporting people to make the right decisions through constant learning.  

A critical issue is to identify why a risk or problem occurred, what factors were 
actual or potential causal factors and how the risk of a similar event can be 
reduced. The focus is on constant monitoring and learning from events, to 
improve performance and reduce risk.  

However, people will not readily volunteer information if they fear attracting 
criticism or blame. So, with suitable safeguards, it is essential to encourage 
an “open culture” of sharing and questioning, rather than a “blame culture” or 
an adversarial relationship with regulators. This should be the norm except in 
cases of obvious or serious wrongdoing.  

 

4) Regulatory systems need to be based on dialogue and mutual co-operation 
which is explicitly directed at maximising compliance, prosperity and 
innovation. 

Ongoing dialogue and mutual co-operation which is transparent to outsiders, 
rather than an adversarial and distanced relationship, are consistent with 
systems for management, compliance and risk. These all involve mechanisms 
based on the circulation of information which monitors performance, identifies 
risks and makes improvements.  

If the primary objective is to bring about the right behaviours through 
maximum compliance, this is best done by combining regulatory systems with 
structured and supervised co-regulatory arrangements. Such co-regulatory 
structures can be developed to include commitments to compliant and ethical 
behaviour and mechanisms that generate the evidence to support a 
relationship of trust. 

 

5) Where organisations do break the rules, a proportionate response is 
needed, with the toughest penalties reserved for deliberate, repeated or 
wilful wrongdoing.   

Although there are obviously many “shades of grey”, a modern regulatory 
regime distinguishes between people who are basically trying to do the right 
thing and those who are not—largely an issue of motivation. Having fair and 
proportionate enforcement responses is important.59 If people engage in non-

                                                           
59 See also GDPR, Article 83(2). 
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compliant activity that is deliberate, wilful or seriously negligent, the law 
should be upheld with a proportionate response. But where people have been 
trying to do the right thing or have been generally, but not wilfully, ignorant 
about their responsibilities, adopting a punitive response would be seen as 
unfair and not helpful in promoting willingness to comply.  

The modern approach to enforcement rests on the proposition that “most 
organisations are trying to do the right thing most of the time”. That approach 
can be contrasted with a dominant approach that is repressive, deterrent-
based or heavy-handed. Behavioural psychology, especially in the corporate 
context, does not support the idea that future compliance—or deterrence of 
non-compliance—is increased by the threat or imposition of strong penalties. 
The idea that people in the corporate world will obey the law because of fear 
that a breach will be punished—so it is better to conform than suffer—has 
been shown to be effective only where there is perceived to be a high risk of 
identification followed by loss of corporate or personal reputation. The 
prospect of a financial penalty on the business is not a strong driver for 
compliance. Ruling by fear in a modern democracy is, in any event, an 
unattractive policy.  
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Annex D – First Draft of a Possible Protocol 

 

 
Draft Protocol for a Results-based Approach for Regulating Data Protection  

 
1. The effectiveness of Data Protection Authorities is assessed primarily 

by the extent to which individuals are protected in practice. 
 

2. Data Protection Authorities should ensure clear information, guidance 
and advice are available to help those they regulate meet their 
obligations to comply. 

  
• DPAs should provide advice and guidance that is focused on assisting those 

they regulate to understand and meet their obligations. When providing advice 
and guidance, the impact of the advice or guidance should be considered so 
that it does not impose unnecessary burdens in itself.  
 

• DPAs should write information, guidance and advice in plain language and 
use clear, accessible and concise formats and media appropriate for each 
target audience. They should consult (as early as possible) on the guidance 
they plan to produce.  

 
• DPAs should seek to create an environment in which those they regulate 

have confidence in the advice they receive and feel able to seek advice 
without fear of triggering enforcement action. 

 
3. Data Protection Authorities should provide simple and straightforward 

ways to engage with those they regulate and hear their views.  
 

• DPAs should have mechanisms in place to engage with those they regulate, 
enabling citizens and others to offer views and contribute to the development 
of their policies and service standards.  

 
• In responding to non-compliance, DPAs should clearly explain what the non-

compliant item or activity is, the advice being given, actions required or 
decisions taken and the reasons for these. DPAs should provide an 
opportunity for dialogue in relation to the advice, requirements or decisions, 
with a view to ensuring that they are acting in a way that is proportionate and 
consistent.  
 

• This paragraph does not apply where the DPA can demonstrate that 
immediate enforcement action is required to prevent or respond to a serious 
breach or where providing such an opportunity would be likely to defeat the 
purpose of the proposed enforcement action.  
 

• DPAs should ensure that there is an impartial and clearly explained route to 
appeal against their regulatory decisions.  
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• DPAs should regularly invite, receive and take on board feedback, including, 
for example, through satisfaction surveys of those they regulate.  

 
4. Data Protection Authorities should carry out their activities in a way that 

supports those seeking to comply. 
 

• DPAs should choose proportionate approaches to those they regulate, based 
on relevant factors including, for example, business size and capacity and the 
volumes and nature of personal data processed. 
 

• When designing and reviewing policies, operational procedures and practices, 
DPAs should consider how they might support or enable innovation and 
economic growth for compliant businesses, for example, by considering how 
they can best: 

    
 encourage and promote compliance; 

 
 improve confidence in compliance for those they regulate, by providing 

maximum certainty; 
 

 understand and minimise negative economic impacts of their regulatory 
activities; and 
 

 minimise the costs of compliance for those they regulate. 
 

5. Data Protection Authorities should base their activities on risk.  
 

• DPAs should take an evidence-based approach to determining the priority 
risks in their area of responsibility, and should allocate resources where they 
would be most effective in addressing those priority risks.  
 

• DPAs should consider risk at every stage of their decision-making processes, 
including choosing the most appropriate type of intervention or way of working 
with those regulated. Risk assessment should also target checks on 
compliance and choice of enforcement action.  
 

• DPAs, in making their assessment of risk, should recognise the accountability 
and compliance record of those they regulate (for example through use of 
earned recognition approaches) and should consider all available and 
relevant data on compliance, including evidence of relevant external 
verification. 
 

• DPAs should review the effectiveness of their chosen regulatory activities in 
delivering the desired outcomes and make any necessary adjustments 
accordingly.  

 
6. Data Protection Authorities should ensure that their approach to their 

regulatory activities is transparent and consistent and is well co-
ordinated with the approaches of other authorities. 
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• DPAs should publish their strategies, annual work plans, standards and 
targets etc. so that those they regulate know what they can expect from them. 
This should include, for example, clear information on: 
 
 how they communicate with those they regulate and how they can be 

contacted; 
 
 their approach to providing information, guidance and advice;  
 
 their approach to checks on compliance, including details of the risk 

assessment framework used to target those checks; and  
 

 their enforcement policy, explaining how they respond to non-compliance. 
 

• In a digital society where data does not recognise national boundaries, DPAs 
should maximise effectiveness, consistency and efficiency thorough close co-
ordination and co-operation with their counterparts in other jurisdictions.  
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Personal information about consumers is the lifeblood of many organizations. In 
the era of big data and increasingly advanced data analytics, companies can use 
personal information more effectively to target existing and prospective consumers 
and gain advantages over competitors. Because of the potential value of the 
information, companies are increasingly focused on privacy and data security 
issues that arise in the context of mergers, acquisitions, divestitures and related 
transactions. In many corporate transactions, data is a critical asset that should be 

addressed as a key deal point. Just as the financial condition of a target company should be carefully 
analyzed, so too should a company’s data protection practices. Unfortunately, too often personal data is 
transferred without consideration of issues that otherwise might change the pricing of a deal--or kill it 
altogether. 

This article describes the privacy and data security-related legal issues that arise in corporate 
transactions, and provides a how-to guide on addressing those issues during the various stages of a 
transaction. Starting with the due diligence process when initially contemplating a merger or acquisition, 
companies should conduct a thorough investigation to understand the data protection posture of the 
target entity. The findings from the inquiry will inform the relevant contract provisions in the deal 
documents. As a general rule, the more unknowns there are when it comes to privacy and data security, 
the more carefully crafted the deal documents must be to protect the acquiring company against potential 
pitfalls. If possible, the parties should cooperate to remediate significant issues before closing. If this is 
not feasible, the acquiring entity should be prepared to quickly address post-closing any significant 
privacy and data security compliance issues that remain. 

Legal Constraints 

There are two key legal issues companies must consider when seeking to manage privacy and data 
security risks in corporate transactions. First, to comply with the Federal Trade Commission (FTC) Act, 
which prohibits unfair or deceptive trade practices, the acquiring entity must keep any privacy promises 
the target company made to consumers who provided it with their data. In one early privacy enforcement 
action, the FTC prohibited Gateway Learning Corporation from selling personal information consumers 
had provided through the company’s website while the site’s privacy policy indicated the company would 
not share the information without first obtaining the relevant consumers’ explicit consent. After acquiring 
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the data, Gateway changed its privacy policy to permit such sharing. But Gateway failed to notify the 
consumers who had provided their data prior to the change and did not obtain their express consent to 
the company’s new information practices. 

In the acquisition context, the FTC admonished Facebook in connection with its acquisition of WhatsApp, 
indicating that Facebook would be required to use the personal information of WhatsApp users in 
accordance with WhatsApp’s privacy policy, which was more restrictive than Facebook’s policy. To avoid 
a possible enforcement action in connection with an acquisition, the acquiring company has a choice: it 
can use consumer personal information in accordance with the privacy promises made to consumers 
when their information originally was collected, or it can obtain consumers’ affirmative consent to use the 
personal information in a materially different manner. 

Second, companies must comply with relevant statutory and regulatory requirements. As an example, the 
Privacy Rule promulgated pursuant to the Health Insurance Portability and Accountability Act of 1996 
(HIPAA) permits a covered entity (such as a hospital, pharmacy or health plan) to disclose protected 
health information for its own “health care operations” without first obtaining the authorization of the 
individuals whose information is disclosed. The HIPAA Privacy Rule defines “health care operations” to 
include “the sale, transfer, merger, or consolidation of all or part of the covered entity to or with another 
covered entity, or an entity that will become a covered entity and due diligence related to such activity.” 

This would permit a pharmacy chain, for example, to transfer to another pharmacy chain the prescription 
records of individual pharmacy locations it is divesting. It would not permit the divesting pharmacy chain, 
however, to transfer those same records to a drug manufacturer for the manufacturer’s own marketing 
purposes. In another example, under the Gramm-Leach-Bliley Act’s Privacy Rule, a financial institution 
may disclose the nonpublic personal information of its consumers in connection with a sale, merger or 
transfer of all or a portion of the business or an operating unit, but only if the disclosure concerns 
consumers of the relevant business or operating unit. To put it another way, a bank that sells its credit 
card division to another bank may disclose to the acquiring bank only the information of its credit card 
customers (and not, for example, its mortgage customers). 

Privacy and Data Security Due Diligence 

The first, and perhaps most important, step for the acquiring party is to conduct due diligence on the 
target entity’s privacy and data security practices. This may be just as crucial to a deal as understanding 
the target’s financial status because unidentified privacy and data security issues can have a significant 
impact post-closing. For example, Company A may be motivated to acquire assets of Company B 
because of its extensive customer lists that contain personal information and insightful nuggets about 
those customers’ purchasing habits. If Company A fails to conduct privacy-related due diligence and does 
not discover that Company B’s privacy policy states that it “will not share customer personal information,” 
Company A may be barred after the closing from accessing or using Company B’s customer lists. The 
effect is that the transaction may be rendered useless. In another example, Company A acquires 
Company B which uses outdated point-of-sale (POS) terminals with inadequate security. The POS 
terminals likely need to be replaced immediately after the closing, increasing the integration costs of the 
acquisition and risking a security breach that could impose significant post-closing liabilities on Company 
A. 

To prevent these types of issues, every company that intends to merge with or acquire another entity 
should prepare a comprehensive privacy and data security due diligence checklist to provide to the other 
party. The checklist should (1) ask pointed questions about privacy and data security issues and (2) 
request that the target provide privacy and security-related materials such as privacy notices and other 
relevant representations and information security policies. Sample questions could include: 
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• What consumer and employee personal information does the company collect and maintain? 

• For what purposes does the company use the personal information it collects? 

• To what categories of third parties does the company disclose the information? 

• Where and how does the company store the personal information it obtains? 

• What security safeguards are used to protect the information throughout the lifecycle of the data? 

• Does the company have dedicated employees who are responsible for data privacy and 
information security? 

• Are these employees adequately resourced? 

• Does the company market via text message or email? 

• Is the company in material compliance with relevant privacy and data security laws in all the 
jurisdictions in which it operates? 

• Does the company transfer any personal information from one country to another? 

• Has the company received any complaints or correspondence, or been the subject of an 
investigation or audit, regarding privacy or information security from or by relevant regulators, 
courts, consumers, employees or others? 

• Has the company been accused of any violations of privacy or data security laws? 

• Has the company suffered any cybersecurity events or information security breaches during the 
past five years in which personal data or other business confidential information has been 
compromised? 

The answers to these and other similar questions could significantly affect the purchase price by 
shedding light on the target entity’s privacy practices and the entity’s potential exposure to privacy or 
security-related enforcement actions or potential litigation. The due diligence exercise also could affect 
the timing of a deal as antitrust regulators increasingly are considering control over personal information 
as a factor in evaluating the competitive effects of a given corporate transaction. FTC staff has 
commented that privacy is “a form of nonprice competition important to customers that could be 
actionable.” A transaction that is based largely on the acquisition of personal information may require 
more time for regulators to evaluate. 

An organization seeking to acquire another entity also should carefully evaluate the target’s existing 
privacy and security-related documentation. Key documents include privacy notices distributed by the 
target entity; information security policies and procedures, including an incident response plan; privacy 
and information security training and awareness materials; contracts with third-party service providers that 
have access to personal information; internal and external privacy compliance reviews, assessments or 
audits; cross-border data transfer documents; and data processing registrations with relevant government 
authorities. 

The due diligence checklist should be customized based on the profile of the target entity. Health care 
providers and financial institutions are just two examples of types of entities that are heavily regulated by 
U.S. privacy laws and may require more privacy and data security-related due diligence than, for 
example, an industrial manufacturer. Depending on the amount and types of personal information the 
company collects, and how it uses and discloses the information, there may be a large number of 
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documents to review. Depending on its risk tolerance level, the acquiring company may need to limit the 
scope of the due diligence. For example, the purchaser might choose to review only critical service 
provider contracts to understand the privacy and data security provisions they contain. In addition, some 
deals occur more quickly than others and time constraints may further limit the amount of due diligence 
that may be performed. Any limitations on due diligence will need to be addressed through other means, 
however, such as more stringent privacy and data security provisions in the deal documents or an escrow 
account to address potential post-closing liabilities. 

Addressing Privacy and Data Security Issues in Deal Documents 

The transaction documents between the parties should contain detailed provisions concerning privacy 
and data security issues to minimize surprises after the agreement has been signed and the transaction 
completed. One of the most important provisions is the definition of “personal information” for purposes of 
the transaction. Although the definition of this term varies depending on the legal regime at issue, it 
generally should encompass any information that can be linked to an identified or identifiable individual. 
Depending on the nature of the transaction, an acquiring company that is focused on privacy and data 
security issues would be wise to insist on a broad definition of personal information and might choose to 
include specific examples of data elements that meet the definition. The definition of personal information 
also might need to be customized for transactions that are sector-specific or international in scope. 

Acquiring companies should also focus on privacy and data security-related representations and 
warranties made by the target. These could include, for example, representations that a target entity has 
complied with applicable privacy and data security laws and industry standards, which range from broad 
requirements that apply to most companies (such as anti-spam laws) to more narrow requirements (such 
as the Payment Card Industry Data Security Standard). Companies also should ensure that any 
disclosure schedules that accompany the deal documents include events that reflect on the privacy and 
data security practices of the target entity. For example, companies should disclose information security 
breaches they have experienced during a given look-back period that resulted in notifications to affected 
individuals or regulators. 

Finally, the acquiring entity should require the target to improve its privacy and data security practices 
during the pre-closing period. For example, these provisions could obligate the target to develop and 
implement administrative, physical and technical safeguards to protect personal information. These 
promises also could be more prescriptive, such as requiring that all company-issued devices be 
encrypted prior to closing the deal. Another covenant could obligate the target to revise pre-closing its 
public-facing privacy policies, notices or statements as necessary to comply with relevant laws. 

Post-Closing Activities 

After the transaction has closed, the acquiring party immediately should develop a plan to address 
privacy and data security issues that require remediation. The plan should prioritize higher-risk data-
related issues and seek to resolve those issues as soon as possible post-closing. These could involve 
consolidating different online privacy policies, aligning access control standards or migrating data centers. 
All of these decisions could require significant post-acquisition resources and attention. 

Following resolution of the high-risk issues, the acquiring entity can move on to address the remaining 
items. Just as a company may face difficult decisions regarding which key personnel to retain following a 
merger or acquisition, it also must make critical decisions about how it will use, disclose and protect 
personal information going forward. These decisions ultimately can determine whether the transaction 
succeeds or fails in the long run. 

 



 
 
 
How to Safeguard Privacy and Data Security in Corporate Transactions 
by Lisa J. Sotto and Ryan P. Logan 
Corporate Counsel |  February 22, 2016 
 
 

© 2016 Hunton & Williams LLP 5  

 

Lessons Learned 

Companies that make the mistake of acquiring entities whose data retain significant use restrictions or 
that have inadequate data security practices run the risk of inheriting liabilities for which they did not 
bargain. In the privacy and data security arena, the buyer must indeed beware. 
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February 2018 

SEC Publishes New Guidance on Public Company 
Cybersecurity Disclosure 
 
The US Securities and Exchange Commission (SEC) published long-awaited cybersecurity interpretive 
guidance for public companies on February 21, 2018. The new interpretive guidance, while not 
revolutionary, marks the first time that the five SEC commissioners, as opposed to agency staff, have 
provided official agency guidance to public companies regarding their cybersecurity disclosure and 
compliance obligations. The guidance reiterates public companies’ obligation to disclose material 
information to investors, particularly when that information concerns cybersecurity risks or incidents. It 
also addresses two topics not previously addressed by agency staff:  the importance of cybersecurity 
policies and procedures in the context of disclosure controls, and the application of insider trading 
prohibitions in the cybersecurity context. 
 
Key Points 
 
As detailed below, the new guidance focuses on several key points that we believe reflect learnings from 
the SEC’s recent experiences regarding both the Division of Enforcement’s investigations of public 
companies involved in cyber events and the Division of Corporation Finance’s ongoing disclosure reviews 
of registration statements and periodic filings. Central to the guidance are the following themes: 
  

• Crucial to a public company’s ability to make required disclosure of cybersecurity risks and 
incidents in the appropriate timeframe are disclosure controls and procedures that provide an 
appropriate method of discerning the impact such matters may have on the company, as well as 
a protocol to determine the potential materiality of the risks and incidents. 

• Development of effective disclosure controls and procedures is best achieved when a company’s 
directors, officers and others responsible for developing and overseeing the controls and 
procedures are informed about the cybersecurity risks and incidents that the company has faced 
or is likely to face. 

• The SEC is concerned about potential insider trading around cyber events, and companies 
should scrutinize their compliance policies to ensure that such activity is sufficiently addressed. 

• In light of the guidance’s discussion concerning the potential materiality of cybersecurity, 
companies should consider whether they need to revisit or refresh previous disclosures made to 
investors. 

Background 
 
The SEC introduced the guidance by observing that “cybersecurity risks pose grave threats to investors, 
our capital markets, and our country.” The guidance notes the rapidly evolving technological landscape in 
which modern public companies operate, then catalogs a series of costs and other negative 
consequences that companies falling victim to cyberattacks may suffer: 
 

http://www.sec.gov/rules/interp/2018/33-10459.pdf
http://www.sec.gov/rules/interp/2018/33-10459.pdf
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• remediation costs, such as liability for stolen assets or information, repairs of system damage and 
incentives to customers or business partners in an effort to maintain relationships after an attack; 

• increased cybersecurity protection costs, which may include the costs of making organizational 
changes, deploying additional personnel and protection technologies, training employees and 
engaging third-party experts and consultants; 

• lost revenues resulting from the unauthorized use of proprietary information or the failure to retain 
or attract customers following an attack; 

• litigation and legal risks, including regulatory actions by state and federal governmental 
authorities and non-US authorities; 

• increased insurance premiums; 

• reputational damage that adversely affects customer or investor confidence; and 

• damage to the company’s competitiveness, stock price and long-term shareholder value. 

Given the frequency, magnitude and cost of cybersecurity incidents, the SEC expresses its belief that it is 
critical that public companies take all required actions to inform investors about material cybersecurity 
risks and incidents in a timely fashion. In doing so, the SEC notes that this requirement applies not just to 
companies that have suffered a cyber incident, but also to those that are subject to material cybersecurity 
risks but may not yet have been the target of a cyberattack. 
 
Materiality of Cybersecurity Disclosure 
 
The new guidance provides a number of pointers as to how a public company should undertake a 
materiality analysis in the context of a cybersecurity risk or incident. In determining their disclosure 
obligations, the guidance notes that companies should generally weigh, among other factors, the potential 
materiality of any identified risk and, in the case of incidents, the importance of any compromised 
information and of the impact of the incident on the company’s operations. The SEC emphasizes that the 
materiality of cybersecurity risks or incidents depends upon their nature, extent and potential magnitude, 
particularly as they relate to any compromised information or the business and scope of company 
operations. The materiality of cybersecurity risks and incidents also depends on the range of harm such 
incidents could cause. According to the SEC, such harm could include damage to a company’s 
reputation, financial performance, and customer and vendor relationships, as well as the possibility of 
litigation or regulatory investigations or actions, including regulatory actions by state, federal and foreign 
governmental authorities. 
 
The guidance further emphasizes that public companies are not expected to publicly disclose specific, 
technical information about their cybersecurity systems, nor are they required to disclose potential system 
vulnerabilities in such detail as to empower threat actors to gain unauthorized access. Moreover, the SEC 
recognizes that a company may require time to gather the material facts related to a cybersecurity 
incident before making appropriate disclosure. The SEC also notes that while it may be necessary to 
cooperate with law enforcement and that ongoing investigation of a cybersecurity incident may affect the 
scope of disclosure regarding an incident, the existence of an ongoing internal or external investigation 
does not on its own provide a basis for avoiding disclosures of a material cybersecurity incident. Likewise, 
the SEC expects that when a company becomes aware of a cybersecurity risk or incident that would be 
material to investors, the company should make appropriate disclosure prior to the offer and sale of 
securities. It should also take steps to prevent insiders from trading in its securities until investors have 
been appropriately informed about the risk or incident. Notably, the SEC did not impose a Form 8-K 
reporting obligation regarding cyber events. 
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Additionally, the guidance provides insight into the SEC’s views on the duty to correct and the duty to 
update in the context of cyber disclosure. The guidance reminds companies that they may have a duty to 
correct prior disclosure that the company later determines was untrue (or if it omitted a material fact) at 
the time it was made, such as when a company subsequently discovers contradictory information that 
existed at the time of the initial disclosure. Likewise, companies may have a duty to update disclosure 
that becomes materially inaccurate after it is made, such as when an erroneous original statement is still 
being relied on by investors. Companies should consider whether they need to revisit or refresh previous 
disclosure, including during the process of investigating a cybersecurity incident. As always, the SEC 
eschews boilerplate disclosures and reminds companies to provide information specifically tailored for 
their own circumstances. 
 
Risk Factors 
 
The guidance urges companies to consider the following cyber risk factors, among others: 
 

• the occurrence of prior cybersecurity incidents, including their severity and frequency; 

• the probability of the occurrence and potential magnitude of cybersecurity incidents; 

• the adequacy of preventative actions taken to reduce cybersecurity risks and the associated 
costs, including, if appropriate, discussing the limits of the company’s ability to prevent or mitigate 
certain cybersecurity risks; 

• the aspects of the company’s business and operations that give rise to material cybersecurity 
risks and the potential costs and consequences of such risks, including industry-specific risks and 
third-party supplier and service provider risks; 

• the costs associated with maintaining cybersecurity protections, including, if applicable, insurance 
coverage relating to cybersecurity incidents or payments to service providers; 

• the potential for reputational harm; 

• existing or pending laws and regulations that may affect the requirements to which companies are 
subject relating to cybersecurity and the associated costs to companies; and 

• litigation, regulatory investigation and remediation costs associated with cybersecurity incidents. 

Elaborating further, the SEC notes that companies may need to disclose previous or ongoing 
cybersecurity incidents or other past events in order to place discussions of these risks in the appropriate 
context. For example, the SEC posits that if a company previously experienced a material cybersecurity 
incident involving denial-of-service, it likely would not be sufficient for the company to disclose that there 
is a risk that a denial-of-service incident “may” occur. Instead, the SEC believes the company may need 
to discuss the occurrence of that cybersecurity incident and its consequences as part of a broader 
discussion of the types of potential cybersecurity incidents that pose specific risks to the company’s 
business and operations. 
 
MD&A 
 
In preparing MD&A disclosure, the SEC reminds companies that the cost of ongoing cybersecurity efforts 
(including enhancements to existing efforts), the costs and other consequences of cybersecurity incidents 
and the risks of potential cybersecurity incidents, among other matters, may be relevant to the company’s 
analysis. In addition, companies should consider the need to discuss the various costs associated with 
cybersecurity issues, including: 
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• loss of intellectual property;  

• the immediate costs of an incident, as well as the costs associated with implementing 
preventative measures;  

• maintaining insurance;  

• responding to litigation and regulatory investigations;  

• preparing for and complying with proposed or current legislation;  

• engaging in remediation efforts; 

• addressing harm to reputation; and  

• the loss of competitive advantage that may result.   

Description of Business 
 
Regarding Item 101 of Regulation S-K, the SEC reminds companies that if cybersecurity incidents or risks 
materially affect a company’s products, services, relationships with customers or suppliers, or competitive 
conditions, the company should provide appropriate disclosure around those issues. 
 
Legal Proceedings 
 
In preparing disclosures under Item 103 of Regulation S-K, the SEC observes that material legal 
proceedings may include those related to cybersecurity issues. By way of example, the SEC indicates 
that if a company experiences a cybersecurity incident involving the theft of customer information and the 
incident results in material litigation by customers against the company, the company should describe the 
litigation, including the name of the court in which the proceedings are pending, the date the proceedings 
are instituted, the principal parties, a description of the factual basis alleged to underlie the litigation and 
the relief sought. 
 
Financial Statement Disclosure 
 
The new guidance provides several examples of how cybersecurity risks and incidents may affect a 
company’s financial statements, including:  
 

• expenses related to investigation, breach notification, remediation and litigation, including the 
costs of legal and other professional services; 

• loss of revenue, providing customers with incentives, or a loss of customer relationship assets 
value; 

• claims related to warranties, breach of contract, product recall/replacement, indemnification of 
counterparties and insurance premium increases; and 

• diminished future cash flows; impairment of intellectual, intangible or other assets; recognition of 
liabilities; or increased financing costs. 

In this regard, the SEC expects that a company’s financial reporting and control systems would be 
designed to provide reasonable assurance that information about the range and magnitude of the 
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financial impacts of a cybersecurity incident would be incorporated into its financial statements on a timely 
basis as the information becomes available. 
 
Board Risk Oversight 
 
Item 407(h) of Regulation S-K and Item 7 of Schedule 14A require a company to disclose the extent of its 
board of directors’ role in the risk oversight of the company, such as how the board administers its 
oversight function and the effect this has on the board’s leadership structure. To the extent cybersecurity 
risks are material to a company’s business, the SEC believes this discussion should include the nature of 
the board’s role in overseeing the management of that risk. Additionally, the SEC believes disclosures 
regarding a company’s cybersecurity risk management program and how the board of directors engages 
with management on cybersecurity issues will allow investors to assess how a board of directors is 
discharging its risk oversight responsibility. 
 
Disclosure Controls and Procedures 
 
The guidance encourages public companies to adopt comprehensive policies and procedures related to 
cybersecurity and to assess their compliance regularly, including the sufficiency of their disclosure 
controls and procedures as they relate to cybersecurity disclosure. To that end, the SEC urges 
companies to assess whether they have sufficient disclosure controls and procedures in place to ensure 
that relevant information about cybersecurity risks and incidents is processed and reported to the 
appropriate personnel, including up the corporate ladder, to enable senior management to make 
disclosure decisions and certifications and to facilitate policies and procedures designed to prohibit 
directors, officers and other corporate insiders from trading on the basis of material nonpublic information 
about cybersecurity risks and incidents. 
 
When designing and evaluating disclosure controls and procedures, the SEC reminds companies they 
should consider whether such controls and procedures will appropriately record, process, summarize and 
report the information related to cybersecurity risks and incidents that is required to be disclosed in filings. 
Controls and procedures should enable companies to identify cybersecurity risks and incidents, assess 
and analyze their impact on a company’s business, evaluate the significance associated with such risks 
and incidents, provide for open communications between technical experts and disclosure advisors and 
make timely disclosures regarding such risks and incidents. 
 
When a company’s principal executive officer and principal financial officer make required certifications 
under Exchange Act Rules 13a-14 and 15d-14 regarding the design and effectiveness of disclosure 
controls and procedures, the SEC notes that management should take into account the adequacy of 
controls and procedures for identifying cybersecurity risks and incidents and for assessing and analyzing 
their impact. In addition, to the extent cybersecurity risks or incidents pose a risk to a company’s ability to 
record, process, summarize and report information that is required to be disclosed in filings, management 
should consider whether there are deficiencies in disclosure controls and procedures that would render 
them ineffective. 
 
Insider Trading 
 
Perhaps in response to several recent events involving allegations of insider trading around cyber 
incidents that received significant media coverage, the new guidance also provides direction on insider 
trading law as it relates to information about cybersecurity risks and incidents, including vulnerabilities 
and breaches. Put simply, the SEC is of the view that information about a company’s cybersecurity risks 
and incidents may be material nonpublic information, and the SEC believes that directors, officers and 
other corporate insiders would violate the antifraud provisions of the federal securities laws if they trade 
the company’s securities in breach of their duty of trust or confidence while in possession of that material 
nonpublic information. 
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The guidance encourages companies to consider how their codes of ethics and insider trading policies 
take into account and seek to prevent trading on the basis of material nonpublic information related to 
cybersecurity risks and incidents. In this respect, the SEC believes that it is important to have well-
designed policies and procedures to prevent trading on the basis of all types of material nonpublic 
information, including information relating to cybersecurity risks and incidents. 
 
In addition, while companies are investigating and assessing significant cybersecurity incidents, and 
determining the underlying facts, ramifications and materiality of these incidents, the SEC urges them to 
consider whether and when it may be appropriate to implement restrictions on insider trading in their 
securities. The SEC favors insider trading policies and procedures that include prophylactic measures 
designed to prevent directors, officers and other corporate insiders from trading on the basis of material 
nonpublic information before public disclosure of the cybersecurity incident. The SEC also believes that 
companies would be well served by considering how to avoid the appearance of improper trading during 
the period following an incident and prior to the dissemination of disclosure. 
 
Regulation FD 
 
The guidance concludes with a reminder that public companies are prohibited in many circumstances 
from making selective disclosure about cybersecurity matters under SEC Regulation FD. Again, the SEC 
expects companies to have policies and procedures to ensure that any disclosures of material nonpublic 
information related to cybersecurity risks and incidents are not made selectively, and that any Regulation 
FD required public disclosure is made in a manner otherwise compliant with the requirements of that 
regulation. 
 
Commissioner Stein’s Public Statement 
 
The new guidance is perhaps most notable for the issues it does not address. In a statement issued 
coincident with the release of the new guidance, Commissioner Kara Stein expressed disappointment 
that the new guidance did not go further and highlighted four areas where she would have preferred the 
SEC to have sought public comment in connection with commencing rulemaking. These areas concern: 
 

• rules that address improvements to the board’s risk management framework related to cyber 
risks and threats; 

• minimum standards to protect the personally identifiable information of investors and whether 
such standards should be required for key market participants, such as broker-dealers, 
investment advisers and transfer agents; 

• rules that would require a public company to provide notice to investors (e.g., a Current Report on 
Form 8-K) in an appropriate time frame following a cyberattack and to provide disclosure that is 
useful to investors, without harming the company competitively; and 

• rules that are more programmatic and that would require a public company to develop and 
implement cybersecurity-related policies and procedures beyond merely disclosure. 

Final Takeaways 
 
Because the SEC cannot legally use interpretive guidance to announce new law or policy—the 
Administrative Procedure Act still requires public notice and comment for any rulemaking—the guidance 
is evolutionary, rather than revolutionary. Still, it consolidates into a single document the SEC’s latest 
thinking on this important issue, and spares public companies the need to sift through prior staff 

https://www.sec.gov/news/public-statement/statement-stein-2018-02-21
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interpretive guidance,1 staff speeches and publicly available staff comment letters to divine the agency’s 
views on these issues. The guidance signals a number of areas where the SEC expects companies to 
enhance their compliance policies and procedures, such as those regarding disclosure controls and 
insider trading. Now is a good time for public companies to begin that review. Companies also should 
consider whether their current cybersecurity disclosures are consistent with the many topics the guidance 
addresses. 
 
Given the intense public and political interest in cybersecurity disclosure by public companies, we 
anticipate that this latest guidance will not be the SEC’s final word on this critical issue.  Indeed, the SEC 
noted that the commissioners and staff continue to monitor cybersecurity disclosures carefully.  
 
The new guidance makes clear that the SEC “continues to consider other means of promoting 
appropriate disclosure of cyber incidents.” The SEC has not yet brought a significant enforcement action 
against a public company due to perceived deficiencies in cybersecurity disclosure. With the release of 
the new guidance and the clarification of the SEC’s views on these issues, companies are also now on 
notice as to what the agency’s Division of Enforcement will expect. 
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2018 Model Privacy Notice 
  

 
The Model Privacy Notice (MPN) is a voluntary, openly available resource designed to help health 
technology developers provide clear notice to consumers about what happens to their digital health 
data when the consumer uses the developer’s product. The MPN’s approach is to provide a 
standardized, easy-to-use framework to help developers clearly convey information about privacy and 
security to their users. The MPN does not mandate specific policies or substitute for more 
comprehensive or detailed privacy policies. 
 
The Office of the National Coordinator for Health Information Technology (ONC) updated the 2011 and 
2016 versions of the MPN to address the larger variety of products collecting health data emerging on 
the market.  The 2018 version of the MPN template incorporates user feedback from participants of 
ONC’s 2017 Privacy Policy Snapshot Challenge (the Challenge). The Challenge called for developers to 
create an online MPN generator(s) using the 2016 MPN template. The winning MPN generators assist 
health technology developers with creating customizable privacy notices that are easy to understand 
and informative. The generators supplement the consumer-friendly notices with means for providing 
access to a developer’s full privacy policy, and if applicable, HIPAA Notice of Privacy Practices and 
documentation for adjusting certain user preferences.   
 

Preamble for Health Technology Developers  
What is the Model Privacy 
Notice (MPN)? 

The MPN is a voluntary, openly available resource to help health 
technology developers who collect digital health data clearly convey 
information about their privacy policies to their users. Similar to a 
nutritional label, the MPN provides a snapshot of a company’s existing 
privacy and security policies to encourage transparency and help 
consumers make informed choices when selecting products. The MPN 
does not mandate specific policies or substitute for more comprehensive 
or detailed privacy policies. 

Who is the MPN for?   The MPN is for health technology developers whose technology or app 
uses and/or shares users’ health data1. 

What laws might apply to 
you?   

Health technology developers should consult the Federal Trade 
Commission (FTC)’s Mobile Health Apps Interactive Tool (which was 
developed in conjunction with the following Department of Health and 
Human Services offices and agency: ONC, Office for Civil Rights (OCR), and 
the Food and Drug Administration (FDA)) to determine if they need to 
comply with the FTC Act, the FTC’s Health Breach Notification Rule, HHS’s 
Health Insurance Portability and Accountability Act (HIPAA) Privacy, 
Security and Breach Notification Rules, or FDA rules implementing the 
Federal Food, Drug & Cosmetic Act, as applicable. This tool is not meant 
to be legal advice about all compliance obligations, but identifies relevant 
laws and regulations from these three federal agencies. 

Does use of this MPN 
satisfy HIPAA 
requirements to provide a 
notice of privacy practices? 

No. The MPN does not ensure compliance with HIPAA or any other law. 
However, the MPN may be used, as applicable, in conjunction with a 
HIPAA notice of privacy practices (please see MPN). To find more 
information on HIPAA directed towards health technology developers, 
visit the HIPAA Q’s Portal for Health App Developers.  

https://www.healthit.gov/sites/default/files/phr-model-privacy-notice-final-2011.pdf
https://www.healthit.gov/sites/default/files/2016_model_privacy_notice.pdf
https://www.challenge.gov/challenge/privacy-policy-snapshot-challenge/
https://www.ftc.gov/tips-advice/business-center/guidance/mobile-health-apps-interactive-tool
http://hipaaqsportal.hhs.gov/
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  2018 Model Privacy Notice  

 
 
Note: Developers of consumer health technology or apps (“health technology developers”) that collect 
digital health data about individuals would use this template to disclose to consumers the developer’s 
privacy and security policies. “We” refers to the health technology developer or technology product and 
“you/your” refers to the user/consumer of the health technology.  
 
 

HIPAA 
This health technology developer is a HIPAA 
covered entity   

 Yes 
 No 

[If yes] If the health technology developer is a 
HIPAA covered entity, select one of the statements 
on the right that applies to be inserted in the 
privacy notice. 

 Please note that the health data we collect 
as part of this [insert name of technology 
product] are NOT covered by HIPAA and 
our company’s HIPAA Notice of Privacy 
Practices does NOT apply 

 Some of the health data we collect as part 
of this [insert name of technology product] 
also are protected by HIPAA.  

o Read our HIPAA Notice of Privacy 
Practices (embed link or popup] for 
more information. 

Use: How we use your data internally 
Primary Service: Our app or technology is used primarily to _____ (allow developers to insert particular 
use) 
 
We collect and use your identifiable data2 to:  

 Provide the primary service3 of the app or technology 
 Develop marketing materials for our products  
 Conduct scientific research  
 Support company operations (e.g., quality control or fraud detection) 
 Develop and improve new and current products and services (e.g., analytics4) 
 Other: _____ 
 We DO NOT collect and use your identifiable data 

Share: How we share your data externally with other companies or entities  
We share your identifiable data2 to:  

 Provide the primary service3 of the app or technology 
 Develop marketing materials for our products  
 Conduct scientific research  
 Support company operations (e.g., quality control or fraud detection) 
 Develop and improve new and current products and services (e.g., analytics4) 
 Other:________ 
 We DO NOT share your identifiable data2 
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We share your data AFTER removing identifiers (note that remaining data may not be anonymous) to:    
 Provide the primary service3 of the app or technology 
 Develop marketing materials for our products  
 Conduct scientific research  
 Support company operations (e.g., quality control or fraud detection) 
 Develop and improve new and current products and services (e.g., analytics4) 
 Other:________ 
 We DO NOT share your data after removing identifiers 

Sell: Who we sell your data to 
We sell your identifiable data2 to some or all 
of the following: data brokers5, marketing 
firms, advertising firms, or analytics firms. 

 Yes, automatically 
 Yes, only with your permission6  

o [If yes] Here is how you can check your 
settings, including permissions set as a 
default… 

 No, we DO NOT sell your data  
We sell your data AFTER removing identifiers 
(note that remaining data may not be 
anonymous) to some or all of the following: 
data brokers5, marketing firms, advertising 
firms, or analytics firms. 

 Yes, automatically 
 Yes, only with your permission6  

o [If yes] Here is how you can check your 
settings, including permissions set as a 
default… 

 No, we DO NOT sell your data after removing 
identifiers (note that remaining data may not be 
anonymous) 

Store: How we store your data  
We store your data on the device   Yes  

  No 
We store your data outside the device at our 
company or through a third party  

 Yes 
 No 

  

Encryption7: How we encrypt your data  
We encrypt your data in the device or app   Yes, automatically 

 Yes, but only when you take certain steps (click 
to learn how) 

 No 
 N/A 

We encrypt your data when stored on our 
company servers or with an outside cloud 
computing8 services provider  

 Yes, automatically 
 Yes, but only when you take certain steps (click 

to learn how) 
 No 
 N/A 

We encrypt your data while it is 
transmitted 

 

 Yes, automatically  
 Yes, but only when you take certain steps (click 

to learn how) 
 No  
 N/A 
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Deactivation9: What happens to your data when your account is deactivated  
When your account is deactivated/terminated 
by you or the company, your data is…  

 Deleted immediately  
 Deleted after __ days, weeks, months, years 

[select applicable interval] 
 Permanently retained and used 
 Retained and used until you request deletion 

Policy Changes: How we will notify you if our privacy policy changes 
Describe how/if the company will notify consumers of privacy policy changes (e.g. merger or acquisition) and 
provide link to section in privacy policy. 

Breach10: How we will notify you and protect your data in case of an improper disclosure 
(Company name] complies with all applicable laws regarding breaches. Describe how the company will protect 
consumers’ data in the case of a breach and provide link to section in privacy policy.  
 

  

Privacy: How this technology accesses other data  
The technology or app requests access to 
other device data or applications, such as your 
phone’s camera, photos, or contacts   

 Yes, only with your permission. It connects to...  
 Camera 
 Photos 
 Contacts 
 Location services 
 Microphone 
 Health monitoring devices 
 Other: _____________ 

[If yes] Here is how you can check your 
settings, including permissions set as a 
default… 

 No: This technology or app does NOT request 
access to other device data or applications, 
such as your phone’s camera, photos, or 
contacts. 

The technology or app allows you to share the 
collected data with your social media accounts, 
like Facebook 

 Yes 
 Yes, only with your permission.   

[If yes] Here is how you can check your 
settings… 

 No: This technology or app does not allow you 
to share the collected data with your social 
media accounts, such as Facebook. 

User Options: What you can do with the data that we collect  
The technology or app allows you to access, 
edit, share, or delete the data we have about 
you 

 Yes.  You can…  
 Access your data  
 Edit your data 
 Share your data 
 Delete your data 

[If yes] Here is how to do this… 
  No 
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Contact Us 
[Legal Entity Name] 
 
[Link (URL) to primary website] 
 
[Link to full privacy policy]  
 
[Link to Online Comment/Contact Form] 
 
[Email Address] 
 
[Phone Number] 
 
[Address; minimum, Country] 
 

                                                           
1 Health data can include, but is not limited to: wellness information (e.g., exercise or fitness habits, nutrition, or 
sleep data), health markers (e.g., blood pressure, BMI, or glucose), information on physical or mental health 
conditions, insurance or health care information, or information that integrates into or receives information from a 
personal health record. 
2 Include definition of “identifiable data.” Identifiable data means: data, such as your name, phone number, email, 
address, health services, information on your physical or mental health conditions, or your social security number, 
that can be used on its own or with other information to identify you.   
3 If unclear, specify what the developer considers the primary service. 
4 Include definition of “analytics.” Analytics means: the process of examining data to draw conclusions from that 
information. 
5 Include definition of “data broker.” Data broker means: companies that collect personal information about 
consumers from a variety of public and non-public sources and resell the information to other companies 
 (From FTC: https://www.ftc.gov/news-events/press-releases/2012/12/ftc-study-data-broker-industrys-collection-
use-consumer-data). 
6 Direct consumers how to adjust permissions. 
7 Include definition of “encryption.” Encryption means: a method of converting an original message of regular text 
into encoded text in such a way that only authorized parties can read it.  
8 Include definition of “cloud computing.” Cloud computing means: a kind of Internet-based computing that 
provides shared processing resources and data to computers and other devices on demand.  
9 Include definition of “deactivation.” Deactivation means: an individual takes action or a company ceases 
operation or deactivates an individual’s account due to inactivity.  
10 Include definition of “breach.” Breach means: an unauthorized disclosure. 

https://www.ftc.gov/news-events/press-releases/2012/12/ftc-study-data-broker-industrys-collection-use-consumer-data
https://www.ftc.gov/news-events/press-releases/2012/12/ftc-study-data-broker-industrys-collection-use-consumer-data
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THROUGH A GLASS DARKLY: FROM PRIVACY NOTICES TO 
EFFECTIVE TRANSPARENCY1 

Paula J. Bruening* 
Mary J. Culnan** 

Openness is the first fundamental principle of fair information 
practices with “notice” serving to practically implement openness 
in most commercial transactions. However, current notices have 
been widely criticized as being too complex, legalistic, lengthy, and 
opaque. This Article argues that to achieve the openness required 
by the first fair information practice principle, data protection and 
privacy should move from a “notice” model to an environment of 
“transparency.” It asserts that the terms “notice” and 
“transparency” are not synonymous and that different definitions 
apply to each. 

The Article begins by reviewing the history of notice in the 
United States and its traditional roles in privacy and data 
protection. It considers the challenges and limitations of notice, and 
the attempts to address them and the lessons learned from these 
efforts. The Article also examines the implications of emerging 
technologies and data uses such as mobile apps, big data analytics 
and the Internet of Things for traditional notice. This Article 
proposes that what is needed is a move from notice to an 
environment of transparency that includes improved notices, 
attention to contextual norms, integrating the design of notices into 
system development as part of privacy-by-design, public education, 
and new technological solutions. Finally, it presents arguments for 
business buy-in and regulatory guidance. While the historical 

                                                
 1 The views expressed in the paper are those of the authors. An earlier version 
of this paper was presented at the 8th Annual Privacy Law Scholars Conference, 
Berkeley, California, June 2015. We acknowledge the helpful comments of Lorrie 
Cranor, Robert Gellman, David Hoffman, Anne Klinefelter, Mary Madden, Dawn 
Schrader and the PLSC attendees on the earlier version. 
 *  Intel Corporation 
 ** Bentley University and Future of Privacy Forum 
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review is limited to the experience in the U.S., the proposals for 
creating an environment of transparency can apply across 
jurisdictions. Further, while transparency is necessary but not 
sufficient for assuring fair data use, a discussion of issues related to 
the full complement of the fair information principles is beyond the 
scope of this paper. 
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I. INTRODUCTION  
The first principle of fair information practices states that 

“[t]here shall be no personal-data record-keeping system whose very 
existence is secret and there shall be a policy of openness about an 
organization’s personal-data record-keeping policies, practices, and 
systems.” 2  This principle requires that organizations make their 
information practices visible to the public. Effective implementation 
of this principle is essential to promoting fairness. A lack of 
openness potentially enables organizations to collect and use 
information without protections and outside the scrutiny of 
regulators, consumers, or privacy advocates. 

Since the late 1970s, what has commonly been referred to as 
“notice” has served to practically establish openness in most 
commercial transactions.3 Notice has been relied upon to inform 
individuals’ decisions about the collection, processing, sharing, and 
reuse of their personal information. In the United States, notice has 
also served as the basis for regulation by the Federal Trade 
Commission under Section 5 of the FTC Act,4 which provides that 
companies whose practices are at odds with what is stated in their 
notices may be prosecuted for deception. 5  The European Data 
Protection Directive specifies the information about data collection, 
processing, and sharing that must be provided to individuals.6 The 

                                                
 2 In a 1973 report, a U.S. government advisory committee initially proposed 
and named Fair Information Practices as a set of principles for protecting the 
privacy of personal data in record-keeping systems. The Secretary’s Advisory 
Committee on Automated Personal Data Systems issued the report. Records, 
Computers and the Rights of Citizens: Report of the Secretary’s Advisory 
Committee on Automated Personal Data Systems, U.S. DEPARTMENT OF HEALTH 
EDUCATION AND WELFARE, http://epic.org/privacy/hew1973report/default.html 
[hereinafter Records, Computers and the Rights of Citizens]. See p. 41 for a list 
of the original Fair Information Practices. 
 3  Personal Privacy in an Information Society: The Report of the Privacy 
Protection Study Commission, ELECTRONIC PRIVACY INFORMATION CENTER 
(1977), https://epic.org/privacy/ppsc1977report/. 
 4 15 U.S.C. § 45 (2006). 
 5  Id. See generally CHRIS JAY HOOFNAGLE, FEDERAL TRADE COMMISSION: 
PRIVACY LAW AND POLICY (Cambridge University Press 2016) (discussing 
privacy policy and the FTC). 
 6 Council Directive 95/46, 1995 (EU). 
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Asia-Pacific Economic Cooperation Framework7  states that data 
controllers should provide clear and easily accessible statements that 
articulate their practices and policies with respect to personal 
information.8 

Notice arguably fosters openness by requiring companies to 
make public the business models, vendor relationships, and data 
practices that drive the digital economy. However, since the mid-
1990s, both online and offline notices have been criticized by 
regulators, privacy advocates, and businesses as being too complex, 
legalistic, lengthy, and opaque. Questions about how notices could 
be improved figure prominently in nearly every discussion about 
privacy. Businesses complain of the challenge of writing notices that 
meet regulators’ requirements for completeness, while consumer 
advocates call for clarity and concise, consumer-friendly language. 
Notices that support individual choice about subsequent use of 
personal information, often are written in language that allows 
companies such latitude that consent authorizes nearly any data use. 
As a result, notices are often perceived as doing little to promote the 
individual’s informed decisions about whether or not to provide his 
or her data. 

Rapid changes in technology further strain the ability of 
companies to provide useful notice. Ubiquitous deployment of 
sensors, advances in big data, real-time analytics, and the complex 
                                                
 7 APEC: Privacy Framework, ASIA-PACIFIC ECONOMIC COOPERATION (2005) 
http://www.apec.org/Groups/Committee-on-Trade-and-Investment/~/media/Files/ 
Groups/ECSG/05_ecsg_privacyframewk.ashx. 
 8 As discussed here, articulations of fair information practices take different 
forms in different jurisdictions. Issues related to individual awareness and notice 
can be found within all of them. In this paper, the starting point of the analysis is 
the fair information practices as the FTC and the White House have articulated 
them. The FTC’s version has been criticized as being too limited and as having 
excluded several important principles (e.g., purpose specification). The White 
House adopted a more inclusive version of the Fair Information Practice 
Principles (FIPPs) in its 2012 Consumer Privacy Bill of Rights. Moreover, in 
current discussions of privacy governance, some companies have returned to 
analysis of a more comprehensive articulation of fair information practices as they 
seek guidance that addresses issues raised by big data analytics, fosters 
interoperability with non-US privacy laws, and promotes robust global data flows. 
Achieving the openness described in the first principle challenges organizations 
regardless of which version of fair information practices they adopted. 
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vendor relationships and data sharing partnerships that characterize 
today’s data ecosystem challenge organizations’ ability to explain 
their data practices. The need to use data robustly and in innovative 
ways clashes with requirements that notices specify a particular 
purpose or use for the data collected. The degree to which data 
collection is integrated into infrastructures (such as intelligent 
vehicle highway systems) or environments (such as retail locations 
or public spaces) can make posting notice difficult, and new 
technologies such as mobile devices with small screens create new 
challenges for providing meaningful notice. 

Currently, a single privacy notice is expected to support many 
functions, including regulation, consumer choice, and public 
education about data practices. This Article argues that the current 
and emerging data ecosystems call for considering whether the 
current notice model can continue to serve all of these purposes. 
Moreover, it raises the question whether notices alone can create the 
conditions necessary to ensure that there are “no personal data 
record-keeping systems whose very existence is secret” as stated in 
the first principle of fair information practices.9 

This Article argues that to achieve the openness required by the 
first fair information practice principle, data protection and privacy 
should move from a “notice” model to one of “transparency.” It also 
asserts that the terms “notice” and “transparency” are not 
synonymous and that different definitions apply to each. It also 
defines notice as the posted articulation of a company’s privacy 
practices and policies. In contrast, transparency is a condition of 
disclosure and openness jointly created by companies and policy 
makers through the use of a variety of approaches, including notice. 

This Article argues that notice is an essential tool for creating 
transparency, but that establishing transparency requires far more 
than notice. It requires implementing the measures necessary to 
create an environment of transparency. Whether transparency is 
achieved depends not only on the posting of information but also on 

                                                
 9 Records, Computers and the Rights of Citizens, supra note 2. 
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the perceived quality of the disclosure.10 It argues that the Authors’ 
experience with notice over the last twenty years demonstrates that 
a single notice cannot fully inform consumers, regulators, and the 
public about data practices. Rather, to achieve the transparency 
required by the first principle of fair information practices—
particularly given the complexity of the emerging data eco-
system—organizations must employ a variety of tools that support 
the various functions notice alone was once intended to serve. 
Creating a transparent data environment requires an understanding 
of these functions. It also involves understanding the limitations of 
traditional notice. Importantly, it requires identifying the various 
audiences that must be served and the needs of each. 

This Article also reviews the history of notice in the United 
States and its traditional role in privacy and data protection. It 
considers the challenges and limitations of notice; the attempts of 
business, government, experts, and technologists to address them; 
and the lessons learned from these efforts. It also examines the 
implications of emerging technologies and data uses for notices. 
Finally, it proposes ways in which effective transparency can be 
achieved, including the role of notice. It is important to note that this 
Article is limited to the issues related to notice and to fostering 
transparency. The authors recognize the importance of the full 
complement of fair information practice principles and that 
transparency alone is not sufficient to assure the fair use of data. The 
authors also recognize the importance of meaningful choice or 
consent and that notice as it is currently implemented is the 
mechanism by which individuals now learn about their opportunity 
to consent or choose if available.11 However, issues related to the 
current implementation of the other fair information practices 
principles are beyond the scope of this Article. 

                                                
 10 See A.K. Schnackenberg and E.C. Tomilson, Organizational Transparency: 
A New Perspective on Managing Trust in Organization-Stakeholder 
Relationships, JOURNAL OF MANAGEMENT 1, 5 (2014). 
 11 The history of notice reflected in this paper is admittedly limited to the United 
States. However, many of the strengths and limitations of notice revealed by this 
experience are relevant across jurisdictions. 
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II. BACKGROUND: A HISTORY OF NOTICE 
In his seminal work, Privacy and Freedom, Alan Westin 

discussed individuals’ awareness about the collection, processing, 
and storage of data as one means to protect against the unfair 
treatment that can result when inaccurate information is used or 
shared to make decisions about them.12 His work emphasized that 
when individuals do not know that information systems exist, they 
cannot challenge either a particular use or disclosure, or the 
decisions that result.13 

Notice first emerged as a mechanism to achieve awareness and 
a basis for promoting legitimate use of personal information when 
large-scale computerized systems emerged in the 1970s. In the 
1990s, the Internet and e-commerce renewed discussion about the 
need to provide notice to individuals about the collection and use of 
personal data. This Article briefly reviews the evolution of notice in 
the United States beginning in the 1970s through the release in 2012 
of major privacy reports by both the White House and the Federal 
Trade Commission.14 This Article also discusses how 21st century 
technologies such as mobile applications, big data analytics, and the 
Internet of Things challenge the utility of traditional notice and the 
ability to effectively provide it. 

A. The Origins of Notice 
In the early 1970s, then Secretary of Health, Education, and 

Welfare, Elliot Richardson, established the Secretary’s Advisory 
Committee on Automated Data Systems in response to growing 
public concerns about the harmful consequences of widespread use 

                                                
 12 ALAN F. WESTIN, PRIVACY AND FREEDOM (New York: Antheneum, 1970). 
In particular, see Chapter 7, “The Revolution in Information Collection and 
Processing: Data Surveillance.” 
 13 Id. at 160. 
 14  We limit our review to the evolution of notice as an element of fair 
information principles in the United States. For a comparative analysis of fair 
information principles outside the U.S., see FRED H. CATE, THE FAILURE OF FAIR 
INFORMATION PRACTICE PRINCIPLES, IN CONSUMER PROTECTION IN THE AGE OF 
THE INFORMATION ECONOMY (Jane K. Winn ed., 2006) (“Failure of Fair 
Information Practice Principles”). 
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of computer and telecommunications technology. 15  The 
Committee’s report, Records, Computers, and the Rights of Citizens, 
articulated the original Code of Fair Information Practices. The first 
of these states that, “[t]here must be no personal-data recording 
keeping systems whose very existence is secret.”16 The report called 
for any organization maintaining an administrative personal data 
system to provide public notice once a year and detailed what 
information the notice should include.17 

In 1974, Congress passed the Privacy Act,18 designed to regulate 
the federal government’s collection and protection of information 
about citizens.19 The Act’s key requirements are based on principles 
of fair information practices.20 The Privacy Act also called for the 
creation of the Privacy Protection Study Commission (“PPSC”), 
charging it with examining a wide range of record-keeping practices 
and privacy issues arising in the public sector and in a variety of 
commercial environments.21 In its 1977 report, the PPSC articulated 
objectives for data protection systems 22  and reiterated the 
                                                
 15 Records, Computers and the Rights of Citizens, supra note 2. 
 16 Id. For a more complete history of the Code, see Robert Gellman, Fair 
Information Practices: A Basic History, Version 2.12, August 2014, available at 
http://www.bobgellman.com. 
 17 Id. at 49. 
 18 5 U.S.C. § 552a (2016). 
 19  The Privacy Act requires agencies collecting information to, inter alia, 
“inform each individual whom it asks to supply information, on the form which it 
uses to collect the information or on a separate form that can be retained by the 
individual— (A) the authority (whether granted by statute, or by executive order 
of the President) which authorizes the solicitation of the information and whether 
disclosure of such information is mandatory or voluntary; (B) the principal 
purpose or purposes for which the information is intended to be used; (C) the 
routine uses which may be made of the information, as published pursuant to 
paragraph (4)(D) of this subsection; and (D) the effects on him, if any, of not 
providing all or any part of the requested information . . . .” 5 U.S.C. § 522 (e)(3) 
[hereinafter PRIVACY]. 
 20 Fair Information Practices (FIPS) refer to a set of principles designed to guide 
organization in the collection, use and protection of personal data. They serve as 
a basis for law and self-regulation throughout the world. 
 21  Personal Privacy in an Information Society: The Report of the Privacy 
Protection Study Commission, supra note 3. 
 22 Privacy Act of 1974 Pub. L. No. 93-579, 88 Stat. 1896 § 5, as amended by 
Act of June 1, 1977 Pub. L. No. 95-38, 91 Stat. 179, established the Privacy 
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importance of openness to fairness. The report included 
recommendations related to a variety of data uses, among them 
direct marketing mailing lists.23 The PPSC was asked to investigate 
whether a party that engages in interstate commerce and maintains 
a mailing list should be required to remove an individual’s name and 
address from that list, absent an exception in law.24 However, the 
report instead recommended that private sector organizations that 
share their mailing lists with third parties provide notice of this 
practice to the individuals on the list and provide an opportunity for 
individuals to opt out of sharing. 25  The report recommendation 
effectively articulated what is now referred to as “notice and choice” 
for the first time.26 

                                                
Protection Study Commission and provided that the Commission study data 
banks, automated data processing programs and information systems of 
government, regional and private organizations to determine standards and 
procedures in force for protection of personal information. It further charged the 
Commission with reporting to the President and Congress the extent to which 
requirements and principles of the Privacy Act should be applied to the 
information practices of those organizations, and that making other legislative 
recommendations to protect the privacy of individuals while meeting government 
and society’s legitimate need for information. See PRIVACY, supra note 19. 
 23 Privacy Act, supra note 22. 
 24 Privacy Act of 1974 § 5(c)(2)(B)(i). 
 25 PRIVACY, supra note 19. See Fred H. Cate, The Failure of Fair Information 
Practices Principles in CONSUMER PROTECTION IN THE AGE OF THE INFORMATION 
ECONOMY (Jane K. Winn ed., Ashgate Publishing 2006). In 1997, the Direct 
Marketing Association voted to make compliance with this form of “notice and 
choice” a requirement for DMA membership beginning in 1999. See DIRECT 
MARKETING ASS’N, PRIVACY PROMISE: MEMBER COMPLIANCE GUIDE (1999). 
 26 Notice became an established global principle for privacy in 1980 when the 
Organization for Economic Co-operation and Development (OECD) issued its 
Guidelines Governing the Protection of Privacy and Transborder Data Flow of 
Personal Data (c(80)58/FINAL) (Sept. 23, 1980 amended on July 11, 2013), 
available at http://www.oecd.org/internet/ieconomy/oecdguidelinesontheprotec 
tionofprivacyandtransborderflowsofpersonaldata.htm#top. These guidelines have 
served as the basis for law, regulation, international agreement and industry best 
practices, most notably the European Union’s Directive 95/46/EC on the 
protection of individuals with regard to the processing of personal data and on the 
free movement of such data, 1995 O.J. (L 281), http://ec.europa.eu/justice/data-
protection; supra note 7. 
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B. Online Privacy and Notice 
In the 1990s, the promise of a new National Information 

Infrastructure27 (“NII”) brought with it recognition that new privacy 
risks threatened the benefits the Internet promised. In 1993, Vice 
President Gore created the Information Infrastructure Task Force 
(“IITF”), and he charged it with developing comprehensive policies 
and programs that would promote the development of the NII.28 A 
Privacy Working Group was created within the IITF, and in June 
1995 it released Privacy and the National Information 
Infrastructure: Principles for Providing and Using Personal 
Information. 29  Included was a notice principle requiring that 
individuals be given sufficient information to make an informed 
decision about his or her privacy. 30  The role of notice was 
subsequently reinforced in the 1997 White House Framework for 
Global Electronic Commerce,31 which stated that the IITF privacy 
principles, built on the 1980 OECD Guidelines, 32  require that 
“[d]ata-gatherers should inform consumer what information they are 
collecting and how they intend to use such data[.]”33 

In the 1990s, the FTC began a separate consumer privacy 
initiative to examine and understand online privacy issues. In 1996, 
it reported that participants in a workshop on online privacy 
generally agreed that notice of information practices is a first 
principle, essential to advancing privacy online; they disagreed, 

                                                
 27 The term “NII” resulted from the High Performance Computing Act of 1991 
(Pub L. No. 102-94,15 U.S.C. §5501). It became a popular buzzword during the 
Clinton Administration. 
 28 Options for Promoting Privacy on the National Information Infrastructure: 
Draft for Public Comment, U.S. DEP’T OF HEALTH & HUM. SERV. (Apr. 1, 1997), 
https://aspe.hhs.gov/legacy-page/options-promoting-privacy-142716. 
 29  Privacy and the National Information Infrastructure: Principles for 
Providing and Using Personal Information, Final Report, U.S. DEP’T OF HEALTH 
& HUM. SERV. (June 6, 1995), http://aspe.hhs.gov/datacncl/niiprivp.htm. 
 30 Id. 
 31 President William Clinton, A Framework for Global Electronic Commerce, 
THE WHITE HOUSE (July 1, 1997), http://clinton4.nara.gov/WH/New/ 
Commerce/read.html [hereinafter The White House]. 
 32 OECD, supra note 26. 
 33 The White House, supra note 31. 
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however, about the substance of privacy notices.34 In 1998, the FTC 
analyzed the content of a sample of commercial websites to 
determine how many of them posted privacy notices, and among 
those that did, whether those notices contained the core elements of 
fair information practices.35 In its resulting report to Congress, the 
FTC asserted “the most fundamental principle is notice.” 36 
Georgetown University and the FTC conducted follow-up sweeps 
in 1999 and 2000, respectively. 37  While Congress did not enact 
comprehensive federal online privacy legislation as a result of these 
findings, online privacy notices nonetheless emerged as a best 
practice. However, in 2003 California enacted the California Online 
Privacy Protection Act,38 which required operators of commercial 
websites that collected personal information from California 
residents to post a privacy notice that meets certain requirements.39 
Because online businesses typically serve a national audience 
                                                
 34 Federal Trade Commission, Staff Report: Public Workshop on Consumer 
Privacy on the Global Information Infrastructure (Dec. 1996), 
http://www.ftc.gov/reports/staff-report-public-workshop-consumer-privacy-
global-information-infrastructure. The Report also stated that there was general 
agreement that in addition to notice, organizations should offer choice, provide 
access, secure and maintain the quality of the personal information in their 
custody. Id. 
 35 This research was also described as a “web sweep.” Websites included in the 
sample were first reviewed to see if they collected personal information. If it did, 
the website was further examined to determine whether it posted a privacy notice, 
and if so, whether it mentioned how the website used the information, whether it 
offered choice about how this information was used, and if there were any 
statements about access or security. 
 36 Privacy Online: Report to Congress, FED. TRADE COMM’N, 7 (June 1998), 
https://www.ftc.gov/sites/default/files/documents/reports/privacy-online-report-
congress/priv-23a.pdf. 
 37 “Self-Regulation and Privacy Online,” FTC Report to Congress, FED. TRADE 
COMM’N (July 13, 1999), https://www.ftc.gov/news-events/press-releases/ 
1999/07/self-regulation-and-privacy-online-ftc-report-congress; Privacy Online: 
Fair Information Practices in the Electronic Marketplace: A Report to Congress, 
FED. TRADE COMM’N, 13 (May 2000), https://www.ftc.gov/sites/default/files/ 
documents/reports/privacy-online-fair-information-practices-electronic-marketpl 
ace-federal-trade-commission-report/privacy2000text.pdf. In the 2000 sweep, the 
FTC found that only 41% of sites in its random sample and 60% of the “Most 
Popular Group” met basic standards of notice and choice. Id. 
 38 See CAL. BUS. & PROF. CODE §§ 22575-22579 (West 2003). 
 39 Id. 
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independent of where they are based, the California law effectively 
imposed a requirement for all U.S. online businesses to post a 
privacy notice.40 

Both the White House and the FTC revisited notice when they 
issued major reports on privacy in 2012.41 The reports discuss notice 
in the context of transparency.42 In each report, notice remains the 
fundamental mechanism for providing transparency to consumers.43 
The White House Report extensively references notice in its 
discussion of transparency, highlighting its role, the challenges 
faced by organizations providing notice in light of emerging 
technology, and the significance of the consumer-company 
relationship in determining how notice is provided.44 In its report, 
the FTC emphasized greater transparency as one means to advance 
its consumer privacy goals.45 It argued for measures that could make 
companies’ data practices more transparent, including improved 
privacy notices that promote information practices and enable 
consumers to compare privacy practices among organizations and 
choose among them on that basis.46 

In summary, over more than four decades the privacy 
discussions in the United States have centered on a common theme: 
technology holds the potential to provide enormous benefit to the 
economy, firms and individuals, if the privacy concerns raised by 
successive generations of technology are addressed. Notice, despite 
                                                
 40 California Online Privacy Protection Act of 2003, COOLEY ALERT! (June 
2004), https://cooley.com/files/ALERT-Cal_OPPA.pdf. 
 41 Consumer Data Privacy in a Networked World: A Framework for Protecting 
Privacy and Promoting Innovation in the Global Digital Economy, THE WHITE 
HOUSE (Feb. 2012), https://www.whitehouse.gov/sites/default/files/privacy-
final.pdf [hereinafter Consumer Data Privacy]; Protecting Consumer Privacy in 
an Era of Rapid Change: Recommendations for Businesses and Policymakers, 
FED. TRADE COMM’N (March 1, 2012), https://www.ftc.gov/sites/default/ 
files/documents/reports/federal-trade-commission-report-protecting-consumer-
privacy-era-rapid-change-recommendations/120326privacyreport.pdf 
[hereinafter Protecting Consumer Privacy]. 
 42 Id. 
 43 Id. 
 44 Consumer Data Privacy, supra note 41. 
 45 Protecting Consumer Privacy, supra note 41. The report also highlighted 
simplified consumer choice and privacy-by-design. Id. 
 46 Id. 
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its limitations, remains the primary method for promoting awareness 
and addressing these privacy concerns. We now discuss the role of 
traditional privacy notices, their challenges and limitations. 

III.    THE ROLES OF TRADITIONAL NOTICE 
Since the principles of fair information practices were 

articulated in the 1970s, traditional notice has evolved to serve many 
functions for individuals, businesses, regulators, advocates, and the 
media. 

A. Supporting Consumer Privacy Decisions 
Perhaps the essential role for notice is to inform individuals’ 

decisions about the use of their personal information. In theory, 
notice supports autonomy by raising awareness and placing 
decisions in the hands of the individual.47 As described above, there 
is widespread agreement that awareness promotes fairness and is the 
first principle of fair information use. Notice provides the basis for 
two types of decisions. First, if choice or consent is available, the 
information in notices about an organization’s data practices helps 
individuals decide whether to engage with the organization or to 
allow subsequent uses of their personal information. Second, notices 
enable individuals who value privacy to compare the practices of 
different organizations and to choose which companies they wish to 
do business with based on the firm’s data practices. Privacy notices 
then could serve as the basis for a market solution for privacy. 

B. Supporting a Market Solution for Privacy 
In 1997, the Clinton Administration released A Framework for 

Global Electronic Commerce, 48  outlining the Administration’s 
strategy for increasing consumer and business confidence in the use 
of electronic networks for commerce. 49  After consulting with 
industry, consumer groups, and the Internet community, the 
Administration issued five principles to guide government support 

                                                
 47 Ryan Calo, Against Notice Skepticism in Privacy (and Elsewhere), 87 NOTRE 
DAME L. REV. 1027, 1049 (2012). 
 48 A Framework for Global Electronic Commerce, supra note 31. 
 49 Id. 
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for the development of electronic commerce. 50  It made 
recommendations about three types of issues where international 
agreements are needed to preserve the Internet as a minimally-
regulated medium, one in which competition and consumer choice 
would shape the marketplace.51 

In its discussion of privacy, the Framework 52  notes that the 
privacy principles it articulates build on the OECD Guidelines.53 
The Framework focuses on precepts of awareness and choice and 
emphasizes that: 

[d]isclosure by data-gatherers is designed to simulate market resolution 
of privacy concerns by empowering individuals to obtain relevant 
knowledge about why information is being collected, what the 
information will be used for, what steps will be taken to protect that 
information, the consequences of providing or withholding information, 
and any rights of redress that they may have. Such disclosure will enable 
consumers to make better judgments about the levels of privacy available 
and their willingness to participate.54 

The Framework further noted that in the interest of fostering 
unimpeded flows of data on the Internet, the U.S. would engage its 
trading partners in discussions to build support for industry-
developed solutions to privacy and for market-driven mechanisms 
to promote consumer satisfaction about how their data is handled.55 

                                                
 50 See id. The five principles include: 1) The private sector should leave, 2) 
Governments should avoid undue restrictions on electronic commerce, 3) Where 
government involvement is needed, its aim should be to support and enforce a 
predictable, minimalist, consistent and simple legal environment for commerce, 
4) Governments should recognize the unique qualities of the Internet, 5) 
Electronic Commerce over the Internet should be facilitated on a global basis. Id. 
 51 Id. at 6. The three issue areas are financial issues related to customs, taxation, 
and electronic payments; legal issues including a UCC for e-commerce, 
intellectual property, privacy, and security; and market access issues including 
information technology, content, and technical standards. 
 52 Id. 
 53 OECD Guidelines on the Protection of Privacy and Transborder Flows of 
Personal Data, ORG. FOR ECON. CO-OPERATION AND DEV. (2013), 
http://www.oecd.org/sti/ieconomy/oecdguidelinesontheprotectionofprivacyandtr
ansborderflowsofpersonaldata.htm. 
 54 Framework for Global Electronic Commerce, supra note 31, at 17. 
 55 Id.; Privacy and Self Regulation in the Information Age, U.S. DEPT. OF COM. (1994), 
http://www.ntia.doc.gov/report/1997/privacy-and-self-regulation-information-age. 
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To realize this vision of a market solution for privacy, in the mid-
1990s, the Department of Commerce engaged in a concerted effort 
to urge companies to post privacy notices.56 Based on the privacy 
practices articulated in notices posted across the commercial sector, 
individuals could inform themselves, compare notices, and 
determine whether or not to do business with a particular company, 
or whether to choose to look elsewhere for a good or service. Privacy 
could serve as a brand differentiator, arguably attracting individuals 
who valued companies that collected, shared, and used data 
responsibly.57 

The Clinton Administration’s Framework also reinforced the 
role of private sector leadership, and that market forces should guide 
the development of the Internet. Further, the Internet should not be 
subject to unnecessary regulation.58 The Administration emphasized 
that even in situations where collective action was called for, 
government should encourage industry self-regulation and private 
sector leadership wherever possible. 59  It highlighted the need to 
support the efforts of private sector organizations to develop 
mechanisms to facilitate the successful operation of the Internet.60 

The National Telecommunication and Information 
Administration of the Department of Commerce (“NTIA”) 
highlighted this support for self-regulation as a mechanism to 
protect privacy and published a compendium of papers authored by 
experts in law, economics, and business, which examined the 
strengths and limitations of self-regulation as an approach to 

                                                
 56 See, e.g, Privacy and the NII: Safeguarding Telecommunications-Related 
Personal Information, US DEPT. OF COM. (October 1995), available at 
https://www.ntia.doc.gov/legacy/ntiahome/privwhitepaper.html. 
 57 Eli M. Noam, Privacy and Self-Regulation: Markets for Electronic Privacy, 
COLUM. U., http://www.citi.columbia.edu/elinoam/articles/priv_self.htm (last 
visited Apr. 28, 2016); Privacy and Self-Regulation in an Information Age, supra, 
note 54; Hal Varian, Economic Aspects of Personal Privacy, U. OF CAL. BERKLEY 
(Dec. 6, 1996), http://people.ischool.berkeley.edu/~hal/Papers/privacy. 
 58 Privacy and the NII: Safeguarding Telecommunications-Related Personal 
Information, supra note 56. 
 59 Id. 
 60 Id. 
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protecting personal information.61 In a paper titled “Markets, Self-
Regulation, and Government Enforcement in the Protection of 
Personal Information,”62 Peter Swire describes self-regulation as a 
governance instrument that encompasses each of the functions of the 
three branches of government – legislation, enforcement, and 
adjudication. He discusses the work of industry groups to develop 
and issue codes for privacy. In some instances, he argues, the 
guidelines themselves serve no enforcement function, but are made 
available to industry groups, government, and the public.63 But in 
others, the codes incorporate enforcement provisions. He further 
discusses the role of industry groups in adjudicating complaints and 
initiating enforcement actions.64 His paper also lays out the strengths 
of self-regulation—its ability to benefit from industry expertise, to 
create flexible guidance that keeps pace with industry 
developments, and to stave off government regulation that may be 
too prescriptive and therefore limit innovation.65 

In these early stages, industry-wide codes of conduct (as 
opposed to company-specific practices) served as an important tool 
in FTC enforcement of the terms of notices. 66  Collective self-
regulatory groups arguably are positioned to use market dynamics 
to encourage adherence to industry “best practices” on the theory 
that no company can afford to be viewed as indifferent to the privacy 
concerns of the public.67 Moreover, in contrast to the self-regulatory 
efforts of individual companies, self-regulatory groups can adopt 
collective mechanisms to investigate and resolve consumer 

                                                
 61 Privacy and Self Regulation in the Information Age, U.S. DEPT. OF COM. 
(June 12, 1997), available at http://www.ntia.doc.gov/report/1997/privacy-and-
self-regulation-information-age. 
 62 See Peter Swire, Markets, Self-Regulation, and Government Enforcement in 
the Protection of Personal Information, U.S. DEPT. OF COM. (June 12, 1997) 3–
19, available at https://www.ntia.doc.gov/page/chapter-1-theory-markets-and-
privacy. 
 63 Id. 
 64 Id. 
 65 Swire’s analysis also highlights the limitations of the “pro-self-regulation” 
argument. See id. 
 66 CHRIS JAY HOOFNAGLE, FED. TRADE COMM’N. PRIVACY LAW AND POLICY 
175–81 (2016). 
 67 Id. 
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complaints and thus enforce each company’s compliance with a 
given industry’s best practices. 68  FTC oversight—in conjunction 
with that of state and local authorities—complements such self-
regulatory enforcement by providing an independent legal incentive 
for each member company, and the group as a whole, to live up to 
its promised standard of behavior. 

An early example of such a code was developed by the Online 
Privacy Alliance (“OPA”).69 Formed in 1998 as a cross-industry 
coalition of more than 80 global companies,70  the OPA’s stated 
mission was “to lead and support self-regulatory initiatives that 
create an environment of trust for online privacy.”71 It developed 
standards of conduct that were tailored to the online environment 
and which required that all members adopt and post a privacy 
policy.72 The organization established guidelines for online privacy 
notices, a framework for self-regulatory enforcement, and a special 
policy concerning collection of information from children. It also 
required that its members adhere to the guidelines and policies, 
which the organization posted on its website. The OPA’s guidance 
focused on notice to consumers; limitations on purposes and onward 
transfers; data quality; access to data and correction; security; and 
collection of data from children.73 OPA’s comments on its notice 
requirements reflected the role of privacy policies in informed 
consumer choice and promoting the use of market forces to 
encourage good privacy practices.74 

                                                
 68 Id. 
 69 See Privacy Alliance, ONLINE PRIVACY ALLIANCE, 
http://www.privacyalliance.org/resources (last visited Apr. 14, 2016). The OPA 
is no longer active. 
 70 Id. 
 71 Id. 
 72 Id. 
 73 Id. 
 74 The data privacy standards announced by the Individual Reference Services 
Group (“IRSG”)—an association of fourteen major companies in the individual 
reference services industry—are another instance of a cross industry effort to 
establish standards of conduct as the basis for self-regulation. Individual 
Reference Services:  A Report to Congress, FED. TRADE COMM’N (Dec. 1997), 
https://www.ftc.gov/reports/individual-reference-services-report-congress. The 
individual reference services industry gathers personal information about 
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C.  Serving as a Basis for Regulation: The Federal Trade 
Commission 
In theory, notice is an attractive regulatory vehicle for several 

reasons. It is based on an assumption that information provides the 
basis for better individual decisions when individual preferences 
vary. Notices also allow for flexibility in an environment 
characterized by a wide variety of business models. A notice regime 
is also relatively easy to enforce, as regulators only have to verify 
that the description of the practices is accurate. Notices differ from 
warnings, as the purpose of warnings is to prevent a high-risk 
activity related to health or safety, while the goal of a notice is to 
inform decisions.75 

                                                
individuals from a number of sources, both public (e.g., state driving records) and 
private (e.g., credit information) and provides that information for a fee to privacy 
parties and the government. Id. To protect the often-sensitive personal data with 
which IRSG members deal on a day-to-day basis, the group has adopted binding 
standards for the protection of personal information. Id. The IRSG developed 
these rules with the advice and participation of the FTC, and the agency endorsed 
them as a promising mechanism to “lessen the risk that information made 
available through [individual reference] services is misused . . . [and] address 
consumers concerns about the privacy of non-public information in the services 
databases.” Id. 
 75 See, e.g., Omri Ben-Shahar & Carl Schneider, The Failure of Mandated 
Discourse, 159 U. PA. L. REV. 647 (2011); Ryan Calo, Against Notice Skepticism 
in Privacy (And Elsewhere), 87 NOTRE DAME L. REV. 1027 (2012); Archon Fung, 
Mary Graham & David Weil, Full Disclosure: The Perils and Promise of 
Transparency, CAMBRIDGE UNIVERSITY PRESS, 2007. 
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Section 5 of the Federal Trade Commission Act76 empowers the 
FTC to investigate and halt any “unfair”77 or “deceptive”78 conduct 
in almost all industries affecting interstate commerce. 79  This 
authority includes the right to investigate a company’s compliance 
with its own asserted data privacy protection policies. Pursuant to 

                                                
 76 15 U.S.C § 45 (2012). 
 77 The FTC has articulated three elements of deception as: (1) there must be a 
representation, omission, or practice that is likely to mislead the consumer; (2) the 
act or practice must be considered from the perspective of the reasonable 
consumer; and (3) the representation, omission or practice must be material. See 
FTC Policy Statement on Deception, FED. TRADE COMM’N. (Oct. 14, 1983), 
https://www.ftc.gov/public-statements/1983/10/ftc-policy-statement-deception 
(last visited Apr. 14, 2016). In In re Gateway Learning Corp., the FTC alleged 
that Gateway committed unfair and deceptive trade practices by making 
retroactive changes to its privacy policy without informing customers and by 
violating its own privacy policy by selling customer information when it had said 
it would not. Gateway Learning Corp., In the Matter of, FED. TRADE COMM’N. 
(Dec. 28, 2004), https://www.ftc.gov/enforcement/cases-proceedings/042-
3047/gateway-learning-corp-matter. Gateway settled the complaint by entering 
into a consent decree with the FTC that required it to surrender some profits and 
placed restrictions upon Gateway for the following 20 years.  Id. 
 78 Courts have identified three main factors that must be considered in consumer 
unfairness cases: (1) whether the practice injures consumers; (2) whether the 
practice violates established public policy; and (3) whether it is unethical or 
unscrupulous. FTC v. Sperry & Hutchinson Co., 405 U.S. 233, 244–45 n.5 (1972). 
The Circuit Courts have concluded that this quotation reflected the Supreme 
Court’s own views. See Spiegel, Inc. v. FTC, 540 F.2d 287, n.8 (7th Cir. 1976); 
see Heater v. FTC, 503 F.2d 321, 323 (9th Cir. 1974). Since then the Commission 
has continued to refine the standard of unfairness in its cases and rules, and it has 
now reached a more detailed sense of both the definition and the limits of these 
criteria. See FTC Policy Statement on Unfairness, FED. TRADE COMM’N. (Dec. 
17, 1980), https://www.ftc.gov/public-statements/1980/12/ftc-policy-statement-
unfairness (last visited Apr. 14, 2016). 
 79 In addition to its Section 5 authority, the FTC is delegated broad enforcement 
power under a variety of statutes designed to promote fair competition and protect 
the interests of consumers. Certain of these statutes—like the Fair Credit 
Reporting Act—specifically empower the FTC to investigate and prosecute 
violations of U.S. law governing the treatment of specific types of information 
relating to an individual’s credit and finances. Others—like the Children’s Online 
Privacy Protection Act of 1998—grant the FTC authority to regulate certain data 
protection practices and dictate minimum standards for the collection and 
distribution of discrete types of personal information (e.g., data relating to 
children). 



536 N.C. J.L. & TECH. [VOL. 17: 515 

Section 5, the FTC may issue cease and desist orders and may also 
order other equitable relief, including redress of damages.80  The 
FTC acts under this power to investigate organizations whose 
practices do not conform to the policy articulated in the privacy 
notice and to provide oversight and enforcement for the U.S. self-
regulatory regime in the absence of an omnibus consumer privacy 
law.81 

1. GeoCities 
The first FTC enforcement action against a website operator, the 

GeoCities82 case, demonstrated the FTC’s use of Section 5 to require 
companies to operate in accordance with their posted information 
protection practices. 83  In GeoCities, the FTC challenged the 
accuracy of the company’s posted representations about the use of 
marketing information collected from individuals registering at the 
site.84 The FTC’s complaint also alleged that GeoCities implied that 
it operated a website for children but failed to disclose to the 
children or their parents that an independent third party operated the 
site.85 GeoCities denied the allegations, but established information 
policies and procedures in accordance with standards proposed by 
the FTC.86  GeoCities was required to comply with requirements 
                                                
 80 15 U.S.C § 45(a)(2) (2006). 
 81  For a comprehensive discussion of the FTC’s role in oversight and 
enforcement, see D. Solove and W. Hartzog, The FTC and the New Common Law 
of Privacy, 114 COLUMBIA L. REV. 583, (2014) and CHRIS JAY HOOFNAGLE, FED. 
TRADE COMM’N PRIVACY LAW AND POLICY 2016. 
 82 See GeoCities, Docket No. C-3850 (F.T.C. August 13, 1998). The full case 
materials are available at https://www.ftc.gov/enforcement/cases-proceedings/ 
982-3015/geocities. 
 83 Id. 
 84 GeoCities, Docket No. C-3850 (F.T.C. February 5, 1999) (Complaint). 
 85 Id. 
 86 Under the terms of the consent order, GeoCities agreed to provide clear and 
prominent notice to consumers of its information practices, including what 
information is collected through its website, the intended uses for that 
information, any third parties to whom that information would be disclosed, the 
means by which a consumer might access information collected and the means by 
which a consumer could have the information removed from the company’s 
databases. GeoCities also agreed that it would not misrepresent the identity of any 
third party that collected data from a website the company promoted or sponsored. 
Finally, GeoCities agreed to contact all consumers from whom it had collected 



MAY 2016] From Privacy Notices to Effective Transparency 537 

specified in a consent order.87 In addition, the publicity surrounding 
the FTC enforcement action concerning a then-prominent website 
operator motivated other companies to post accurate notices and 
fulfill the promises made in them.88 

2. Toysmart 
In a later case, Toysmart.com agreed to settle charges that the 

company violated Section 5 of the FTC Act by failing to act in 
accordance with representations to consumers that it would never 
share their personal information with third parties. 89  When the 
company ran into financial problems, it attempted to sell all of its 
assets, including detailed personal information about visitors to its 
site—name, address, billing information, shopping preferences, and 
family profiles, including names and birthdates of children— 
contrary to the assertions in the company’s privacy statement.90 On 
July 10, 2000, the FTC filed a lawsuit in the U.S. District Court for 
the District of Massachusetts against Toysmart to prevent the sale of 
the customer information. 91  The resulting settlement agreement 
forbade the sale of this customer information except under very 
limited circumstances.92 

                                                
personal information and afford those individuals an opportunity to have data 
removed from the data bases both of the company and any third party. See 
GeoCities, Docket No. C-3850 (F.T.C. February 5, 1999) (Consent Order). 
 87 Id. 
 88 See, e.g., CHRIS JAY HOOFNAGLE, FEDERAL TRADE COMMISSION PRIVACY 
LAW AND POLICY 2016. 
 89 See Toysmart.com, LLC, Civil Action No. 00-11341-RGS (F.T.C. July 21, 
2000). The full case materials are available at https://www.ftc.gov/ 
enforcement/cases-proceedings/x000075/toysmartcom-llc-toysmartcom-inc. 
 90 Toysmart.com, LLC, Civil Action No. 00-11341-RGS (F.T.C. July 21, 2000) 
(First Amended Complaint). 
 91  In re Toysmart.com, LLC, Case No. 00-13995-CJK (Bankr. E.D. Mass. 
2000). 
 92 Under the settlement agreement, Toysmart was allowed only to sell customer 
lists as part of a package which included the entire website, and only to an entity 
that expressly agreed to abide by the terms of the Toysmart privacy statement and 
to follow certain procedures if it wished to change the policy. See Toysmart.com, 
LLC, Civil Action No. 00-11341-RGS (F.T.C. July 21, 2000) (Stipulated Consent 
Agreement). 
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3. Microsoft 
In the Microsoft93 case, Microsoft Corporation agreed to settle 

Federal Trade Commission charges regarding the assertions it made 
about the privacy and security of personal information collected 
from consumers through its “Passport” web services. 94  The 
Commission initiated its investigation of the Passport services in 
response to a complaint filed by a coalition of consumer groups led 
by the Electronic Privacy Information Center in July 2001.95 

The consent order prohibited any misrepresentation of 
information practices in connection with Passport and other similar 
services.96 It also required Microsoft to implement and maintain a 
comprehensive information security program. 97  In addition, 
Microsoft was required to have its security program certified as 
meeting or exceeding the standards in the consent order by an 
independent professional every two years.98 

                                                
 93 See Microsoft Corporation, Docket No. C-4069 (F.T.C. December 24, 2002). 
The full case materials are available at https://www.ftc.gov/enforcement/cases-
proceedings/012-3240/microsoft-corporation-matter. 
 94 The FTC also addressed issues of false representations about security in Eli 
Lilly and Company, Docket No. C-4047 (F.T.C. May 10, 2002). The full case 
materials are available at https://www.ftc.gov/enforcement/cases-
proceedings/012-3214/eli-lilly-company-matter. 
 95  According to the Commission’s complaint, Microsoft made false 
representations about (1) the measures it deployed to maintain and protect the 
privacy and confidentiality of consumers’ personal information collected through 
its Passport and Passport Wallet services; (2) the safety and security of the 
purchases made with Passport Wallet compared to purchases made at the same 
site without Passport Wallet; (3) the extent to which Passport did or did not collect 
personally identifiable information; and (4) the extent to which Passport gave 
parents control over information participating Web sites could collect from their 
children. See Microsoft Corporation, Docket No. C-4069 (F.T.C. December 24, 
2002) (Complaint). 
 96 See Microsoft Corporation, Docket No. C-4069 (F.T.C. August 8, 2002) 
(Agreement Containing Consent Order). 
 97 Id. 
 98 Id. 
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4. Epic Marketplace 
In a later case, the FTC entered into a settlement with Epic 

Marketplace, 99  an online advertising company, which accessed 
users’ browser histories to deliver targeted advertising.100 The FTC 
found that Epic’s failure to disclose this practice in its privacy 
policies violated Section 5 of the FTC Act.101 The FTC identified a 
data activity and a material omission in a privacy policy.102 It alleged 
a deceptive practice and entered into an enforcement action. 103 
Unlike in previous cases, in which the FTC’s enforcement focused 
on affirmatively inaccurate or false statements as deceptive—for 
example, in the Upromise case104—the Epic case signaled the FTC’s 
inclination to find an organizations’ inadequate disclosure about its 
data practices in itself to be inherently deceptive.105 

According to the FTC complaint, Epic engaged in online 
behavioral advertising by tracking consumers’ online activities to 
deliver targeted advertising specific to each user’s interests, as 
identified based on their browsing history.106 Epic asserted in its 
posted policy that it was merely tracking user visits to sites on Epic’s 
network. 107  In practice, however, Epic obtained users’ browsing 
histories from their browsers in order to deliver advertisements.108 
Epic observed browsing histories to learn about users’ interest in 
sensitive financial and medical topics such as debt relief, personal 
                                                
 99 See Epic Marketplace, Inc., Docket No. C-4389 (F.T.C. March 13, 2013). 
The full case materials are available at: https://www.ftc.gov/enforcement/cases-
proceedings/112-3182/epic-marketplace-inc. 
 100  Epic Marketplace, Inc., Docket No. C-4389 (F.T.C. March 13, 2013) 
(Decision and Order). 
 101  Epic Marketplace, Inc., Docket No. C-4389 (F.T.C. March 13, 2013) 
(Complaint). 
 102 Id. 
 103 Id. 
 104 The FTC alleged that Upromise’s practice of using a web-browser toolbar 
to collect consumers’ personal information without adequately disclosing the 
extent of the information it is collecting is deceptive. See Upromise, Inc., Docket 
No. C-4351 (F.T.C. March 27, 2012). The full case materials are available at 
https://www.ftc.gov/enforcement/cases-proceedings/102-3116/upromise-inc. 
 105 See supra note 99. 
 106 See supra note 101. 
 107 Id. 
 108 Id. 
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bankruptcy, incontinence, and fertility.109 Epic’s tracking practices 
involved not only monitoring Epic’s network, but also gathering 
data from other sites as well, despite the claims to the contrary in the 
company’s privacy policy. 

D. Informing the Public Dialogue about Data Use and Protection 
An organization’s posted notices make its data and privacy 

practices public. Notices enable non-governmental organizations, 
advocates, and the press to monitor an individual company’s activity 
with respect to data. Taken together, the notices posted by 
companies provide a window into the evolution of data-gathering 
technology and data practices across industry. In doing so, privacy 
notices and the information they make available foster a public 
conversation about data collection and use, and make possible a role 
for the public in the debate about how data is used and protected. In 
some instances,110 privacy watchdogs, advocacy organizations, and 
interested individuals have discovered discrepancies in privacy 
notices or have tested a company’s practices against the assertions 
in their notice and then brought their findings to the press and 
regulators.111 

The complaint against Facebook brought before the FTC by the 
Electronic Privacy Information Center (“EPIC”) in 2010 provides 
one example.112 EPIC alleged business practices it believed to be 
unfair and deceptive under Section 5 of the FTC Act, including 
Facebook’s disclosure of users’ personal information to its partners 
without first obtaining users’ consent, its disclosure of personal 
information to which users previously restricted access, and its 
disclosure of the information to the public when users elected to 
make that information available to friends only.113 Central to EPIC’s 
complaint was a detailed review of the representations in 

                                                
 109 Id. 
 110 Id. 
 111 Id. 
 112  In re Facebook, Inc., No. C-4365, (F.T.C. 2012), available at 
https://www.ftc.gov/enforcement/cases-proceedings/092-3184/facebook-inc. 
(The web site includes all the materials for the case). 
 113  Epic Complaint to F.T.C. (Dec. 17, 2009), available at 
https://epic.org/privacy/inrefacebook/EPIC-FacebookComplaint.pdf. 
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Facebook’s posted privacy policy and a comparison of those 
assertions against what EPIC asserted were actual information 
practices.114 This complaint led the FTC to issue a consent decree 
with Facebook that bars Facebook from making deceptive privacy 
claims, requires that the company obtain consumers’ approval 
before it changes the way it shares their data, and requires that its 
privacy practices undergo periodic assessment by independent, 
third-party auditors for the ensuing 20 years.115 

E. Providing an Opportunity for Internal Review of Data 
Practices 
The development and articulation of an accurate, current privacy 

notice requires considerable effort on the part of companies. To 
write a clear, comprehensive notice requires an understanding of the 
types of data the organization collects; the points and methods of 
collection; how data is used and with whom it is shared; where and 
how it is stored and how long it is kept; and how it is secured and 
protected from loss, wrongful access, or inappropriate use. It also 
requires that companies understand the data protection and privacy 
rules and laws that apply. 

In conducting the inventory necessary to understand the 
company’s data practices, organizations are given the opportunity to 
ask questions and make decisions about data. What do I collect? Do 
I need to collect it to carry out a particular function? With whom do 
I share data? Do I trust that third party to use data responsibly? How 
is the data secured? Have the circumstances of storage and the 

                                                
 114 For example, Facebook has represented, expressly or by implication that, 
through their Profile Privacy Settings, users can restrict access to their profile 
information to specific groups, such as “Only Friends” or “Friends of Friends.” In 
truth and in fact, in many instances, users could not restrict access to their profile 
information to specific groups, such as “Only Friends” or “Friends of Friends” 
through their Profile Privacy Settings. Instead, such information could be 
accessed by Platform Applications that their Friends used. See In re Facebook, 
Inc., No. C-4365, (F.T.C. 2012) (Complaint), available at 
https://www.ftc.gov/enforcement/cases-proceedings/092-3184/facebook-inc. 
 115   In re Facebook, Inc., File No. 092 3184, (F.T.C. 2011) (Agreement 
Containing Consent Order), available at https://www.ftc.gov/sites/default/files/ 
documents/cases/2011/11/111129facebookagree.pdf. 
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threats of data intrusion changed since these security practices were 
last reviewed? 

While not originally envisioned to function in this way, the 
drafting of a privacy notice provides a company with an opportunity 
to inventory and assess internal practices, making sure they are up 
to date, necessary, and appropriate. It can also serve as a platform 
for decision-making about whether to continue with a data practice 
or deployment of technology in light of considerations related to 
brand, and developments in law, policy, or market practices. 

However, it provides the added benefit of helping companies 
keep abreast of data collection and use across the organization, stay 
aware of the privacy impact and potential risk of data use, and make 
reasoned decisions about appropriate data use and protection.116 

IV.  CHALLENGES AND LIMITATIONS OF CURRENT NOTICES 
Critics of notice often argue that notices are of limited utility.117 

They assert notices are not useful because they are not drafted in a 
way that makes them useful to individuals; they also argue that 
because meaningful choice is rarely available to individuals, notice 
is no longer needed to inform individual choice. This Section 
addresses these arguments. 

A. Notices are often found to be complex, unclear, and too lengthy 
to be useful to consumers or to support meaningful choice. 
In the United States no omnibus federal law requires 

organizations to post notices. As a result, companies post notices to 
comply with state laws such as the California Online Privacy 
Protection Act of 2003118 or they post notices voluntarily. The FTC 
generally has not articulated requirements about format, length, 

                                                
 116 See Ryan Calo, Against Notice Skepticism in Privacy (and Elsewhere), 87 
NOTRE DAME L. REV. 1027, 1060 (2012). 
 117 FRED H. CATE, CONSUMER PROTECTION IN THE AGE OF THE INFORMATION 
ECONOMY 360–63 (Jane K. Winn, 2006). 
 118  The Online Privacy Protection Act of 2003, CAL BUS. & PROF. CODE 
§§ 22575-22579 (2004), available at http://leginfo.legislature.ca.gov/faces/ 
codes_displayText.xhtml?lawCode=BPC&division=8.&title=&part=&chapter=
22.&article=. 
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readability, or content of a given privacy notice.119 As discussed 
above, the FTC brings actions based on unfair or deceptive practices 
to hold companies to whatever assertions they make in their posted 
policy.120 Thus, even if law does not require a company to post a 
notice, once a company does post a notice, it is subject to 
enforcement of its terms. Because a company potentially incurs 
liability by posting a notice, corporate counsel offices are 
understandably motivated to limit legal exposure and draft notices 
that are lengthy and legalistic. 121  As a result, notices lack the 
attributes needed to provide consumers with what they need to know 
about an organization’s data and privacy practices. Moreover, 
notices were originally intended to facilitate a one-on-one 
relationship between individuals and websites. Today, the complex 
technologies, business models and data practices, and networks of 
vendor relationships that support digital services (e.g., Internet of 
Things, cloud computing, big data, behavioral advertising) are 
difficult to explain and challenge attempts to draft simple, readable 
notices. It has been suggested that even if at a given moment a notice 
could reasonably describe an organization’s information flows and 
data protection measures, the rapid change in technology, analytics, 
and business relationships can quickly render it inaccurate.122 

To make traditional privacy notices useful to individuals, 
drafters face the challenge of communicating large amounts of 
complex, often technical information in a succinct, reader-friendly 
way. The notices that result often are hard to read (and even more 
difficult to understand), read infrequently, and do not support 

                                                
 119 One exception is the GLB model form that specified content and format for 
GLB privacy notices. See infra Part V.C.1. 
 120 See supra Part III.C. 
 121 For example, one longitudinal study hypothesized that concerns about FTC 
enforcement actions resulted in a decrease in readability of privacy notices from 
2001 to 2003. See George R. Milne, Mary J. Culnan and Henry Greene, A 
Longitudinal Assessment of Online Privacy Notice Readability, 26 J. OF PUB. 
POL’Y AND MKTG., 238, 249 (2006). 
 122 Helen Nissenbaum, A Contextual Approach to Privacy Online, DAEDALUS, 
32, 36 (2011). 
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rational decision making about privacy.123 Because individuals have 
limited ability to process information, traditional notices often result 
in information overload and do not promote informed decisions.124 
Researchers estimate that the time alone invested in reading the 
privacy notices for the websites an individual visits on average in a 
given year is approximately 201 hours per year per person, 
representing a total national opportunity cost of $781 billion. 125 
Further, privacy notices are only one type of disclosure that 
individuals encounter in a typical day, resulting in what Ben-Shahar 
and Schneider describe as the “accumulation problem” where 
people encounter too many disclosures overall to digest the majority 
of them.126 

Whether a notice is clear or not depends upon whether the target 
audience reasonably can be expected to be able to read and 
comprehend it. Research has revealed significant readability issues 
with current privacy notices. 127  For example, Jensen and Potts 
measured readability for online privacy notices for 47 high-traffic 
Web sites and found that on average, these notices had a grade-level 
readability score of 14.2—two years past high school.128 Milne and 
his colleagues conducted a longitudinal assessment of the 
readability of privacy notices of 321 top Web sites based on 
unduplicated visitors.129 The initial grade-level readability score was 

                                                
 123 See, e.g., George R. Milne & Mary J. Culnan, Strategies of Reducing Online 
Privacy Risks: Why Consumers Read (or Don’t Read) Online Privacy Notices, 18 
J. OF INTERACTIVE MKTG., 15, 29 (2004). 
 124 See Calo, supra note 116. 
 125 Alecia M. McDonald & Lorrie Faith Cranor, The Cost of Reading Privacy 
Policies, I/S, A J. OF L. AND POL’Y FOR THE INFO. SOC’Y, (2008), available at 
http://www.is-journal.org. 
 126  Omar Ben-Shahar & Carl E. Schneider, The Failure of Mandated 
Disclosures, 159 U. PA. L. REV. 647, 705–08 (2011) (providing an interesting 
illustration of the accumulation problem). 
 127 Carlin Jensen & Colin Potts, Privacy Policies as Decision-Making Tools: 
An Evaluation of Online Privacy Notices, 6 CHI LETTERS 471, 478, (2004). 
 128 Jensen and Potts reviewed 64 privacy policies, analyzing among other things 
their accessibility. They attributed ease of use to how easily it is for consumers to 
locate the policy, a function of where the link is placed and how visible it is to 
users. Id. 
 129 Milne et al., supra note 121. 
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11.2—equivalent to some high school.130 Two years later, the grade 
level increased to 12.3 and 58 percent of the notices had increased 
in length.131 Both studies criticized existing notices for being written 
at an educational level exceeding that of a large proportion of the 
population. In a survey of 119 participants, Acquisiti and Grossklags 
found that 41 percent read privacy policies only rarely, even after 
expressing a high degree of concern about privacy.132 Further, recent 
studies also found that a majority of the public incorrectly assumes 
that the existence of a privacy policy necessarily means that the firm 
will protect the confidentiality of all their personal information. 133 

A notice’s usefulness also depends in part on whether or not an 
individual can easily locate it. When privacy notices are difficult to 
access – obscured by their location or posted in lettering that blends 
with other text – they provide little help to individuals attempting to 
understand data practices or choose whether or not to engage with a 
company or use a device or service. 

The FTC addressed this issue in 2009, when it entered into a 
consent decree with Sears Holding Management Corporation.134 The 
FTC enforcement action began after Sears disseminated a 
“research” software application for consumers to download and 
install on their home computers in connection with the “My SHC 
Community” program.135 According to the FTC, Sears represented 
to consumers that this software application, if downloaded and 

                                                
 130 Id. 
 131 Id. 
 132  Alessandor Acquisti & Jens Grossklags, Privacy and Rationality in 
Individual Decision Making, JAN./FEB. IEEE SECURITY & PRIVACY 24, 30, 
(2005). 
 133 See Aaron Smith, Half of Online Americans Don’t Know What a Privacy 
Policy Is, FACT TANK, PEW RESEARCH CENTER, (Dec. 4, 2014), 
http://www.pewresearch.org/fact-tank/2014/12/04/half-of-americans-dont-know 
-what-a-privacy-policy-is/; Joseph Turow, Michael Hennessy & Nora Draper, The 
Tradeoff Fallacy, ANNENBERG SCH. FOR COMMC’N., UNIV. OF PENN, (June 2015), 
https://www.asc.upenn.edu/sites/default/files/TradeoffFallacy_1.pdf. 
 134 In the Matter of Sears Holdings Management, Docket No. C-4264 (2009), 
https://www.ftc.gov/enforcement/cases-proceedings/082-3099/sears-holdings-
management-corporation-corporation-matter. 
 135 Id. 
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installed, would track consumers’ “online browsing” activities.136 
The FTC alleged that Sears failed to disclose to consumers that the 
application would (i) track nearly all of the consumers’ online 
behavior (including information provided in secure sessions with 
third-party websites, shopping carts and online accounts), (ii) track 
certain offline activity on the computer, and (iii) transmit most of 
the tracked information to Sears’ remote computer servers.137 In its 
complaint, the FTC argued that these facts would be material to 
consumers when deciding whether to install the software, and Sears’ 
failure to disclose the information constituted a deception in 
violation of Section 5 of the FTC Act.138 The FTC acknowledged the 
application “functioned and transmitted information substantially as 
described in the [Privacy Statement and User License Agreement],” 
but noted that this disclosure was available only in the lengthy 
agreement provided near the end of the multi-step registration 
process.139 

B. Choice is increasingly less meaningful, appropriate and/or 
available to the consumer, raising the question of why notice is 
relevant or necessary at all. 
In the fair information practices principles, choice was 

articulated to allow individuals to limit secondary use when personal 
information was collected for one purpose and used for other 
purposes. 140  In practice, choice is offered for a limited set of 
practices: individuals can opt-out of unwanted marketing email or 
targeted advertising based on their online browsing behavior, but not 
the receipt of online advertising in general.141 

                                                
 136 Id. 
 137 Id. 
 138 Id. 
 139 Id. 
 140 The principle of use limitation is found in the principles of fair information 
practices as articulated by the Organization for Economic Cooperation and 
Development. See Guidelines on the Protection of Privacy and Transborder 
Flows of Personal Data, ORG. FOR ECON. CO-OPERATION AND DEV. (2013), 
http://www.oecd.org/sti/ieconomy/oecdguidelinesontheprotectionofprivacyandtr
ansborderflowsofpersonaldata.htm. 
 141 CHRIS JAY HOOFNAGLE, FEDERAL TRADE COMMISSION PRIVACY LAW AND 
POLICY 178 (Cambridge University Press, 2016). 
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Further, as data sharing and processing drives more and more of 
society’s most essential functions, individual choice about the 
collection, processing, and secondary uses of data has become more 
circumscribed. Use of data for socially valuable purposes, e.g., law 
enforcement, locating lost children, tracking deadbeat parents, 
medical research, fraud detection, and network security argue 
against restricting collection and use of certain kinds of data on the 
basis of choice. 

In the emerging data eco-system, characterized by sensor-rich 
environments, complex vendor relationships and analytic 
processing of big data, the ability of individuals to consent to any 
particular instance of data collection or use may be vastly more 
limited than it was in the era when data was collected almost 
exclusively through websites, and where the individual interacted 
with a single entity, typically the web publisher. Given this 
diminished role of consent, some commenters question whether 
notice remains relevant at all.142 

V. ADDRESSING THE CHALLENGES OF NOTICE 
Attempts to address the challenges of informing the individual 

and the limitations of traditional privacy notices have taken two 
forms: (1) efforts to improve written privacy notices - both offline 
notices distributed on paper and online privacy notices and (2) 
efforts to create alternatives to written notices. 

                                                
 142 Cate, supra note 117. Cate argues that a system of data protection based on 
consumer choice no longer works and that notices provide individuals only with 
an “illusion of enhanced privacy.” He describes the proliferation of notices that 
are rarely read and little understood by individuals and asserts that they serve as 
a formality rather than a mechanism that promotes transparency or informs 
individual choice. He highlights in particular that in many cases, services cannot 
be offered subject to individual choice because to make choice available would 
run contrary to other societal interests. Cate proposes an approach that would 
require notice only where collection of data is not reasonably obvious to the 
individual. In contrast to Cate’s view, we believe that even when not used or acted 
upon by consumers, traditional notices remain essential to transparency, serving 
the functions we describe elsewhere in this paper – the basis for enforcement, the 
support for public awareness and action through the activity of the press and 
advocacy community, and the opportunity for internal review of data collection, 
processing and protection practices. 
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A. Efforts to Improve Written Privacy Notices 
In 2001, the FTC and the Centre for Information Policy 

Leadership (“CIPL”) undertook projects to develop a standard 
format for short or layered notices.143 In 2014, NTIA moderated a 
multi-stakeholder process to develop transparency guidelines for 
mobile apps. Both are reviewed below.144 

Early attempts to design short or layered notices were a response 
to the provisions of the Gramm-Leach-Bliley Act of 1999 145 
(“GLBA”). GLBA requires that financial institutions issue privacy 
notices to their customers,146 and specifies the content - but not the 
format - of the notice. In December 2001, the eight GLB agencies 
convened a joint public workshop titled “Get Noticed” to examine 
the challenges of providing effective notice and to identify strategies 
for improving the readability of notices required by GLBA. 147 
Subsequently, the Regulatory Relief Act of 2006 148  directed the 
GLB agencies jointly to develop a model form that companies could 
use to issue their GLBA privacy notices. The agencies released a 
model form in March 2007.149 The final rule, issued in the Federal 

                                                
 143 See Centre for Information Policy Leadership, HUNTON & WILLIAMS LLP, 
https://www.informationpolicycentre.com/projects_archives/ (last visited Apr. 
26, 2016). 
 144 See Privacy Multistakeholder Process: Mobile Application Transparency, 
NAT’L. TELECOMM. & INFO. ADMIN. (Nov. 12, 2013), 
https://www.ntia.doc.gov/other-publication/2013/privacy-multistakeholder-
process-mobile-application-transparency. 
 145 Pub L. 106-102, 113 Stat. 1338, enacted November 12, 1999. 
 146  Because of the broad scope of GLBA, eight federal agencies were 
responsible for developing compliance standards and subsequently enforcing 
GLBA. They are: Board of Governors of the Federal Reserve, Commodity Futures 
Trading Commission, Office of the Controller of the Currency, Office of Thrift 
Supervision, the FDIC, the SEC, and National Credit Union Administration and 
the FTC. 
 147 See Get Noticed: Effective Financial Privacy Notices, FED. TRADE COMM’N. 
(Dec. 4, 2001), https://www.ftc.gov/sites/default/files/documents/ 
public_events/interagency-public-workshop-get-noticed-effective-financial-
privacy-notices/glbtranscripts.pdf. 
 148 Pub. L. 109-351, October 13, 2006. 
 149 See Final Model Privacy Form Under the Gramm-Leach-Bliley Act - 16 CFR 
Part 313, FED. TRADE COMM’N. (Dec. 1, 2009), https://www.ftc.gov/policy/ federal-
register-notices/final-model-privacy-form-under-gramm-leach-bliley-act-16-cfr-part. 
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Register on December 1, 2009,150 specified the content and format 
for institutions choosing to adopt the standardized GLBA notice.151 

Also in 2001, the Centre for Information Policy Leadership at 
the law firm of Hunton and Williams LLP undertook a project to 
develop a multi-layered online privacy notice that would 
complement an organization’s existing “long” privacy notice.152 The 
goal of the project was to provide a standard, simplified format that 
would promote better consumer decisions about whether or not to 
share personal information with a particular organization.153  The 
simplified format was expected to communicate effectively with 
individuals about how an organization collects, uses, shares, and 
protects personal information; individuals wishing more detail about 
the organization’s practices could also consult the long notice.154 In 
November 2004, the EU Article 29 Working Party155 endorsed the 

                                                
 150 For a copy of the final rule, see FEDERAL REGISTER, FINAL MODEL PRIVACY 
FORM UNDER THE GRAMM-LEACH-BLILEY ACT; FINAL RULE (2001), 
https://www.ftc.gov/sites/default/files/documents/federal_register_notices/final-
model-privacy-form-under-gramm-leach-bliley-act-16-cfr-part-
313/091201gramm-leach.pdf (last visited Mar. 14, 2015). 
 151  See FED. TRADE COMM’N., PRIVACY MODEL FORM, 
https://www.ftc.gov/system/files/documents/rules/privacy-consumer-financial-
information-financial-privacy-rule/privacymodelform_optout.pdf (last visited 
April 18, 2016). The model form consists of two pages and is formatted as a table 
with sections for information collection and use, information sharing, how to opt 
out of information sharing (if relevant), definitions of affiliates and joint of 
marketing, and other information the institution wishes to provide. 
 152  Ten Steps to Develop a Multilayered Privacy Notice, CENTRE FOR 
INFORMATION POLICY LEADERSHIP (Feb. 2006), available at  
https://www.huntonprivacyblog.com/wp-content/files/2012/07/Centre-10-Steps-
to-Multilayered-Privacy-Notice.pdf. 
 153 Id. 
 154 Id. 
 155 EUROPEAN COMMISSION, ARTICLE 29 WORKING PARTY, 
http://ec.europa.eu/justice/data-protection/article-29/index_en.htm (last visited 
Apr. 26, 2016). 
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concept of a multi-layered notice. 156  At least two organizations 
currently use the layered notice.157 

A third effort to improve written notices began in summer 2012 
when the NTIA launched a multi-stakeholder process to address 
how to provide notices for mobile apps. 158  The White House 
Consumer Privacy Bill of Rights called for the use of a multi-
stakeholder process to develop voluntary, enforceable codes of 
conduct to address privacy questions raised by new technologies and 
specific data practices; this was the first such process.159 The multi-
stakeholder group agreed to limit the scope of its work to developing 
a code of conduct for a short form notice for mobile devices.160 On 

                                                
 156 The EU recommendation called for two layers in addition to the long notice. 
Layer 1 of the short notice was to include the identity and contact details for the 
data controller, and the purpose for processing. Layer 1 was to be used when space 
was very limited. Layer 2 of the condensed notice was to provide six items in less 
than a page with subheadings: scope, personal information collected, uses and 
sharing, choices (including any access options), important information, and 
contact information. The content of the “important information” section, as well 
as the wording and format of the condensed notice, was left to the organization. 
See Opinion 10/2004 on More Harmonised Information Provisions, ARTICLE 29 
DATA PROTECTION WORKING PARTY (Nov. 25, 2004), available at 
http://ec.europa.eu/justice/policies/privacy/docs/wpdocs/2004/wp100_en.pdf. 
 157  See, e.g., Privacy Policy Highlights, U.S. POSTAL SERVICE (2016), 
http://about.usps.com/who-we-are/privacy-policy/privacy-policy-highlights.htm; 
P&G Privacy Notice, PROCTER & GAMBLE (2016), http://www.pg.com/privacy/ 
english/privacy_notice.shtml. 
 158 See First Privacy Multistakeholder Meeting, U.S. DEPT. OF COMMERCE: 
NAT’L TELECOMM. & INFO. ADMINISTRATION (July 12, 2012), 
https://www.ntia.doc.gov/other-publication/2012/first-privacy-multistakeholder-
meeting-july-12-2012. 
 159 Consumer Data Privacy in a Networked World: A Framework for Protecting 
Privacy and Promoting Innovation in the Global Digital Economy, THE WHITE 
HOUSE (Feb. 23, 2012), available at https://www.whitehouse.gov/sites/ 
default/files/privacy-final.pdf. For more information about the multi-stakeholder 
process itself, see Privacy Multistakeholder Process: Mobile Application 
Transparency, U.S. DEPT. OF COMMERCE: NAT’L TELECOMM. & INFO. 
ADMINISTRATION (Nov. 12, 2013), http://www.ntia.doc.gov/other-
publication/2013/privacy-multistakeholder-process-mobile-application-transparency. 
 160 See Privacy Multistakeholder Meeting: Mobile Application Transparency, 
U.S. DEPT. OF COMMERCE: NAT’L TELECOMM. & INFO. ADMINISTRATION (Oct. 
16, 2012), https://www.ntia.doc.gov/files/ntia/publications/10162012_ 
agenda_revised.pdf. 
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July 25, 2013, the Department of Commerce released a draft of the 
code, which specified the data categories to be included in the 
notice. 161  It also required adopters to describe the types of data 
collected, how user-specific data is shared, where an individual can 
access a long form privacy notice if one exists, and the identity of 
the entity providing the app. The draft code includes design 
guidelines for the notice.162 The multi-stakeholder group has not 
been active since the draft code was issued in 2013.163 

The GLB model form was subjected to quantitative consumer 
testing, which assessed the performance of the final notice.164 While 
focus groups were used in the design of the CIPL layered notice, 
neither the CIPL notice nor the NTIA notice for mobile applications 
were subject to quantitative performance testing.165 

Carnegie Mellon researchers tested the mobile applications 
notice generated by the NTIA process. They found that many users 

                                                
 161 See Short Form Notice Code of Conduct to Promote Transparency in Mobile 
App Practices, U.S. DEPT. OF COMMERCE: NAT’L TELECOMM. & INFO. 
ADMINISTRATION (July 25, 2013), https://www.ntia.doc.gov/files/ntia/ 
publications/july_25_code_draft.pdf. 
 162 Id. 
 163 Privacy Multistakeholder Meeting, supra note 160. 
 164 See Alan Levy & Manoj Hastak, Consumer Comprehension of Financial 
Privacy Notices (Dec. 15, 2008), available at http://www.ftc.gov/privacy/ 
privacyinitiatives/Levy-Hastak-Report.pdf (describing how the GLB model form 
was tested for consumer comprehension). 
 165  Typically, two types of research inform the design of new disclosures. 
Qualitative research (e.g. focus groups) is used to design initial prototypes. 
Quantitative research is used to test prototypes to see which performs best in 
meeting the objectives of the new disclosure. Quantitative testing is important 
because ad hoc theories about what works best are not always reliable and must 
be validated against objective criteria. For example, the FTC conducted both 
qualitative and quantitative research to design the GLB model form. In the 
quantitative research, the researchers engaged by the FTC tested three alternative 
notices using a sample of 1032 individuals from five different geographical areas. 
The testing assessed the alternatives on their ability to help consumers (a) 
compare across banks based on the banks’ information practices, (b) evaluate 
available “opt-out” choices, and (c) make informed choices across banks. See id.; 
see also Alan S. Levy, Sara B. Fein & Raymond E. Schucker, Performance 
Characteristics of Seven Nutrition Label Formats, 15 J. PUB. POL’Y & 
MARKETING 1, 1–15 (1996). 
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had limited understanding of the terms used in the NITA notice.166 
In another study, Carnegie Mellon researchers tested traditional 
privacy notices and layered notices.167 They found that consumers 
processed information articulated in layered notices faster than that 
found in long notices, but that readers of the layered notices came 
away with a less accurate sense of an organization’s data and privacy 
practices.168 They also found that people did not choose to continue 
to read the long notice when they did not find the information they 
sought in the short notice.169 This suggests that testing should be an 
integral part of the design of alternative notices if the alternatives 
are to be useful. 

B. Alternatives to Traditional Notice 
This section describes three efforts to develop alternatives to 

traditional privacy notices. The Platform for Privacy Preferences 
(“P3P”) represents the most ambitious attempt to date to use 
technology to improve online disclosures. The AdChoices “icon” 
provides a way to provide better visibility for online behavioral 
advertising. Finally, some organizations have independently begun 
to develop tools to help inform their users. 

1. The Platform for Privacy Preferences 
P3P is a standard developed by the World Wide Web 

Consortium (“W3C”) through a multi-year process that began in 
1997.170 A final Last Call specification was issued in September 

                                                
 166 See Rebecca Balebako, Richard Shay & Lorrie Faith Cranor, Is Your Inseam 
a Biometric? A Case Study on the Role of Usability Studies in Developing Public 
Policy, (Feb. 2014), available at http://lorrie.cranor.org/pubs/usec14-inseam.pdf. 
 167 See generally Alecia M. McDonald et. al., A Comparative Study of Online 
Privacy Policies and Formats, in PRIVACY ENHANCING TECHNOLOGIES: 9TH 
INTERNATIONAL SYMPOSIUM, PETS 2009, SEATTLE, WA, USA, AUGUST 5–7, 
2009. PROCEEDINGS 37–55 (Ian Goldberg & Mikhail J. Atallah eds., 2009). 
 168 See id. 
 169 See id. 
 170  LORRIE FAITH CRANOR, WEB PRIVACY WITH P3P 46 (O’Reilly & 
Associates, eds., 2002) (Chapter 4 describes the history of P3P). 
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2001.171 Adoption of P3P was voluntary.172 P3P provides a syntax 
with which websites can code the privacy practices described in 
their traditional privacy notice.173 Using a standard XML format, the 
notice can be retrieved automatically and interpreted easily by user 
agents such as browsers or other applications.174 These user agents 
allow online users to learn about the information practices of the 
sites they visit without needing to read the written privacy notice.175 

Many perceived P3P as too difficult and complicated to use, and 
it never was widely implemented.176 Microsoft was the only major 
browser to support P3P; Internet Explorer 6 (“IE6”) used P3P to 
implement cookie filtering.177 Using a slider, individuals set their 
privacy preferences in IE6 along a spectrum ranging from high to 
low. If IE6 found a P3P policy, it evaluated the website’s privacy 
practices as described in its P3P policy and decided, based on the set 
preference, which cookies were acceptable. IE6 could, for example, 
accept a cookie, accept a cookie but downgrade it to a session 
cookie, or suppress or reject a cookie entirely. 

                                                
 171 See generally id. For a copy of the most recent P3P specification and other 
documents related to the development of P3P, see Lorie Cranor & Rigo Wenning, 
Platform for Privacy Preferences (P3P) Project: Enabling smarter Privacy Tools 
for the Web, W3: PLATFORM FOR PRIVACY PREFERENCES INITIATIVE, available at 
http://www.w3.org/P3P/ (last updated Nov. 20, 2007). 
 172 See Cranor, supra note 170, at 55. 
 173 See Cranor & Wenning, supra note 171. 
 174 Id. 
 175 Id. 
 176 An internal Citibank white paper argued that implementing P3P could also 
limit a company in terms of the commerce, cross-selling, and marketing 
information collected online. The authors state that the paper it is simply a 
statement of the opinion of two Citibank employees and does not represent the 
official position of Citibank. See generally Kenneth Lee and Gabriel Speyer, 
White paper: Platform for Privacy Preferences (P3P) & Citibank, CITIBANK 
ADVANCED DEV. GRP. (Oct. 22, 1998), available at 
http://www.w3.org/P3P/Lee_Speyer.html. 
 177  Platform for Privacy Preferences (P3P) (Windows CE 5.0) contains a 
description of Microsoft’s implementation of P3P for cookie filtering. Platform 
for Privacy Preferences (P3P) (Windows CE 5.0), MICROSOFT 
https://msdn.microsoft.com/en-us/library/ms905230.aspx (last visited Apr. 14, 
2016). 
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Two standalone applications also implemented P3P: Privacy 
Bird and Privacy Finder.178 Privacy Bird automatically searches for 
P3P privacy policies at every website a user visits.179 The Privacy 
Bird software asks the user to describe their privacy concerns; it then 
communicates to the user whether a visited site’s policies match 
their stated privacy preferences.180 The software displays a green 
bird icon at websites that match, and a red bird icon at sites that do 
not.181 If the software cannot find or fetch a P3P policy from the 
visited website, the Privacy Bird displays a yellow icon.182 

Privacy Finder is a privacy-enhanced search engine that delivers 
search results based on websites’ computer-readable privacy 
policies.183 A privacy meter with green boxes indicates how closely 
the website’s privacy policy matches a list of preset privacy 
preferences. If no privacy meter is displayed, it means that a valid 
P3P policy could not be located for a given website.184 

2. AdChoices Icon 
The research projects described above were early attempts to 

better inform the individual in an environment where website 
content was provided by a single source, typically the site owner. 
Today, a web page is likely to be supported by many vendors and 
comprise content from many different sources, each of which may 
follow different information practices. In February 2009, the FTC 
issued a staff report articulating self-regulatory principles that 
applied to online advertising where ads were targeted based on 

                                                
 178 PRIVACY BIRD, http://www.privacybird.org/ (last visited Apr. 14, 2016); 
PRIVACY FINDER, http://www.privacyfinder.org/ (last visited Apr. 14, 2016). 
 179 Lorrie Faith Cranor, Praveen Guduru & Manjula Arjula, User Interfaces for 
Privacy Agents, 13 ACM TRANSACTIONS ON COMPUTER-HUMAN INTERACTION 
135, 135–78 (2006). 
 180 Id. at 136–39. 
 181 Id. at 148, 155. 
 182 Id. at 155. 
 183 PRIVACY FINDER, supra note 178. 
 184 Privacy Bird was originally developed by AT&T Corp. See PRIVACY BIRD,  
http://www.privacybird.org/ (last visited Apr. 20, 2016). Both applications are 
currently maintained by the CyLab Usable Privacy and Security Lab at Carnegie 
Mellon University. See CYLAB, http://cups.cs.cmu.edu (last visited Apr. 14, 
2016). 
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tracking individuals over time. 185  The principles excluded 
contextual advertising where an ad was based on a single visit to a 
web page or a single search request and “first party” advertising 
where data was not shared with third parties. 

In response to the FTC report, the online advertising industry 
formed the Digital Advertising Alliance (“DAA”) – an alliance to 
promote implementation of the FTC principles and to create a 
clickable icon, which would appear on online ads.186 The AdChoices 
Icon represents an attempt to provide greater awareness in an 
environment where networks of online advertisers track browsing 
behavior across websites.187 

Stakeholders hoped that over time, the icon would become as 
recognizable to consumers as the recycling symbol.188 Currently, the 
program applies to online behavioral advertising for both the 
desktop and mobile environments and includes a webpage that 
individuals can visit to opt out of receiving advertising that has been 
targeted based on their browsing behavior.189 

                                                
 185  FEDERAL TRADE COMMISSION, Self-Regulatory Principles For Online 
Behavioral Advertising (2009), available at https://www.ftc.gov/sites/default/ 
files/documents/reports/federal-trade-commission-staff-report-self-regulatory-
principles-online-behavioral-advertising/p085400behavadreport.pdf. 
 186  DIGITAL ADVERTISING ALLIANCE (DAA) SELF-REGULATORY PROGRAM, 
http://www.aboutads.info/ (last visited April 14, 2016). Preliminary research on 
the feasibility of developing an icon for online behavioral advertising was 
conducted by the Future of Privacy Forum. See, e.g., Online Behavioral 
Advertising “Icon” Study, FUTURE OF PRIVACY FORUM, 
http://www.futureofprivacy.org/2010/02/15/online-behavioral-advertising-icon-
study/ (last visited Apr. 14, 2016). 
 187 The desktop version was launched in 2011 and the mobile version was 
launched in 2015. For an example of the icon, visit http://www.yahoo.com. When 
a user clicks on the icon, a notice “Why this Ad?” is displayed. Why this Ad?, 
YAHOO, https://info.yahoo.com/privacy/us/yahoo/relevantads.html (last visited 
Apr. 14, 2016). 
 188 Stephanie Clifford, A Little ‘I’ to Teach about Online Privacy, N.Y. TIMES 
(Jan. 26, 2010) http://www.nytimes.com/2010/01/27/business/media/ 
27adco.html?&_r=0. 
 189  The AboutAds consumer choice page is available online. DIGITAL 
ADVERTISING ALLIANCE CONSUMER CHOICE PAGE, 
http://www.aboutads.info/choices/ (last visited April 14, 2016). 
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The DAA program appears to have been widely adopted; 
however researchers found instances of non-compliance.190 Further, 
the effectiveness of the program has not been extensively assessed, 
and there is no indication that usability testing was conducted as part 
of the AdChoices design process.191 Researchers at Carnegie Mellon 
University independently assessed Internet users’ perceptions of 
disclosures about online behavioral advertising.192 Drawing on prior 
research, they tested icons, taglines, and landing pages and found 
that all fell short in terms of notifying study participants about online 
behavioral advertising and clearly informing them about their 
choices.193 

3. Company-generated Tools 
Organizations have taken independent steps to create tools by 

which consumers can view and control their personal information. 
For example, the Google privacy policy includes a section on 
“Transparency and Choice,” which describes tools generated by 
Google that allow users to access their account history, view and 
edit their preferences about the Google ads they receive, and control 
who people share their information with through their Google 
Account.194 Acxiom, a large data broker, offers “About the Data,” a 
tool to help consumers learn about the data Acxiom has collected 
about them.195 

                                                
 190 Saranga Komanduri et. al., AdChoices? Compliance with Online Behavioral 
Advertising Notice and Choice Requirements, CARNEGIE MELLON CYLAB, (2011), 
https://www.cylab.cmu.edu/files/pdfs/tech_reports/CMUCyLab11005.pdf. 
 191 Kate Kaye, Study: Consumers Don’t Know What AdChoices Privacy Icon 
Is, ADVERTISING AGE (Jan. 29, 2014) http://adage.com/article/privacy-and-
regulation/study-consumers-adchoices-privacy-icon/291374/. 
 192 See Pedro Giovanni Leon et al., What Do Online Behavioral Advertising 
Disclosure Communicate to Users?, CARNEGIE MELLON CYLAB, (2012), 
https://www.cylab.cmu.edu/files/pdfs/tech_reports/CMUCyLab12008.pdf. 
 193 Id. Specific findings included 1) notices are not noticed, 2) “AdChoices” is 
not an effective tagline, 3) users are afraid to click, 4) users are confused about 
the meaning of opt out, and 5) user education is needed. 
 194  Welcome to Google Privacy Policy, GOOGLE PRIVACY AND TERMS, 
https://www.google.com/intl/en/policies/privacy/?fg=1 (last visited April 14, 2016). 
 195  ABOUTTHEDATA.COM, https://www.aboutthedata.com/ (last visited April 
14, 2016). 
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C. Lessons Learned and Unresolved Challenges 
While it is widely acknowledged that most traditional privacy 

notices are too long, lack uniformity, and are difficult to 
comprehend, notice is still viewed as the primary means whereby 
organizations make the public aware of their data practices.196 The 
efforts to improve notices described above yielded mixed results. 
For example, only two of these efforts, the AdChoices icon and the 
GLB model form, were widely adopted. 197  Nonetheless, these 
efforts, particularly the GLB model form, provide useful insights 
about what enhances or inhibits the ability to provide more effective 
notices. 

1. Lessons of the GLB Model Form 
Legislation and implementing rules offer organizations 

incentives to adopt the GLB model form. GLBA requires that 
covered organizations disseminate privacy notices that meet criteria 
established in the law’s disclosure requirements and the privacy rule 
implementing the law.198 While the use of the model privacy form is 
voluntary, organizations that do so benefit from certainty that they 
satisfy these criteria. Moreover, the standardized format and content 
of the model form creates efficiencies for consumers by better 

                                                
 196 See FED. TRADE COMM’N, PROTECTING CONSUMER PRIVACY IN AN ERA OF 
RAPID CHANGE: RECOMMENDATIONS FOR BUSINESSES AND POLICYMAKERS, FTC 
Report (Mar. 2012) https://www.ftc.gov/reports/protecting-consumer-privacy-
era-rapid-change-recommendations-businesses-policymakers; THE WHITE 
HOUSE, CONSUMER DATA PRIVACY IN A NETWORKED WORLD: A FRAMEWORK 
FOR PROTECTING PRIVACY AND PROMOTING INNOVATION IN THE GLOBAL 
DIGITAL ECONOMY, (Feb. 2012) https://www.whitehouse.gov/sites/default/ 
files/privacy-final.pdf; THE WHITE HOUSE, ADMINISTRATION DISCUSSION 
DRAFT: CONSUMER PRIVACY BILL OF RIGHTS ACT (Feb. 27, 2015) 
https://www.whitehouse.gov/sites/default/files/omb/legislative/letters/cpbr-act-
of-2015-discussion-draft.pdf. 
 197  See, e.g, Lorrie Faith Cranor et al., Are They Actually Any Different? 
Comparing Thousands of Financial Institutions’ Privacy Policies, WEIS, (2013) 
http://weis2013.econinfosec.org/papers/CranorWEIS2013.pdf; Digital 
Advertising Alliance (DAA) Announces “Your AdChoices” Consumer Education 
Campaign, 4A’s (Jan. 20, 2012) http://www.aaaa.org/news/press/Pages/ 
012012_daa_adchoices.aspx. 
 198 See Gramm-Leach-Bliley Financial Modernization Act, Pub. L. No. 106–
102, 113 Stat. 1338 (1999). 
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enabling choice about information use (to the extent available under 
the law) and allowing consumers to compare choices across 
financial institutions. Finally, the notice as articulated in the model 
form continues to provide a basis for FTC regulation. 

Moreover, because the GLBA implementing rule does not 
provide the assurances of a safe harbor,199 some companies perceive 
that posting a notice in a way other than that prescribed by the model 
form increases their risk of exposure to an FTC enforcement action. 
The model’s clear rules for content and format arguably lessen that 
exposure. Finally, rigorous consumer testing increased the 
probability that the form would be effective. 

In 2013, researchers at Carnegie Mellon University assessed 
over 3,000 GLBA policies based on data collected using an 
automated web crawler.200 The study highlighted the challenges that 
organizations using the form face when disclosing what types of 
information they collect.201 Restrictions on what language may be 
used to describe how information is collected also posed 
problems.202 While standardized language facilitated transparency 
and comparisons across institutions, the researchers found some of 
the terms used were redundant or ambiguous.203 However, when 
researchers compared privacy practices across similar institutions, 
they found differences in their privacy practices, suggesting that 
making a company’s data practices more conspicuous could 
empower consumers’ decision-making. 204  The standardized table 
format used in the GLB model form thus appears to hold promise 
for a better way to deliver necessary information about data and 
privacy practices to individuals. 

                                                
 199  The implementing rule originally provided safe harbor protection for 
organizations using the model form. The final rule eliminated the safe harbor. 
 200 Lorrie Faith Cranor et. al., Are They Actually Any Different? Comparing 
Thousands of Financial Institutions’ Privacy Policies, WEIS (2013) 
http://weis2013.econinfosec.org/papers/CranorWEIS2013.pdf. 
 201 Id. 
 202 Id. 
 203 Id. 
 204 Id. 
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2. Promise and Challenges of a “Nutrition Label” Format for 
Privacy Notices 
The CyLab Usable Privacy and Security Lab (“CUPS Lab”)205 

at Carnegie Mellon University researches, develops, and tests 
alternatives to traditional privacy notices. 206  In a recent study, 
researchers tested four alternative forms of privacy notices, 
comparing them to natural language, full-text policies. 207  They 
found that of the five options, the standardized table yielded the best 
results.208 They concluded that the success of this approach resulted 
from both the table format and the standardized language.209 Both 
the format and the language improved accuracy, the ability to locate 
information, the speed with which an individual could locate 
information, and the individual’s experience in reading notices.210 
These findings argued for developing a format for short privacy 
notices similar to nutritional labels.211 

Despite their promise, developing a privacy notice modeled after 
food nutrition labels poses significant challenges. The nutrition 
content of food can be analyzed and quantified, and the numerical 
values posted on the labels can be objectively tested and verified by 
a third party. The result is a set of reliable numbers the consumer 
can compare easily. A consumer interested in purchasing, for 
example, a loaf of bread can quickly compare several brands based 
                                                
 205  CyLab Usable Privacy and Security Laboratory, CARNEGIE MELLON 
CYLAB., http://cups.cs.cmu.edu/. 
 206 See id. 
 207 Patrick Gage Kelley et al., Standardizing Privacy Notices: An Online Study 
of the Nutrition Label Approach, CARNEGIE MELLON CYLAB. (Jan. 12, 2010), 
https://www.cylab.cmu.edu/files/pdfs/tech_reports/CMUCyLab09014.pdf. For 
further CUPS research on this topic, see Privacy Nutrition Labels, CARNEGIE 
MELLON CYLAB, http://cups.cs.cmu.edu/privacyLabel/. 
 208 Kelley et al., supra note 207. The four alternatives evaluated in addition to 
a natural language notice include: (1) the standardized table, a variant of the 
nutrition label; (2) the standardized short table (an abbreviated version of the 
standardized table, minus categories of data the organization does not collect); (3) 
the standardized short text, which translates the standardized short form table into 
English statements; and (4) the layered text, an approach adapted from the CIPL 
layered notice described above. Id. 
 209 Id. 
 210 Id. 
 211 Id. 
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on calories per serving and cholesterol, vitamin, fat, and fiber 
content. In the United States, they can also use the label to compare 
products against numerically expressed government nutrition 
recommendations. These values are unlikely to change quickly, and 
if they do, their accuracy can be readily tested in a lab. Creating an 
accurate nutritional label involves simply filling in the boxes on the 
form. As a result, the nutrition label has been at least moderately 
effective at promoting consumer choice, creating a basis for 
regulation, and providing a source of information for consumer 
advocates and the media.212 

While the effectiveness of both nutrition labels and privacy 
notices depends on consumers’ ability to understand the information 
disclosed in the notice, privacy notices pose challenges not faced by 
entities adopting the nutrition label format. First, data practices and 
protections do not lend themselves to quantified expression. For 
example, while nutrition labels are based on “percent of 
Recommended Daily Allowance,” there is no comparable standard 
for information practices given the variety of business models and 
industries. Moreover, for food, the product is fixed at purchase and 
the individual controls its use after purchase. For information, the 
individual currently has little comparable control as the company 
controls future uses of the data. All future uses are unlikely to be 
known at the time of disclosure and may be subject to change. This, 
and the fact that personal information touches many entities within 
an organization, challenges attempts to accurately describe the 
organization’s data practices. 

C. Looking Ahead 
In its 2012 report, FTC proposed that to promote better 

comprehension and comparison of privacy practices, notices should 
be “clearer, shorter, and more standardized.”213 It recognized that a 
rigid format for use across all sectors is not appropriate, and that it 
would be necessary to accommodate differences in business models 
                                                
 212 See ARCHON FUNG, MARY GRAHAM & DAVID WEIL, FULL DISCLOSURE: 
THE PERILS AND PROMISE OF TRANSPARENCY (2007) at 84–85. See also SUSAN 
G. HADDEN, READ THE LABEL (1986) at 145-151. 
 213 Protecting Consumer Privacy in an Era of Rapid Change, supra note 41, at 
61. 
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across industry sectors. 214  It stated that to allow individuals to 
compare privacy practices across companies and encourage 
companies to compete on privacy, privacy notices should contain 
some standardized elements such as terminology and format.215 How 
this would work in practice remains an open question. Further, the 
time required by efforts aimed at improving notices described 
previously suggest that creating new forms of effective notice is a 
long-term project and that these efforts are unlikely to be successful 
unless consumer testing is part of the design process. New 
technologies such as mobile applications and the “Internet of 
Things” pose further challenges to notice. 

VI.  EMERGING TECHNOLOGICAL CHALLENGES 
The prior sections focused primarily on issues related to 

providing notice in traditional computing on desktops and laptops. 
This Section reviews the challenges raised by new technologies and 
data ecosystems, which may provide little opportunity to interface 
with the consumer. This limited opportunity for interaction with the 
consumer makes providing notice difficult and sometimes 
impossible. 

The broad implementation of notices starting in the 1990’s 
began in a data environment that centered primarily on the collection 
of data via websites.216 Privacy protections were based on a theory 
of control – individuals who were made aware of data practices and 
protection measures and provided the opportunity to choose based 
on assertions in a posted privacy policy could make decisions about 
the collection and use and sharing of data pertaining to them.217 

Increasingly, individuals will navigate spaces throughout which 
data is collected, shared, and processed silently and ubiquitously—
and for a wide variety of purposes. Sensors will be embedded in 
rooms and across spaces to facilitate such functions as climate 
control, physical security, employee and equipment tracking, and 

                                                
 214 Id. at 62. 
 215 Id. at 62. 
 216 See Hoofnagle, supra note 5, at 147. 
 217 Id. at 148. 
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energy distribution. 218  Sensors will also be deployed across 
geographically distributed systems to manage, for example, 
resource delivery, supply chain management, and traffic control.219 
It is not clear how individuals could be provided real time notice in 
such environments, whether and to what extent individuals should 
be provided with an opportunity to consent, and if so, how it could 
be granted or withheld. 

The advent of big data and new technologies such as mobile 
applications the Internet of Things, and sensor-rich environments 
pose new privacy concerns and new challenges for addressing these 
concerns. Privacy concerns arise when information practices 
conflict with an individual’s reasonable expectations about how 
their information should be used.220 The physical characteristics of 
these new technologies may make it difficult to make these new uses 
visible to the individual, and these issues are exacerbated in a global 
environment with varying literacy issues. 

A. Big Data Analytics 
Using analytics to process what is commonly referred to as “big 

data”—very large data sets, rapidly gathered and compiled from 
diverse sources—raises its own challenges. Analytics are often 
applied to data originally collected for another purpose and 
combined with data from other sources.221 The individual may be 
aware of the initial collection and uses of data, but not of the 

                                                
 218 See generally Michael Chui, Markus Löffler, & Roger Roberts, The Internet 
of Things, MCKINSEY QUARTERLY (Mar. 2010), http://www.mckinsey.com/ 
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 221 Brian Hengesbaugh & Amy de La Lama, When the Big Data Surge Crashes 
Against the Big Privacy Rocks: The Conflict Between the Commercial Value of 
Information and Increasing Privacy Regulation, THE PRIVACY ADVISOR (Oct. 21 
2013), https://iapp.org/news/a/when-the-big-data-surge-crashes-against-the-big-
privacy-rocks-the-conflict. 
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subsequent analytic processing.222 Further, the information may also 
be shared with and used by third parties of whom the individual is 
not aware.223 There are also calls for increased transparency around 
algorithms when these are applied using analytics to make 
automated decisions.224 

Perhaps the aspect of big data analytics that poses the greatest 
challenge is the nature of the processing itself. Researchers do not 
approach large data sets in search of the answer to a question; rather, 
they explore the data for what it may reveal.225 What results is the 
use of data in ways that could not have been anticipated and 
therefore, would not have been included in a privacy notice.226 

Providing effective notice later, when these new uses actually 
occur, is not practical—data may have been collected long before its 
use and amassed from many different sources, and it may no longer 
be possible to locate and contact what could be thousands of 
individuals whose data was used. Further, when big data analytics 
are used to create personal information from non-personal 
information after collection, this poses additional challenges. 227 
Absent new restrictions on data collection and use, proposals for 
addressing some of the privacy and other fairness challenges of 
secondary use of big data include companies’ implementation of 
privacy impact assessments, privacy-by-design processes, 

                                                
 222 Id. 
 223 Id. 
 224 See Danielle Keats Citron & Frank A. Pasquale, The Scored Society: Due 
Process for Automated Protections, 89 WASH. L. REV. 1, 5 (2014). 
 225 Fred Cate and Victor Mayer-Schoenberger, Notice and Consent in a World 
of Big Data, MICROSOFT, at 3 (Nov. 2012), available at 
https://www.microsoft.com/en-us/download/details.aspx?id=35596. 
 226 Id. 
 227 See Kate Crawford & Jason Schultz, Big Data and Due Process: Toward a 
Framework to Redress Predictive Privacy Harms, 55 B.C. L. REV. 93, 96 (2014), 
http://bclawreview.org/files/2014/01/03_crawford_schultz.pdf. Crawford and 
Schultz cite the familiar Target example where analytics were used to infer a 
customer was pregnant from her purchases, thereby creating new personal 
information. Id. at 94–95. 
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accountability programs, and ethical reviews to avoid undertaking 
legal but questionable data uses.228 

B. Mobile Application 
Mobile applications also pose challenges to transparency that do 

not exist with applications that run on a traditional PC. First, the 
small screens on mobile devices provide limited space to display a 
traditional privacy notice. The NTIA multi-stakeholder process 
described previously 229  attempted to address this challenge by 
proposing a short form notice that only addressed privacy issues 
related to information considered sensitive.230 Second, applications 
can access information on the user’s phone such as contacts, photos, 
or actual location, even when that information is not necessary for 
the application to function or may be generated by another function 
on the device, such as the use of an individual’s location by a 
flashlight application.231 Users may be unaware of these information 
practices if they are not disclosed to the user or potential user of the 
application. 232  Without awareness, it may be impossible for 
individuals to make informed choices about using a particular 
application. 233  Finally, the constraints of the application 
environment raise questions about how and when notice should be 

                                                
 228 See Ryan Calo, Consumer Subject Review Boards: A Thought Experiment 
(Sep. 2013), in BIG DATA & PRIVACY: MAKING ENDS MEET DIGEST, 
http://www.futureofprivacy.org/big-data-privacy-workshop-paper-collection. 
The White House Discussion Draft: Consumer Privacy Bill of Rights of February 
27, 2015 also calls for privacy review boards. Some have suggested that 
companies could provide transparency if they made the results of their internal 
privacy reviews public. However, making such reviews public could result in 
sanitized reports that don’t serve their intended purpose. 
 229 Privacy Multistakeholder Meeting, supra note 160.  
 230 Id. 
 231  See, e.g., Android Flashlight App Developer Settles FTC Charges It 
Deceived Consumers, FED. TRADE COMM’N (Dec. 5, 2013), 
https://www.ftc.gov/news-events/press-releases/2013/12/android-flashlight-app-
developer-settles-ftc-charges-it-deceived. 
 232 Id. 
 233 See, e.g., Rebecca Balebako et. al., “Little Brothers Watching You:” Raising 
Awareness of Data Leaks on Smartphones, SYMPOSIUM ON USABLE PRIVACY AND 
SECURITY (SOUPS) (July 2013) https://cups.cs.cmu.edu/soups/ 
2013/proceedings/a12_Balebako.pdf. 
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provided, where the notice should be stored, and when it should be 
displayed. 

C. Internet of Things and Sensors 
The Internet of Things (IoT) refers to the ability of everyday 

objects to connect to the Internet and to send and receive data.234 
This can include automobiles, home appliances, or wearable fitness 
devices among other “smart devices.”235 Mobile devices with WI-FI 
or Bluetooth turned on enable sensors in physical places to receive 
signals from nearby devices. For example, sensors in retail stores 
can use a unique identifier broadcast by the mobile device to track 
how customers move through the store; often a third-party analytics 
firm may do this tracking without the customer’s knowledge.236 As 
is the case with mobile applications, individuals are unlikely to be 
aware of the information capabilities of these devices or the fact 
their device is being tracked, highlighting the need for awareness at 
the time the individual makes a purchase decision about a device or 
chooses to enable a particular feature. Further, because many of 
these devices may not contain a screen, let alone a small screen, they 
pose even greater transparency challenges than mobile applications 
and big data analytics. As a result, new and creative approaches to 
disclosure are needed including decoupling the notice from the 
actual device.237 For example, in its 2015 Staff Report on the Internet 
of Things, the FTC suggested some alternatives to traditional web 
privacy notices for the IoT such as QR codes, choices at the point of 
sale, or choices during setup of the device.238 

                                                
 234 Crawford & Schultz, supra note 227, at 5. 
 235 Id. at 7–9. 
 236 See Ashkan Soltani, Privacy Trade-offs in Retail Tracking, FEDERAL TRADE 
COMM’N (Apr. 30, 2015), https://www.ftc.gov/news-events/blogs/techftc/ 
2015/04/privacy-trade-offs-retail-tracking. 
 237 See, e.g., Florian Schaub et. al., A Design Space for Effective Privacy Notices, 
Usable Privacy and Security (SOUPS 2015), Carnegie Mellon University (2015), 
available at http://ra.adm.cs.cmu.edu/anon/isr2015/CMU-ISR-15-105.pdf. 
 238 See Internet of Things: Privacy & Security in a Connected World, FEDERAL 
TRADE COMM’N (January 2015) https://www.ftc.gov/system/files/documents/ 
reports/federal-trade-commission-staff-report-november-2013-workshop-
entitled-internet-things-privacy/150127iotrpt.pdf (last visited March 21, 2015). 
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VIII.  RECOMMENDATIONS 
 
Until recently, the term “organizational transparency” primarily 

was used as a rhetorical device or as an ad hoc construct, the 
meaning of which varied by field of study. 239  For example, the 
meaning of transparency differed depending upon whether one 
referred to, for example, financial markets, organizational 
governance or trust in online commerce.240 In their recent review of 
the literature on transparency, Schnackenberg and Tomlinson define 
transparency as a perception of the quality of information received 
from a sender which includes three dimensions of information 
quality: the degree of information disclosure (including the 
perception that relevant information is received in a timely fashion), 
the clarity of the disclosure, and the accuracy of the disclosure.241 

Schnackenberg and Tomlinson further argue that transparency 
is a mechanism to increase trust in organizations, because 
information quality can enhance perceptions that an organization is 
trustworthy. 242  Other research has shown that consumers are 
generally willing to disclose their personal information if the 
benefits of disclosure exceed the perceived risks.243 Trust affects 
consumers’ willingness to assume the risks of disclosing personal 
information; it is important over the life of a customer relationship 
where consumers must rely on “strangers” to protect their interests 
due to information asymmetries.244 Organizations can help create 

                                                
 239 A.K. Schnackenberg & E.C. Tomlinson, Organizational Transparency: A 
New Perspective on Managing Trust in Organization-Stakeholder Relationships, 
J. OF MGMT. (2014). 
 240  Id. While the authors did not specifically address privacy notices, the 
conclusions appear to be relevant to privacy. 
 241 Id. Given this definition, the research on traditional privacy notices and 
alternative notices, most notably, that done at Carnegie Mellon University, 
provide support for our assertion a notice model does not support transparency. 
 242  Id.; see Kirsten Martin, Privacy Notices as Tabula Rasa: An Empirical 
Investigation into how Complying with a Privacy Notice is Related to Meeting 
Privacy Expectations Online, J. OF PUB. POL’Y AND MKTG. (2015). 
 243  See M. Culnan and P. Armstrong, Information Privacy Concerns, 
Procedural Fairness, and Impersonal Trust: An Empirical Investigation, 10 ORG. 
SCI. 104, 104–15 (1999). 
 244 Id. 
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trust if they provide assurances that they will not behave 
opportunistically. Therefore, good quality disclosures can signal to 
individuals that a company can be trusted with their personal 
information, providing the company abides by the practices 
disclosed in the notice.245 

By understanding the dimensions of transparency, organizations 
can better improve the quality of their disclosures to stakeholders, 
meet regulatory and self-regulatory requirements, and contribute to 
fair data use. This work informs this Article’s recommendations for 
moving beyond the current reliance on notices to a more robust 
approach to transparency.246 

Notice as a general concept will continue to be the starting point 
for transparency. However, given the growing complexity of the 
emerging data eco-system, the ubiquity of data collection, and the 
incidence of real-time processing, a single notice can no longer 
reasonably be expected to serve the many purposes of supporting 
individual choice, regulation, and public awareness and education. 
This Article proposes instead that to achieve an environment of 
transparency, organizations should deploy, and policy makers 
should support a variety of methods for reaching all stakeholders.247 
In particular, the perceived quality of consumer disclosures should 
be improved along the three dimensions of transparency: degree of 
disclosure, clarity, and accuracy. We now turn to our specific 

                                                
 245 See M. Culnan & R. Bies, Consumer Privacy: Balancing Economic and 
Justice Considerations, 59 J. OF SOC. ISSUES 323, 323–42 (2003). 

246 See Privacy Online: A Report to Congress, FEDERAL TRADE COMMISSION 
(1998); see, e.g., Fred H. Cate, The Failure of Fair Information Practice 
Principles in CONSUMER PROTECTION IN THE AGE OF THE INFORMATION 
ECONOMY, (Jane K. Winn ed., 2006). Cate argues that while transparency (or 
openness) is explicit in the original HEW Fair Information Principles, the OECD 
Guidelines and the EU Directive, it is not mentioned in the FTC’s 1998 
articulation of the FIPS where the broader goal of transparency was reduced to a 
set of procedural rules against which compliance could be measured and where 
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 247 See Michael S. Wogalter et al., WARNINGS AND RISK COMMUNICATION, 
(Taylor and Francis eds., 1999). Research on risk communication argues for a 
system of warnings consisting of multiple disclosures designed for multiple 
audiences. Further, the design of warnings should be viewed as an integral part of 
the overall system design process. 
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recommendations for improving transparency including the need for 
business buy-in and regulatory guidance. 

A. Organizations should continue to provide comprehensive, 
technical notices to facilitate the roles of regulators and 
advocates. 
Long notices often read like legal documents and include 

comprehensive technical descriptions of data collection and use, 
technologies, and complex networks of business partners and 
vendors. Such notices often are of little use to individuals, who are 
unwilling and uninterested in investing the time to read them, and 
are often ill equipped to understand them. In spite of these familiar 
shortcomings, these notices are still important and necessary to 
transparency, as they provide a basis for oversight by regulators who 
can use them to compare assertions about data protection against 
actual practices. Comprehensive privacy notices also provide 
knowledgeable experts and privacy advocates with the information 
necessary to raise important societal questions about surveillance, 
appropriate and inappropriate uses of data and the evolution of 
technology. These notices ensure that the advances in technology 
and data processing benefit from the oversight that can support 
consumer protection and keep organizations accountable. However, 
these notices lack the clarity and accuracy needed by individuals and 
therefore, fail to provide transparency to an important group of 
stakeholders.248 

                                                
 248 Id. Research has shown notice to play a role in building consumer trust and 
promoting disclosure. For example, comprehension of online notices was found 
to be positively related to both reading notices and trusting the notice. Conversely, 
notices perceived by consumers to be obfuscated or excessively legalistic 
contribute to skepticism. Trust in online notices has also been positively related 
to lower levels of privacy concern.; see also Results of Consumer Data Privacy 
Survey Reveal Critical Need for All Digital Citizens to Participate in Data 
Privacy Day, PR NEWSWIRE (Jan. 28, 2015) http://www.prnewswire.com/news-
releases/results-of-consumer-data-privacy-survey-reveal-critical-need-for-all-
digital-citizens-to-participate-in-data-privacy-day-300026888.html. A 2014 
survey by the National Cyber Security Alliance found that 83% of respondents 
cited using only trusted websites and companies as a strategy to protect their 
privacy; this was the second most used strategy after having a strong password. 
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B. Organizations should also develop alternative forms of 
disclosure for individuals, providing them with relevant 
information in clear, understandable language, in a format that 
promotes comprehension and that is delivered at the 
appropriate time. 
Comprehensive notices do not support transparency for 

individuals because they are perceived as being unclear, and they 
may not be available at the appropriate time. Further, they may be 
too general to provide an accurate picture of the organization’s 
information practices.249 In a recent study, Martin argues that the 
“designed obscurity” of privacy notices achieved through the use of 
ambiguous language sends a false signal to individuals and may 
undercut the ability of notices to support market decisions based on 
differences in information practices. 250  Therefore, alternative 
disclosures are needed that are brief, succinct, and accurate yet 
include the relevant information that promotes individual 
understanding about data collection and use. In some environments, 
these disclosures will simply communicate pertinent information. In 
others, the disclosure should be designed and delivered at a time to 
facilitate rational choice when choice is available, such as whether 
or not to allow a mobile application to make use of the individual’s 
exact location. 

To create these disclosures, organizations will need to need 
understand how to communicate effectively with their target 
audiences. Consumer disclosures should include only the 
information that is most relevant and meaningful to a specific 
audience at a particular time. They should also disclose appropriate 
information about how data is used at a particular point in time. In 

                                                
 249 See Joel R. Reidenberg et al., Privacy Harms and the Effectiveness of the 
Notice and Choice Framework, (TPRC, 42nd Research Conference on 
Communication, Information, and Internet Policy 2014). For example, 
Reidenberg and his colleagues argue that broad or vague statements about 
collection practices are the functional equivalent of an absence of notice. 
Incomplete notice results when information collection occurs outside the scope of 
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 250  See Kirsten Martin, Privacy Notices as Tabula Rasa: An Empirical 
Investigation into how Complying with a Privacy Notice is Related to Meeting 
Privacy Expectations Online, 34 J. OF PUB. POL. AND MKTG. 210, 210 (2015). 
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some cases, they should alert the individual about the specific data 
practice, particularly if the practice is unexpected as is the case with 
newer technologies described previously. 251  Firms will need to 
understand what information individuals need and develop methods 
for communicating this information quickly and clearly. In 
particular, it is necessary to understand how to effectively 
communicate information in specific situations, and how people 
process this information. 252  Solutions can include layered text 
notices and alternatives to text. One such example are “visceral 
notices,” which include auditory or visual prompts embedded in a 
particular technology and activated at the appropriate moment while 
the individual is using the product to alert the individual that the 
product is collecting personal information.253 Existing research on 
labels and warnings may also prove instructive here. 254 

It will also be important to develop ways to make the notice 
clearly available and easily located at the time of decision-making 
or “just-in-time.” This is particularly true for new technologies with 
small screens or no screens at all, or for situations where multiple 
parties are involved in collecting or delivering information. For 
example, many mobile applications now offer notice the first time 
the application attempts to collect sensitive information, or to use 
information in a way that is unexpected. For some technologies, an 
“it takes a village” approach may be appropriate where 
responsibility for delivering notice is shared among business 
partners. For example, for mobile applications, initial notice may be 
provided by an application store so the user can review an 
application’s information practice before they decide to download 
                                                
 251  Florian Schaub et. al., A Design Space for Effective Privacy Notices, 
Symposium, Usable Privacy and Security (SOUPS 2015), Carnegie Mellon 
University (2015) http://ra.adm.cs.cmu.edu/anon/isr2015/CMU-ISR-15-105.pdf. 
 252 See, e.g., Michael S. Wogalter et al., supra note 247. 
 253  See generally Ryan Calo, Against Notice Skepticism in Privacy (And 
Elsewhere), 87 NOTRE DAME L. REV. 1027 (2012). 
 254 For more information on label and warning research, see generally George 
R. Milne & Mary J. Culnan, Strategies for Reducing Online Privacy Risks: Why 
Consumers Read (or Don’t Read) Online Privacy Notices, 18 JOURNAL OF 
INTERACTIVE MARKETING 2, 15–29 (2004). See also Privacy Nutrition Labels, 
CYLAB USABLE PRIVACY AND SECURITY LABORATORY (last visited Apr. 5, 2016) 
https://cups.cs.cmu.edu/privacyLabel/. 
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it. This approach may also be appropriate for behavioral advertising, 
data brokers, and the collection of information from sensors 
operated by third parties where the individual is unaware of the firm 
collecting their information and does not have a relationship with 
it. 255  The Internet of Things, in particular, will require creative 
approaches to notice, particularly where devices may not have a 
screen and where collection of information is unexpected or not 
obvious or visible.256 

C.  Notices should be developed as part of privacy-by-design 
Because privacy notices have served an integral role in 

regulation (see Section II above), legal counsel has usually been 
tasked with drafting notices independent of the development of the 
applications described in the notice. Based on an inventory of the 
kind and method of data collection, the nature of the data use, and 
the security measures implemented, lawyers have written notices 
that are comprehensive and designed to avoid liability. Importantly, 
because notices are often viewed as a vehicle for compliance, they 
largely have been drafted at the end of the system development 
process, after decisions about data practices have been implemented. 
The drafting and posting of the notice has often been one of the final 
steps an organization takes before rolling out a technology or data 
driven service. In some cases, organizations have side-stepped the 
review of their data practices as part of their drafting process and 
have looked instead to boiler-plate notice language as their starting 
point. 257  Given this disconnect, the rapid development cycles in 

                                                
 255 An example is where retail or other locations contract with an analytics firm, 
who use sensors to perform mobile tracking for the retailer. A retailer who has 
contracted with the analytics firm and who has direct contact with the consumer 
bears major responsibility for notifying their customers about the tracking. 
 256 The FTC called for innovation in notices in its 2014 report on the Internet of 
Things. 
 257 When privacy notices are viewed as a compliance responsibility, overseen 
by the legal department, the rapid pace of system development makes it difficult 
to coordinate the privacy notice with new features of the application. 
Representatives of tech companies made this point during the discussion of this 
Article at the 2015 Privacy Law Scholars Conference (PLSC). PLSC operates 
under Chatham House Rules so comments cannot be attributed to a specific 
individual. 
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many firms increases the likelihood that their privacy notice will not 
reflect the details of current data practices. 

Over the past several years, some companies have adopted an 
approach to privacy governance that involves looking at and 
implementing privacy considerations throughout the entire design 
and development process.258 Developers, legal staff, and compliance 
officers at various points in the development cycle question the 
collection, use, sharing, and protection for data, asking question 
like: What data are we collecting? Is all of this data necessary? What 
measures are we employing to secure the data? With whom do we 
plan to share it, and why? Can we offer the individual the 
opportunity to consent or exercise choice about the use of his or her 
data? If so, how can we build that into the user experience? 

While privacy-by-design increasingly is considered 
fundamental to responsible governance within organizations, it has 
focused almost exclusively on data practices, often as they are 
implemented in technology. Yet privacy-by-design also offers an 
opportunity to build and improve transparency. It allows 
organizations the chance to create notices that are suited to the 
particular service or device. Rather than add them on at the end, 
privacy notices can be integrated into the design of the system. 
Doing so could result in notices that are more relevant, communicate 
better to individual users, and become part of the user’s interaction 
with the device or system. Designers, supported by compliance, 
legal, and appropriate personnel, can take advantage of these 
support opportunities and overcome the constraints of the system 
when designing notice. They can identify points in the system where 
the most useful, appropriate information can be conveyed to the 
user. Since the time at which a user encounters a notice can affect 
how effective the notice is, developing the notice throughout the 
design process can allow designers to provide users notice and 
information at different times depending on context. It can allow for 
delivery of visual or auditory notices, depending on the device or 
                                                
 258 This process is referred to as privacy-by-design, an approach to protecting 
privacy by embedding it into the design specifications of technologies, business 
practices, and physical infrastructures. See Introduction to PbD, Information and 
Privacy Commissioner of Ontario (last visited Apr. 5, 2016) 
https://www.ipc.on.ca/english/privacy/introduction-to-pbd/. 
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data environment. It can also allow developers to take advantage of 
a variety of channels by which notices can be delivered, depending 
on the audience, and the constraints and opportunities of the 
system.259 

D.  Contextual expectations should serve as a key consideration 
for improving consumer notices. 
Individual privacy expectations have been defined in terms of 

social norms within a particular context. These norms define what 
information practices are acceptable and do not raise privacy 
concerns in a given context. A recent national public opinion survey 
found that eighty-seven percent of individuals were concerned about 
the sharing of their information with others without their knowledge 
and consent, suggesting this practice violates social norms. 260 
Reusing information in a way that is related to the original purpose 
of the collection generally does not raise privacy concerns because 
such use conforms to established social norms.261 These can include 
sharing an address with a carrier who will deliver a purchase, 
providing a credit card number to a bank for payment processing, 
internal operations, fraud prevention or first-party marketing. 262 
Because these uses are obvious and/or widely accepted and often do 
not involve choice, they may need only a brief or even no mention 
in the consumer notice. On the other hand, heightened attention to 
                                                
 259  See Florian Schaub, Rebecca Balebako, Adam L. Durity, Lorrie Faith 
Cranor, Symposium on Usable Privacy and Security (SOUPS): A Design Space 
for Effective Privacy Notices, (July 22–24, 2015), Ottawa, Canada (Unpublished 
and on file with SOUPS). 
 260 See National Cyber Security Alliance, Results of Consumer Data Privacy 
Survey Reveal Critical Need for All Digital Citizens to Participate in Data 
Privacy Day (Jan. 28, 2015), https://staysafeonline.org/about-us/news/results-of-
consumer-data-privacy-survey-reveal-critical-need-for-all-digital-citizens-to-
participate-in-data-privacy-day. 
 261 See generally Helen Nissenbaum, Privacy in Context (Stanford Law Books 
2010); see also Kirsten Martin, Privacy Notices as Tabula Rasa: An Empirical 
Investigation into how Complying with a Privacy Notice is Related to Meeting 
Privacy Expectations Online, 34 J. OF PUB. POL’Y AND MKTG. 2, 210–27 (2015). 
 262 See Protecting Consumer Privacy in an Era of Rapid Change, Federal Trade 
Commission (Mar. 2012), www.ftc.gov/sites/default/files/documents/reports/ 
federal-trade-commission-report-protecting-consumer-privacy-era-rapid-change-
recommendations/120326privacyreport.pdf. 
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transparency is needed for information processing which is not 
reasonable in light of the context and violates consumer 
expectations.263 Potential contextual issues can be assessed as part of 
privacy-by-design or during a separate review such as a privacy 
impact assessment. 

E.  Technology should promote transparency by supporting the 
availability and utility of notice. 
While initial efforts at technological solutions have enjoyed 

limited success, technology may still play a significant role in 
fostering better transparency. Just as developments in technology 
and data processing have enabled powerful new offerings in 
products and services, such advances arguably should also enable 
more effective transparency that empowers individuals. 

One example of such work is the Usable Privacy Policy Project 
at Carnegie Mellon University. 264  The project responds to the 
limitations of natural language, privacy notices, and other obstacles 
by addressing the problem using machine implementable standards, 
the project builds on recent advances in natural language processing, 
privacy preference modeling, crowdsourcing, formal methods, and 
privacy interfaces. 265  The goal of the project is to develop a 
technological approach that would (1) semi-automatically extract 
key privacy policy elements from natural language notices posted 
on websites and (2) present these elements to users in a format that 
is easy to read and understand.266 For users, the project holds out the 
possibility of access to notices that would inform privacy decision-
making. For website operators, it promises a way to overcome the 
limitations of existing natural language notices without imposing 
new requirements. 

In addition to machine-readable notices, technology can also 
provide alternatives to traditional text notices. These can include 
                                                
 263 For example, the Obama Administration’s 2015 discussion draft of its 2015 
Consumer Privacy Bill of Rights Act calls for a risk analysis and specifies notice 
requirements for data practices that are not reasonable in light of context. 
 264  See generally The Usable Privacy Policy Project, 
http://www.usableprivacy.org/learn_more (last visited Apr. 5, 2016). 
 265 Id. 
 266 Id. 
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images, icons, LEDs, or even auditory notices in the form of sounds 
or spoken word.267 The mode by which a notice is delivered is best 
selected to attract the individual’s attention given the context. 
Further, independent of how disclosures are delivered, notice design 
is most effective when developed as part of the overall system 
design and subjected to consumer testing prior to rollout. 

F.  Public education should work at the core of efforts to promote 
transparency. 
In addition to the issues discussed above, transparency requires 

the public be broadly informed about data collection and use – not 
only on an application-by-application basis, but also as a foundation 
for navigating the data ecosystem at large. This public awareness 
fosters greater understanding about data uses, their benefits to the 
individual and to society, and the risks that they raise. It also 
enhances understanding of when individual choice is available and 
when it is not, and the rationale behind the distinction. It provides 
clear guidance about an individual’s rights in her data, how she can 
exercise her rights, and where she can go to correct mistakes or 
obtain recourse when a company misuses data or fails to meet its 
obligations as articulated in law or the policies in its notice. Because 
privacy notices cannot both educate individuals about these issues 
and be timely, succinct, and clear; public education must be a 
separate and ongoing initiative. For example, the success of the 
nutrition label is due in part because the label was accompanied by 
an extensive, distinct consumer education effort. 268  This effort 
continues in the form of ongoing media coverage of nutrition as an 
element of health. As the experience with the nutrition label 
demonstrated, public education is not a one-time event and it is a 
responsibility that should be shared by the public and private 
sectors.269 

                                                
 267 Michael S. Wogalter et al., supra note 247. 
 268  See FRONT-OF-PACKAGE NUTRITION RATING SYSTEMS AND SYMBOLS: 
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To make notice work as a vehicle for transparency, education 
must not only become the norm but should also be made more 
visible and easily accessible to the public. Brief, one-time attempts 
at public education prompted by some event or the release of some 
product or application will not be sufficient. Data collection that is 
ubiquitous, invisible, and integrated into infrastructures, requires 
that the public be apprised of how the ecosystem works and how it 
is evolving, particularly when these forms of data use are new, 
unexpected, and possibly violate current contextual norms. But 
while public education is critical, it does not obviate the need for the 
comprehensive notice and the consumer-focused notice we 
described earlier. Nor does it relieve companies of the responsibility 
to engage in responsible, ethical data practices. Rather, education is 
an essential complement to notice as it enables the public to make 
rational choices about data use, when available, based on a full 
understanding of a particular data ecosystem. Moreover, if 
individuals are educated, abbreviated notices or notification icons 
are more likely to effectively provide them with needed information. 
270 

                                                
notable instances of public education have been in the area of identity theft, which 
were targeted at consumers, many are focused on the business community. See 
Maureen K. Ohlhausen, Privacy Challenges and Opportunities: The Role of the 
Federal Trade Commission, 33 J. PUB. POL’Y & MKTG. 4, 4–9 (2014). 
 270 The use of sensors and beacons in retail environments provides a useful 
example. Here, the retailer contracts with a third party analytics firm to track 
customer behavior using their mobile devices. Transparency in this environment 
poses a challenge because a third party tracks the mobile devices, consumers may 
not be aware of the tracking, and it is difficult to provide useful in-store notice. 
Transparency would be improved if the retailer developed an icon to provide 
notice when tracking was occurring, the stores agreed to display the icon, and 
consumers were educated about the benefits and risks of these technologies, the 
icon, and their available choices, if they had any, to limit the tracking if they 
objected. While such an approach would not eliminate the need for the vendor to 
provide the tracking service and the retailer to provide traditional notice, it would 
make the tracking transparent. See About Smart Places, FUTURE OF PRIVACY 
FORUM, http://www.futureofprivacy.org/issues/smart-places/. 
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G.  Better transparency will depend on regulatory guidance 1and 
business buy-in. 
Proposals for providing consumers with an alternative notice 

that provides selected information absent a safe harbor have in the 
past raised concerns about opening companies to liability for failing 
to provide comprehensive descriptions of their data practices. 
Requiring both an abbreviated and a comprehensive notice would 
eliminate such liability concerns. However, this approach may call 
for legislation or regulation to provide organizations with clarity and 
assurances about their legal responsibilities and to reduce industry 
concerns about risk of exposure to regulatory action. While this 
occurred for the GLB model notice, developing guidance that is 
sufficiently specific yet applies across industries to a wide variety of 
business models and information practices is challenging. However, 
if regulators are unable or unwilling to offer a safe harbor for 
adopting a consumer notice that fulfills certain conditions provided, 
or to provide other motivation for business to act, the business 
community will likely resist this proposal. For example, Smith 
found that given the ambiguous external environment, executives 
rarely take active steps to develop new privacy practices absent 
some external event that forces them to act. 271  Recent events 
continue to provide support for his findings. The FTC content 
analysis of websites and its 2009 report on online behavioral 
advertising resulted in adoption of online privacy notices and the 
development of the AdChoices icon without new legislation. 272 
Regulators could advance transparency for consumers, for example, 
by conducting web surveys to assess whether firms are complying 
with existing regulations related to notice visibility and usability. 
Further, where appropriate, the FTC should decline to endorse any 

                                                
 271 See H. Jeff Smith, Privacy Policies and Practices: Inside the Organizational 
Maze, 36 COMMUNICATIONS OF THE ACM 104, 105–22 (1993). 
 272 Protecting Consumer Privacy in an Era of Rapid Change, FEDERAL TRADE 
COMMISSION, (2012), https://www.ftc.gov/sites/default/files/documents/reports/ 
federal-trade-commission-report-protecting-consumer-privacy-era-rapid-change-
recommendations/120326privacyreport.pdf. In the Preliminary Staff Report, the 
FTC recognized the increase in privacy notices after the initial web sweeps; 
however, it also stated that a large number of the notices analyzed in the study 
were incomplete in terms of the basic elements of fair information practices. Id. 
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solution resulting from either an industry-developed self-regulatory 
program or a government-led multi-stakeholder process that has not 
been subjected to rigorous consumer testing to demonstrate its 
effectiveness. Absent pressure from government, business 
community leadership, and collaboration with consumer and 
privacy advocates, notices will fail to provide individuals with the 
usable information they need about data practices. 

Transparency should not pose a threat to organizations, and in 
fact, for responsible companies, transparency will enhance their 
relationship with consumers and customers. One study found that 
when privacy information is made more salient, some consumers are 
willing to pay a premium to purchase from privacy protective 
websites. What is particularly interesting about this study is that the 
participants in the experiment used their own credit cards to make 
actual purchases rather than just stating their intentions. The authors 
hypothesize that where there is transparency and privacy 
protections, privacy may serve as a selling point. 273  Where 
companies provide value in exchange for the use of their data, 
transparency enables consumers to evaluate the risk-benefit tradeoff 
for disclosure.274  Therefore, transparency does not pose a threat; 
rather, it promotes consumer trust and the innovative, responsible 
use of data. 

IX. CONCLUSION 
Notices currently serve many purposes, including to provide a 

basis for individual choice; serve as the basis for regulation, promote 
public awareness of data practices, and enable oversight by privacy 
experts and advocates of issues related to the collection, processing, 
and protection of information about individuals. The process of 
creating notices also provides an opportunity for organizations to 
review and understand their data collection practices and make 
                                                
 273  See Janice Y. Tsai et al., The Effect of Online Privacy Information on 
Purchasing Behavior: An Experimental Study, 22 INF. SYS. RES. 254, 254–68 
(2011). 
 274  See Naveen F. Awad & M.S. Krishan, The Personalization Privacy 
Paradox: An Empirical Evaluation of Information Transparency and the 
Willingness to be Profiled Online for Personalization, 30 MIS QUARTERLY 13, 
13–28 (2006). 
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responsible decisions about internal data flows and external data 
uses. This Article discussed the shortcomings of traditional notices 
as a tool for promoting individual choice. It described the results of 
efforts to improve them through the use of layered or short notices 
and reviewed attempts to develop technological alternatives to 
traditional notice. Finally, it identified the challenges that new 
technologies such as big data, mobile environments, and the Internet 
of Things pose to notice. 

This Article further argues that the way data is collected, used, 
processed, and stored in the emerging data eco-system requires not 
simply improved notices, but a multi-pronged approach to 
informing the individual about data and privacy practices that 
promotes an overall environment of transparency. As this Article 
notes in the opening sections, transparency is a condition of 
disclosure and awareness created by organizations that involves the 
use of an array of methods, notice among them. Whether 
transparency is achieved depends on the extent to which information 
is disclosed—its timeliness, its clarity, and its accuracy. The authors 
conclude that while notice is central to transparency, transparency 
involves far more than notice; they agree that notices as currently 
implemented must be fixed, however, even if improved, notices will 
not be sufficient to achieve transparency the evolving data 
ecosystem requires more. 

Finally, this Article identifies the shortcomings of the current 
privacy regime as well as new challenges the twenty-first century 
data ecosystem poses for transparency. Further, while transparency 
is a necessary condition for fair data use, it alone is not sufficient, 
since all of the fair information principles contribute to fairness. 
While moving from notice to transparency poses its own challenges 
to both regulators and business, a combination of improved notices, 
attention to contextual norms, integration of the design of notices 
into the system development process as part of privacy-by-design, 
public education, and new technological solutions hold promise for 
addressing the current situation where there is agreement across a 
range of stakeholders that current privacy notices are simply not 
working. 
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Abstract

Background: Since the launch of ResearchKit on the iOS platform in March 2015 and ResearchStack on the Android platform
in June 2016, many academic and commercial institutions around the world have adapted these frameworks to develop mobile
app-based research studies. These studies cover a wide variety of subject areas including melanoma, cardiomyopathy, and autism.
Additionally, these app-based studies target a variety of participant populations, including children and pregnant women.
Objective: The aim of this review was to document the variety of self-administered remote informed consent processes used
in app-based research studies available between May and September 2016. Remote consent is defined as any consenting process
with zero in-person steps, when a participant is able to join a study without ever seeing a member of the research team. This type
of review has not been previously conducted. The research community would benefit from a rigorous interrogation of the types
of consent taken as part of the seismic shift to entirely mobile meditated research studies.
Methods: This review examines both the process of information giving and specific content shared, with special attention to
data privacy, aggregation, and sharing.
Results: Consistency across some elements of the app-based consent processes was found; for example, informing participants
about how data will be curated from the phone. Variations in other elements were identified; for example, where specific information
is shared and the level of detail disclosed. Additionally, several novel elements present in eConsent not typically seen in traditional
consent for research were highlighted.
Conclusions: This review advocates the importance of participant informedness in a novel and largely unregulated research
setting.

(JMIR Mhealth Uhealth 2017;5(8):e126)   doi:10.2196/mhealth.7014
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mHealth, informed consent, smartphone, cell phone, mobile applications, privacy, research ethics

Introduction

Patients want to share their health data to accelerate scientific
discovery efforts [1]. This desire to share data has led to projects
such as Open Humans [2], whereby people can upload data
from many sources to share with researchers, and

PatientsLikeMe [3], a popular website to find communities of
patients clustered by disease or condition. In both of the
aforementioned cases, the Internet serves as a powerful tool for
remote connection and a central location for data.
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Recent advances in technology, especially mobile platform
development, offer further opportunity for data aggregation and
sharing by activated patients [4]. Smartphones: portable, loaded
with sensors, and virtually ubiquitous have the potential to
revolutionize both the way in which individuals monitor their
health and the way they share that data with researchers [5].

In March 2015, Apple launched ResearchKit [6] and in June
2016 Android launched ResearchStack [7]. Both open source
frameworks can be used to create apps for research on mobile
devices. Unsurprisingly, by offering a dynamic, customizable,
and responsive platform for engaging participants in research
and enabling rapidly scalable, longitudinal investigations, these
devices are being heralded as a potential boon to human health
researchers [8].

In order to fully capitalize on the promise of mobile technology
to enable scalable research, approaches to informed consent
must be adapted in parallel [9]. Novel approaches to informed
consent must still ensure the core tenets of informedness,
comprehension, and voluntariness [10-12]. Further, informed
consent must address unique issues that arise from conducting
research using mobile platforms, such as data security and
transferability. Researchers are faced with a novel challenge of
consenting participants in a completely self-administered setting
with no required contact with the research team [9].

Research apps present new challenges and opportunities in
informed consent [9]. In this review, a granular inventory of
the informed consent processes of publically available research
apps has been presented to serve as a foundation for a
community-wide discussion on how best to uphold the tenets
of informed consent in mobile research settings.

Methods

Establishing a Task Team
A task team was convened under the Global Alliance for
Genomics and Health (GA4GH) [13]. The GA4GH, established
in 2013, works to enable responsible and effective sharing of
genomic and clinical data to advance understanding of human
health. Aware of the developments in mobile device-facilitated
human subjects’ research, GA4GH convened an international
task team in May 2016 to examine issues of informed consent
within this novel setting.

Inclusion and Exclusion Criteria
First, we sought to establish a listing (inventory) of app-based
research studies with entirely self-administered consent
processes currently available worldwide (Multimedia Appendix
1). We excluded app-based research studies that had one or
more mandatory in-person informed consent steps.

The inventory included research apps using the ResearchKit
framework that are publically available on the Apple iOS
platform. We do not include any ResearchStack apps (based on
Android platform) in the inventory as none were publically
available during our period of review.

Within the inventory (Multimedia Appendix 1), there are
multiple sheets based on the consent information available for
each app. The sheet of the app-based research study informed

consent inventory labeled “Apps with no consent info” contains
limited information of apps that claim to use the ResearchKit
framework. However, these apps do not have a defined consent
process, and are therefore excluded from the complete review.

Identifying Mobile Research Apps
Due to the emergent nature of the field, as there were few
scientific publications and no centralized listings or public
catalogs of research apps, we were unable to employ traditional
review approaches. Instead, we used an automated continuous
web search of the terms “ResearchKit” and “ResearchStack”
over three months (May-July, 2016). The primary reviewer
received email notification each time the search terms yielded
a new result. Through this search, we were able to identify newly
released apps via press releases, blog postings, and other web
mentions (eg, social media). When possible, we corresponded
with authors of web content about research apps to ensure we
achieved saturation of the field. We created a listing of the
names of individual apps and then searched for them in the
respective app download site (iOS or Android). Additionally,
we relied on contacts both in the US and in other countries aware
of this project to inform us of new research apps. The list of
research apps was continuously updated to include newly
released study apps throughout the development of the
inventory.

Identification and Refinement of Domains
We identified 3 components within app-mediated research where
information is presented to a potential participant: the eConsent,
long form consent (LFC), and privacy policy (PP). Across the
apps surveyed, after meeting the eligibility criteria, prospective
participants typically self-guide through the eConsent. The
eConsent is a series of screens within the research app that a
participant navigates prior to enrollment. It contains information
traditionally disclosed during an informed consent process such
as information about the study, study procedures, alternatives
to participation, and risk and benefits. The LFC document is
commonly interpreted to be required by US regulation.
Participants are presented with the document on the phone prior
to signing and joining the study. Participants receive a copy of
the document following electronic signature and enrollment
(Figure 1). Additionally, we found privacy policies, traditionally
used within apps and by websites that alerted users on how data
is gathered, used, managed, and potentially disclosed by the
organization hosting the app or website, as a repository of study
information critical to the informed consent process. Participants
can view the PP from the app download site before downloading
the app and, for some of the apps, review from within the app
as well.

We began by surveying each app’s informed consent materials
for the 8 required elements of consent under the US Common
Rule (description, risks, benefits, alternatives, confidentiality,
compensation, contact information, and voluntary
participation/withdrawal). We considered these domains to be
predefined by regulatory requirements. Due to the nature of
app-based research, we expanded our assessment of some core
consent topics to include subtopics critical to app-based research.
For example, “risks” needed to include not only general
discomforts one may experience as being part of the study, but
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also address the risk to privacy. “Confidentiality” was expanded
to include data collection, handling, and protection of participant
privacy. We considered these domains to be emergent in
reviewing the apps. Further, we chose to include domains based
on thematic consistency. For example, if we saw that the
majority of apps surveyed addressed a certain topic, we chose
to include this topic in our review.

In reviewing eConsent processes and LFC documents for both
predefined and emergent domains within “confidentiality,” we
concluded that we must expand our survey to include the PP as
another possible source of this information in order to accurately
assess disclosure. We expanded the inventory to include the
source of information as well as its presence or absence.

The task team iteratively reviewed and discussed findings to
refine domains included in the inventory via monthly video
meetings as well as email discussions between meetings. Each
of the 6 authors of this paper engaged in the discussions.
Domains were finalized through group consensus based on a
combination of information presented in the consent processes
as well as calling attention to domains that have been omitted
from the consent processes. After deciding on the domains, we
determined how we would categorize the information gleaned
from the informed consent materials to populate each domain
(ie, Boolean, multi-option, or qualitative description).

Figure 1. Summary of methods.

Data Extraction and Coding
Due to mobile device country of registration app access
restrictions, the primary reviewer downloaded and performed
the initial assessment of only US-based apps. Non–US-based
apps were reviewed by a member of the task team residing in
the country of origin of the app. We used key word text searches
and subsequent coding to identify data within the consent
materials for each domain. For example, to determine whether
a particular app disclosed information about encryption, we
searched the text of the consent document and/or PP for the
word “encrypt.” If the word was found within the text, the
domain would be filled with “YES” to indicate that the app
disclosed information about data encryption. When needed, a
second reviewer cross examined the original and extracted
content.

Results

We surveyed a total of 34 app-based informed consent processes
for apps available between May and August, 2016, of which 26
underwent complete review (see Multimedia Appendix 1). Some
apps were closed during the period of review which limited the
information we were able to obtain (3/26 apps closed;
GlucoSuccess, Share the Journey and mTech).

Within the inventory, the sheet, “US-based apps with
partial/complete consent,” gives an overview of the apps
inventoried, including the app name (column A), the version
we reviewed (B), and the date of review (C). The study’s focus
is described in Subject/Disease Area (D), Targeted Population
(E), Identifiable/Personal Data Collected (F), and Data
Collection (G). Given that one of the key components of the
informed consent is the ability for potential participants to ask
questions and request clarification, we identify whether columns
for the Sponsor, Principal Investigator, and Contact Information
(H-J) are listed, as well as for the Institutional Review Board
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(IRB) for the study, if any (K). However, one of the key criteria
for the apps included in this review is that participants are not
required to have contact with anyone on the study team prior
to consent and enrolling in the study.

“Elements of Consent LFC” catalogues US Common Rule
consent requirements as presented in the LFC with the exception
of confidentiality, which is addressed in its own sheet due to
the number of subcriteria identified. Under the Common Rule
(45 CFR part 46 subpart A) the description of the research
should include a statement indicating that the study is intended
as research, the purpose of the study, the expected duration, and
the procedures (column B). Additional Common Rule
requirements are covered in “Risks” (C), “Benefits” (D),
“Alternatives to Participation” (E), “Compensation” (F), and
“Whom to Contact” (G). The voluntary nature of research (H)
and any data retention after withdrawal (I) are described. It is
important to note that all of the apps we surveyed were for
observational studies, and none administered any treatment. For
each domain, a checkmark indicates that all required subcriteria
are met; missing subcriteria are listed by number. The sheet
labeled “Elements of Consent eConsent” addresses whether or
not these same US Common Rule consent requirements are
addressed within the eConsent.

The theme of confidentiality is of critical importance in
app-based research. We assessed 24 domains on the
“Confidentiality” sheet. The first 4 columns address data
collection. “Data Collection: Active/Passive” (column B)
describes participant effort in data generation. Active tasks
require deliberate action on the part of the participant, for
example, by responding to surveys or doing a sensor-based task
like a tapping test. Passive tasks are those in which the
participant donates data without conscious effort, such as
through the tracking and transmitting of GPS data. Some studies
request permission access to data from other apps on the phone,
for example HealthKit (C), or to phone features (D) like the
camera and the microphone. Column E addresses whether the
research app integrates any other data provided by an outside
source. At present, this domain includes the integration of
genomic data from testing companies or research sponsor
organizations.

Columns labeled “Data Security” address the transmission of
data from the participant phone to the backend collection
including the app developer (F), whether or not the data will be
encrypted (G), the name of the backend collector (H), and
whether or not the data collected will be coded or
pseudonymized (I). It is important to note that the information
described in the table represents what is disclosed to participants.
In reviewing the encryption of data, we found variation in which
point in the process data is encrypted. Some apps appear to
encrypt participant data on the participant phone and maintain
this encryption during transmission, while others appear only
to encrypt the data when it arrived to the backend server. The
domain labeled “Backend Collection” is particularly important
to note. In this column, we noted when a researcher has
contracted out to a third party to provide data collection services
(H).

We include 4 columns describing disclosure. “Required
Disclosure” includes informing participants of possible sharing
of data with US federal agencies, such as the US Department
of Health and Human Services, and the institutional review
board (IRB) or other ethics committee (J). “Commercial resale
of data” addresses whether the participant is informed about the
possibility that the data they have donated for research may be
sold to third parties for advertising or other commercial
endeavors (K). Additionally, we noted whether this information
was found in the LFC or the PP. “Open data sharing for
scientific discovery” (L) describes whether the research app has
any kind of data sharing outside the primary investigator. If so,
we have described what kind of data sharing the participant may
consent to: with researchers within the institution of the primary
research, with researchers at other institutions, or with qualified
researchers worldwide including cross-border data transfer.

The remaining columns on the “Confidentiality” sheet address
the option of using of the app without enrolling in research (M),
if the recontact of participants is addressed (N), the return of
the participant’s own data (O), and incidental findings (P). “Data
Preservation” addresses how long the data is authorized to be
used by the researcher (Q). About half of the apps surveyed
addressed this information either by giving a date that the data
will expire or by giving a time period (eg, “6 years after the
close of the study”). “Closure” addresses if information is given
to participants about what will happen to their data after the
period of authorization is over, or in the case of the close of
databank or research institution (R). None of the apps reviewed
address this domain.

The “Privacy Policy” sheet inventories the availability and
content addressed within each app’s PP. Column B addresses
whether the PP in the iOS app store, prior to download, was
reviewed. As it is an Apple requirement for any app collecting
any user or usage data, including personal health information,
all domains are marked “YES.” “Privacy Policy presented as
part of consent interaction” addresses whether the prospective
participant is made aware of the PP before consenting to
participate (C) (eg, Figure 2). In many cases, the PP addresses
what personal identifiers the app collects (D) and states that it
cannot fully guarantee privacy (E). Column F for “notes”
includes whether the PP is tailored specifically to the app and
whether it includes the date on which it was last updated. The
“Unique to eConsent” sheet addresses elements novel to
self-administered, entirely remote consent, including the use of
an assessment to assess informedness (D) and approach to
consent documentation. If an app uses a quiz at the end of the
eConsent, we have indicated whether it is mandatory (E), how
many questions are part of the assessment (F), and the
information the questions are assessing (G). As eConsent may
not meet US informed consent requirements, participants also
have access to a LFC (H). We indicate whether finger signature
is required (I) (Figure 3, mPower, Sage Bionetworks) and
whether the participant would receive the signed LFC via email
automatically (J).

The sheet, “Non–US-based apps,” contains the same descriptive
domains (eg, app name, version, and subject matter) as the
overview “US-based apps” sheet. Due to the geolocation
requirements of app download, we struggled to review these
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apps completely. We were successful in completing a partial
review of 2 non–US-based apps: ACL Rupture and Depressed,
both from Germany. In the US based review, there was

tremendous diversity in the detail and information provided by
the apps about the nature of the research being conducted and
elements of informed consent.

Figure 2. 6th Vital Sign, Duke University privacy policy embedded in consent process.

Figure 3. Participants use finger signature to authorize consent to research (image from mPower, Sage Bionetworks).
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Discussion

Limitations to Methods
Due to the limitations of the approach, the listing may not be
comprehensive. Any omissions are due to inability to find these
apps through the methods described above rather than deliberate
exclusion. Additionally, because of the duration of this project,
3 apps that were available the beginning of the study are no
longer available (GlucoSuccess, MGH; mTech, University of
the Pacific; Share the Journey, Sage Bionetworks). The
inventory is current as of September 1, 2016.

Using mobile platforms for research creates new opportunities
for both the types and volume of data collected within a highly
scalable, delocalized framework. To harness the full potential
of these platforms, informed consent must be similarly scalable
without betraying the core principles of informedness,
voluntariness, and comprehension [12].

In this novel research ecosystem, without a face-to-face
interaction, participants must rely solely on eConsent, LFC, and
PP documents to understand what researchers intend to do with
their data and how they will protect it. Because of this, it is vital
that researchers take an intentional approach to participant
informedness, as seen in The Pride Study app (Figure 4).

In current practice, the eConsent, LFC, and PP are used in
tandem with one another to inform the prospective participant,
with key information potentially found in any of these locations.
For example, the disclosure that researchers “cannot fully
guarantee privacy,” was found in either in the PP or the LFC,
without a consistent standard across the apps surveyed.
Additionally, it was found that in most apps, participants were
only required to review the eConsent, but not the LFC and/or
PP (See sheet “Privacy Policy,” Column C) prior to
participating.

Figure 4. The Pride Study, UCSF researcher and participant agreement.

Privacy, Security, and Data Use
Privacy is the ability to control the recording and sharing of
personal information with others. This requires knowledge of
what will be recorded, how it will be used and for how long,
who will have access to this information, and what risks are of
discovery and misuse by third parties [14].

The opportunity for researchers to gather more and different
types of data through app-mediated research than they would
be able to gather in a traditional clinical study poses a unique

risk to privacy. For example, in mPower, a study on Parkinson
Disease, researchers are also able to gather GPS data.

Because of the diversity and volume of data being collected,
participants are potentially more easily identifiable. It may be
impossible to deidentify an individual’s mobile phone data, the
standard way of protecting personal privacy in research [14].
Further, a number of the apps surveyed use a backend data
collection service other than the primary research sponsor (See
sheet “Confidentiality,” Column K). Third party cloud and
hosting services provide an economical solution for hosting and
storing large amounts of collected data. In addition to an outside
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group having access to the data collected, the use of a third party
poses the threat via hacking of information sent over the Internet
[15]. Furthermore, data collected through app-mediated research
is collected in the context of a particular disease or condition,
such as Parkinson Disease, Melanoma, Autism, or
Cardiomyopathy, potentially compromising a participant’s
confidentiality through reidentification.

The multitude of potential mishandlings of data make a strong
case for participants to be informed of these possibilities.

Information for participants about the collection, transfer, and
use of their data often resides in the app PP. Within its
AppStore/iOS policies, Apple states that any app collecting any
user or usage data, including personal health information must
have a PP, however they provide no guidelines on what elements
are required within that PP [16]. Unsurprisingly, we found PPs
with a broad spectrum of detail and transparency from the very
minimalist mTech, University of the Pacific (Figure 5) to the
exhaustive Team Study, Harvard University (Figure 6) which
is tailored specifically to the research app.

Figure 5. Privacy policies: mTech, University of the Pacific and Team Study, Harvard University.
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Figure 6. Privacy Policy, Team Study, Harvard University.

Redistribution of Data
Because of its highly structured, electronic nature, data collected
through app-mediated research can be easily redistributed. There
are 16 apps that specifically engage participants on the topic of
data reuse for additional research as part of the eConsent. In the
consent processes of these apps, participants designate if their
data will be available in aggregate for reuse in future
independent research. For those who advocate for open data
sharing, app-mediated research has the potential to revolutionize
how data is shared and analyzed by many researchers at one
time, and thus maximize the scientific value of participant data
donation (Figure 7). Of the apps included in this review, many
use the nomenclature of “Qualified Researchers Worldwide”
advocated by Wilbanks and Friend of Sage Bionetworks [17].
This nomenclature was first used by Sage Bionetworks as a
process to qualify researchers to access open data from the
ResearchKit app and mobile study mPower [18]. Even though
the process and requirements to access such data may be
different from the process used by Sage Bionetworks, this

standard nomenclature sets a precedent for open data sharing
in app-mediated research.

Data is easily redistributed for commercial use. Of the apps
surveyed, 18 of 26 disclose to participants that they will not sell
or share participant data for commercial purposes (See sheet
“Confidentiality, Column K”). But perhaps more interesting to
this review are the 8 apps that do not explicitly state that
participant data will not be sold. As per the Apple developer
guidelines, “Apps may not use or disclose to third parties data
gathered in the health, fitness, and medical research
context—including from the HealthKit API, Motion and Fitness,
or health-related human subject research—for advertising or
other use-based data mining purposes other than improving
health management, or for the purpose of health research, and
then only with permission” [16].

However, it is unclear whether these apps intend to disclose
data to third parties, or simply fail to state that they will not
disclose this data to participants.
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Figure 7. Participants have the option to share data broadly with other qualified researchers. Image from mPower, Sage Bionetworks.

Integration of Genomic Data
Recently, researchers have expanded the scope of their
app-mediated research to include genomic data from outside
sources. Participants in the MyHeart Counts, Stanford and
Asthma Health, Mount Sinai studies may elect to integrate their
23andMe genomic analysis into the app. However, at the time
of this review, there was no update to any of the primary
informed consent documentation to reflect this optional
expansion of scope. Rather, a second consent specific to
genomic information integration is contained within the app
under the 23andMe module. PPD ACT, University of North
Carolina (UNC) at Chapel Hill has elected to integrate genomic
data through independent sequencing, in which a subset of
participants will receive a “spit kit” in the mail to be returned
to the researchers. This optional research activity is disclosed
in Phase I of the consent and was included in the initial scope
of the research. In Phase I consent, participants agree to
answering survey questions contained within the app.
Participants go through Phase II of the consent process if they
have been chosen and elected to donate genomic data. The
reviewers were unable to include analysis of the consent to
donate genomic data, as it is only available to participants who
have been selected by researchers to participate in Phase II of
the study.

Vulnerable Populations
App-mediated research may include vulnerable populations,
most notably children (Autism and Beyond, Duke; FeverPrints,
Boston Children’s Hospital) and pregnant women (Yale EPV,
Yale). The consent for app-mediated research targeting
vulnerable populations differ from those enrolling only
populations considered not vulnerable. Both Autism and Beyond
and FeverPrints modify the consent process to reflect the assent
of children and consent by parents or guardians. FeverPrints
requires that the person going through the consent process on
the phone be 18 years of age or above. Then they are asked who
they are enrolling (see Figure 8). However, beyond this
designation, there is no difference in the eConsent or lexicon
used to reflect differences in who is being enrolled.
Traditionally, pregnant women have been considered vulnerable
populations when they cannot expect benefit from participation
in research or when the fetus might be adversely impacted by
the mother’s participation [19]. In the case of the Yale EPV
app, participants are expected to receive benefit (tracking of
placental development) without any suspicion of risk to the
fetus. In this way, pregnant women may not be deemed
vulnerable within this research study.
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Figure 8. Enrolling children. Image from Autism and Beyond, Duke University.

Recontact
About half (12/26, 46%) of apps surveyed address recontacting
participants, primarily in the context of participating in future
research studies (See sheet “Confidentiality,” Column N).
Fourteen studies also address the return of the data the
participant shares with the study to the participant (See sheet
“Confidentiality,” Column O). Mobile research studies ease the
return of data and potential results to participants and may
facilitate a deeper reciprocal relationship between researchers
and participants, although the risk of return of data and/or results
are just beginning to be explored.

Informedness in Remote Consent
According to the Nuremberg Code, a human subject consenting
to research “should have sufficient knowledge and
comprehension of the elements of the subject matter involved
as to enable him to make an understanding and enlightened
decision” [10]. Thus, it is an ethical requirement of human
subjects research, and one of many IRBs, that researchers ensure
participants are adequately informed about the research before
participation.

Lexicon used within the eConsent slides and the LFC document
to explain potentially complex concepts to participants is central
to participants’ understanding of consent. Many have advocated
for the use of simple language to promote participant
comprehension and encourage informedness. Within clinical
care, the National Quality Forum advocates for the use of
universal symbols and pictures to improve comprehension in
informed consent and specifies that written informed consent

documents be at a US fifth-grade reading level (age 11) or lower
[20]. Of the LFC documents reviewed, the average reading level
is 10.9 (age 15-16) using the Flesh Kinkaid scale. Within the
eConsent, another potential factor effecting comprehension was
noted: a deviation in nomenclature from traditional consent
documents, including the app’s own LFCs. “Risks” in the LFC
document (risk to privacy, risk of general discomforts) are
referred to as “Issues to Consider” in the eConsent.

As consent processes reviewed are administered entirely
remotely, this creates a new challenge for researchers in
assessing informedness of participants. In a traditional research
setting, a study coordinator or other personnel would sit
face-to-face with potential participants to administer consent,
with the opportunity to assess informedness in real time. Clearly
a different strategy is needed for remote, self-administered
consent. Perhaps the most common response among the apps
surveyed is the use of an assessment. Some apps use this
assessment as a summative evaluation and as a measure of
participant ability to give informed consent. With these
evaluations, if a prospective research participant does not answer
enough questions correctly, they are sent back to the beginning
of the consent process. However, more commonly researchers
used the assessment as a formative evaluation, a chance to
enhance participant understanding by prompting incorrect
answers with the correct information about the study. About
one-third of apps surveyed (9/26, 35%) have implemented a
summative evaluation at the end of the consenting process to
test participants’ understanding of key concepts contained in
the consent (See sheet “Unique to eConsent,” Column D). Most
commonly, these quizzes test participant understanding of the
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purpose of the study, the fact that it is not medical care, that
study data will be stored without direct identifiers, and
participants’ ability to withdraw at any time.

Conclusions
The consent processes presented in this review contain varying
elements to contribute to participant informedness and
transparency on the part of the research team. The new
ecosystem of app-mediated research holds great promise to
accelerate medical discovery through gathering potentially
unprecedented amounts of highly structured data. However,

app-mediated research also holds unique risks to participant
data. The self-administered consent processes reviewed here
present scalable approaches to informed consent to facilitate
app-based research studies. The research community must
continue to advocate for the importance of participant
informedness, voluntariness, and comprehension in human
subjects research. The variation, including strengths and gaps,
observed in these informed consent processes have been
highlighted to open a community dialogue about standards
within this emerging field.
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The U.S. Senate and House hearings last week on Facebook’s use of data and foreign interference in

the U.S. election raised important challenges concerning data privacy, security, ethics, transparency,

and responsibility. They also illuminated what could become a vast chasm between traditional

privacy and security laws and regulations and rapidly evolving internet-related business models and

activities. To help close this gap, technologists need to seriously reevaluate their relationship with

government. Here are four ways to start.
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Help to increase tech literacy in Washington. Lawmakers expressed surprise and confusion about

Facebook’s business model, including how the company generates revenue and uses data for

targeted advertising. They also seemed to misunderstand how Facebook functions as a platform for

third-party applications and how users’ data is flowing between the user, Facebook, and third

parties. This lack of knowledge — despite the millions of dollars that the tech industry spent on

lobbying Washington in 2017 — shows that technology literacy among lawmakers still needs to be

improved.

It’s especially important since Washington is clearly interested in enhanced regulation of the data

economy. Multiple lawmakers suggested more expansive federal privacy legislation. There are state

efforts as well, such as the California Consumer Privacy Act. The question is whether regulators will

be able to create rules that reflect modern business models and data flows and support innovative

services and products. To ensure that they do, internet and technology companies must engage with

legislators in a different way, beyond the transactional and fleeting.

To accomplish this, those who care about the future of technology must be more strategic and

focused on educating the federal government and changing its culture over the long-term. A few

examples of how to embed tech expertise into policy making are TechCongress, the U.S. Digital

Service, and the Presidential Innovation Fellows. These programs offer an extended opportunity for

people with different experiences and backgrounds to work together to improve how government

works — increasing their exposure to different ideas, forcing collaboration, and working through

tension and conflicting viewpoints. And when those technologists finish their public service tour of

duty and return to industry, they will go back with a deeper understanding of public service.

Create and enforce stronger policies for governing third parties’ use of data. Much of the internet

economy runs on application programming interfaces (APIs). Companies such as Facebook, Google,

Apple, Amazon, and Salesforce have robust developer programs that encourage third-party

integration with their platforms via APIs. These partnerships make it possible to offer customers

valuable services — for example, add-on applications that allow you to customize your Gmail

experience.
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However, these partnerships can also lead to data spreading to places that are far beyond users’

awareness or control. As many commenters have pointed out, the Facebook and Cambridge

Analytica story is about how these platforms in partnership with third-party applications can use

and misuse our data in ways that many of us did not know was possible.

In order for industry — and users — to realize the full benefit of these types of collaborations,

information access by third parties must be accompanied by strong API policies and transparent

business practices. This includes responsible vetting of third-party applications, clear policies

around what third parties can and cannot do with user data, and dedicated resources and processes

for monitoring and enforcing the policies.

Finally, companies must also be proactive in notifying consumers when violations occur and taking

timely action when they are. Mark Zuckerberg, Facebook’s CEO, admitted last week that his team

knew about the improper use of 87 million people’s data as far back as December of 2015, yet did

not disclose this to their users. Timely notification is critically important to establish trust with

users.

Invest in user-centered models for consent and terms of service. Several lawmakers questioned the

ability of Facebook’s users to truly read and comprehend the company’s terms of service. It’s a big

problem that extends way beyond Facebook. Most consumer internet services and products are

designed in ways that encourage consumers to quickly click through long terms of service and legal

policies in order to move on and use the app or website they are trying to access.

A new consent model is needed for the data economy, one that is designed around the user’s

experience and will actually help people understand how their data is being used. This means less

legalese and clearer, simpler design and language that have been tested and demonstrated to convey

meaning in the same way a website’s primary services are carefully designed — allowing an “opt in”

to be truly meaningful rather than just another checkbox.

Some pioneering efforts in this area have been made to improve electronic consent in the clinical

research space. One example is using images in consent forms, which can slow down a reader’s eye

and focus their attention. Another is allowing users to select the level of detail they want for any

given consent provision, so they can learn more about the topics they care about most.
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Future federal policy will likely focus on stronger consent regulations. The Federal Trade

Commission has pushed for “just-in-time” disclosures to consumers to obtain their affirmative

express consent, and the European Union’s General Data Protection Regulation (GDPR) places great

importance on consent. Yet usability and user-friendly software design are difficult to mandate by

legislation. That should be the responsibility of tech companies, which already have robust user-

centered design teams and clearly know how to make their services engaging (and possibly even

addictive).

Include data ethics as a central component of any regulatory reform. As Zuckerberg said on April

10, he considers Facebook to be a content-neutral platform for users to share ideas and opinions

freely. Yet many lawmakers expressed concerns over extremist views on the site, such as hate

speech and terrorist propaganda, and the proliferation of false information to influence elections

around the world. And while Zuckerberg frequently described his company’s efforts to use artificial

intelligence (AI) to monitor Facebook’s content and purge material that violates Facebook’s policies,

it is also true that the effects of using AI, whether intentionally or not, can be to perpetuate or

exacerbate biases.

Given that future hearings and legislative and regulatory activity may center around regulation of

algorithms that power AI technology, the data science community and policy makers must work

together to identify the principles and rules of the road to guide efforts to address this continuously

evolving challenge. One great example of this ongoing work is a collaboration between Data for

Democracy and Bloomberg on a data science code of ethics.

The congressional hearings represent a fascinating milestone in the evolution of the tech industry

and its relationship with regulation. While Facebook represents a unique case study, the challenges

and opportunities amplified in the congressional hearings are pervasive across the digital economy.

This includes an entire sector of data brokers who move more and more consumer data every day

and are rarely in the public eye in the same way that Facebook was last week.

It seems inevitable that the federal government will enact stronger privacy and consent safeguards,

as the European Union has with GDPR. Instead of reacting to or resisting such efforts, tech

companies must proactively work with governments and acknowledge that along with their

increasingly greater power comes greater responsibility.

https://www.ftc.gov/sites/default/files/documents/reports/mobile-privacy-disclosures-building-trust-through-transparency-federal-trade-commission-staff-report/130201mobileprivacyreport.pdf
https://iapp.org/media/pdf/resource_center/UX_FINAL.pdf
https://www.jwatch.org/na45772/2018/01/03/how-addictive-social-media
https://www.washingtonpost.com/news/the-switch/wp/2018/04/10/transcript-of-mark-zuckerbergs-senate-hearing/?utm_term=.c356545efe3c
https://www.washingtonpost.com/news/the-switch/wp/2018/04/11/transcript-of-zuckerbergs-appearance-before-house-committee/?utm_term=.2b5bc9693852
https://obamawhitehouse.archives.gov/blog/2016/05/04/big-risks-big-opportunities-intersection-big-data-and-civil-rights
http://datafordemocracy.org/projects/ethics.html
https://www.ftc.gov/system/files/documents/reports/data-brokers-call-transparency-accountability-report-federal-trade-commission-may-2014/140527databrokerreport.pdf
https://www.eugdpr.org/
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The new business models that apply to the tech industry are typically aimed at unregulated opportunities. When

these entrepreneurs become the only referents, they have assumed the position of regulators. Unfortunately the

criteria that these apply to these concepts are very personal and all are aimed at the protection of their own

interests. 

 

The audience in the Senate faced for the first time these "referents" with those who represent ordinary people. The

differences of criteria were clear. For this reason the apologies of Mr. Zuckemberg sounded empty. 

 

The main problem was what I raise in Senator Kennedy regarding "who is the owner of the data?" And "who is the

victim of its misuse? " Both questions had no answer. This simple fact obliges the industry to regulate the commercial

use of third-party data. 

 

The tech industry has manipulated legal conditions to their advantage, creating conditions that go beyond the limit.

https://hbr.org/search?term=maya+uppaluru
https://hbr.org/topic/technology
https://hbr.org/topic/government


9/10/2018 The U.S. Needs a New Paradigm for Data Governance

https://hbr.org/2018/04/the-u-s-needs-a-new-paradigm-for-data-governance 6/6

REPLY 1  0 

The transnationality of their activities can not be a justification for acting on the legal limit. 

What you write in your article is very valid if it refers to a formal industry, I think that is not the case of the tech

industry.
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